SC

UNIVERSIDADE
DE SANTIAGO
DE COMPOSTELA

TESE DE DOUTORAMENTO

HYPERPARTISAN NEWS DETECTION

Michele Joshua Maggini

ESCOLA DE DOUTORAMENTO INTERNACIONAL DA UNIVERSIDADE DE
SANTIAGO DE COMPOSTELA

PROGRAMA DE DOUTORAMENTO EN INVESTIGACION EN TECNOLOXIAS DA
INFORMACION

SANTIAGO DE COMPOSTELA
2026






UNIVERSIDADE
DE SANTIAGO
DE COMPOSTELA

DECLARACION DO AUTOR DA TESE
HYPERPARTISAN NEWS DETECTION

Don Michele Joshua Maggini

Presento a mifia tese, seguindo o procedemento adecuado ao Regulamento, e declaro que:

1. A tese abarca os resultados da elaboracion do meu traballo.
2. De ser o caso, na tese faise referencia as colaboracions que tivo este traballo.

3. Confirmo que a tese non incorre en ningin tipo de plaxio doutros autores nin de traballos

presentados por min para a obtencion doutros titulos.

4. Atese é a version definitiva presentada para a siia defensa e coincide a version impresa

coa presentada en formato electronico.

E comprométome a presentar o Compromiso Documental de Supervision no caso de que o

orixinal non estea na Escola.

En Santiago de Compostela, X

Asdo. Michele Joshua Maggini






SC

UNIVERSIDADE
DE SANTIAGO
DE COMPOSTELA

AUTORIZACION DO DIRECTOR/TITOR DA TESE
HYPERPARTISAN NEWS DETECTION

Don Pablo Gamallo Otero, Profesor Catedratico da Area de Sistemas Intelixentes da
Universidade de Santiago de Compostela

Don Gael Dias, Profesor Catedratico da Area XXX

INFORMAN:

Que a presente tese correspondese co traballo realizado por Don Michele Joshua Maggini,
baixo a nosa direccion/titorizacion, e autorizamos a sia presentacion, considerando que reiine
os requisitos esixidos no Regulamento de Estudos de Doutoramento da USC, e que como di-

rectores/titores desta non incorre nas causas de abstencion establecidas na Lei 40/2015.

En Santiago de Compostela, X

Asdo. Pablo Gamallo Otero Asdo. Gael Dias

Director/a tese Director/a tese






A todas la cousas invisible and visibili.

To the immense old hands posed on my forehead that mangled my name as a child. T would
call to you from downstairs, and I grew accustomed to waiting for your whistle, the one that
the blackbird in the garden learned and still sings, disturbing the sleep of the cat laying in the

sun, unable to find you. But you are with me, and I am with you.






Acknowledgments

Firstly, the gratitude goes to my supervisors, Pablo Gamallo and Gaél Dias, for their immense
support thoughout these year, their time and knowledge have been essential to raise me as an
independent researcher and make this work possible. Then, I would like to thank all the people
of the HYBRIDS network for their work and for the journey we shared together, especially the
other DCs candidates with whom deep bonds born, while relying on each other during both
chaotic and calm periods. My deepest thank also go to my parents and my family, who took
an important place in this journey to welcome their son every time he came back home and let
him bring home anywhere. It will be summer forever for you who passed away during these
years. Moving to my friends, I will always be grateful to have you in my life, because distance
is just a geometric construct: Silvia and Mattia, Belin, Michele, Marco, Lorenzo, Donata and
Mario. Thanks to everyone I ever met for your existence. Lastly, Amelia, for whom words
are incapable of describing the love I feel. And even if they were, what could be said would
merely be a description, much like replying to Nisargadatta’s question: “What is Bombay?”.
I only say that all the poetry is no longer in the poems, but in the days we tell that there may
be other days to tell, the ones starting with: Do you remember when?”.

This thesis was funded from the Horizon Europe research and innovation programme under
the Marie Sk lodowska-Curie Grant Agreement No. 101073351 and from the UK Research
and Innovation (UKRI) Horizon Europe funding guarantee - Grant Number: EP/X036758/1:
HYBRIDS Project.






Contents

st of Abbreviations 17
st of Publicafions included in this PR.D. Di ol 19
List of Figures 25
[List of Tables| 27
[Resumenl 31
[Resumenl 33
[Abstracl 35
I Tntroduction| 1
. es1s lopic an ottvations|. . . . . . . . ..o e

1.1  Thesis Tt d M 1

|1.2 The Hyperpartisan News Crisisin Europe] . . . . . . ... ... ....... 3
|1.3 From Traditional to Digital Political Communication| . . . . . ... ... .. 5
|1.3.1  The Common Ground of Hyperpartisan News| . . . . . . . ... ... 5

|1.3.2  'The Evolution of Political Parallelism in European Media] . . . . . . 6

|1.3.3 Internet, Populism, and the Transformation of Political Communication| 7

|1.3.4  The Alternative Media Landscape in Europe] . . . . ... ... ... 7

|1.3.5  From Populism to Hyperpartisanship: The Radicalization Dynamic| . 8

|1.3.6  Defining Hyperpartisan as a per-se phenomenon: disentangling dif- |

[ ferences with Fake News and similar research fields . . . . . . . . .. 9
|1.4 'The regulation of Disinformation in Europe|f . . . . . . ... ... ... ... 15




MicHELE JosHUA MAGGINT

|1.5 Research Positioning and Thesis Structure| . . . . . . ... ... ....... 16

2 Hypothesis and Objectives| 19
LRI Dataand Annotation] . . . . ... .. ... ... 19
[2.1.1  Learning Strategies and Architectures| . . . . . . .. ... ... ... 20

2.1.2  Linguistic Analysis| . . . . . . . . . . . .. 21

2.2 Research Questions| . . . . . ... ... . ... ... ... . ... . ..., 21
2.3 Objectives and Contributions| . . . . . . . . . . .. . ... ... 25
[2.3.1  Systematic Review of Hyperpartisan News Detection| . . . . . . . .. 25

[2.3.2  Benchmarking Learning Paradigms for Misinformation Detection| . . 25

[2.3.3  Multilingual Hyperpartisan and Conspiracy Detection in European |

| Medial . . . . . . .. e e 26
2.3.4 Italian Hyperpartisan Detection with Rhetorical Bias Taxonomy| . . . 27

[2.3.5 Pragmatic Features for Italian Hyperpartisan Detection| . . . . . . . . 27

[2.3.6  Italian Hyperpartisan Neutralization| . . . . . . ... ... ... ... 28

3 Methodology| 29
3.1 Defining Hyperpartisan News|. . . . . ... ... ... ... ......... 30
3.1.1  Where can hyperpartisanship be detected? Methodological opera- |

| tionalizations and their implications| . . . . . . ... ... ... ... 35
[3.1.2 How 1s hyperpartisanship annotated and operationalized? The mea- |

| surement dilemmal . . . . .. ... oL 37
B.13 Datasetsin Literaturel . . . . . . ... .. ... ... ... ..., 39

32 lLiterature Reviewl . . . . . . . . . .. L 47
[3.2.1 Literature Review: Hyperpartisan and Misinformation Detection| . . . 47

3.2.2  In-Context Learning| . . . . . ... ... .. ... ... ....... 63

13.2.3  Rhetorical Bias and Persuasion Techniques| . . . . . . ... ... .. 64

3.2.4  Lingustic Trait Detection| . . . . . . ... ... ... ... ..... 64

[3.2.5 Domain-Specific Datasets| . . . ... ... ... ... ........ 65

[3.2.6  Explainability and Embedding-Based Enhancements| . . . . . . . .. 66

[3.2.7 LLMs as Annotators and Persona Prompting| . . . . ... ... ... 66

13.2.8  Text Style Transfer: Neutralization of Biased Texts| . . . . . ... .. 67

3.3 Are LLMs Enough for Hyperpartisan, Fake, Polarized and Harmful Content |

| Detection? Evaluating In-Context Learning vs. Fine-Tuning| . . . . ... .. 68

12



Contents

33.1 Models| . .. ... 70

332 Promptdesign| . .. ... ... ... oo 70

[3.3.3  Determinantal Point Processl . . . . . ... .......... ..., 71

334 ICLSetting| . . . . . .. .. ... 72

|3.4  PartisanLens: A Multilingual Dataset of Hyperpartisan and Conspiratorial |

| Immigration Narratives in EuropeanMedia| . . . . ... ... ... ..... 77
[3.4.1 Data collection and preparation| . . .. ... ............. 79

3.4.2  Benchmark Experiments: Setup| . . . . . .. ... ... ... .... 81

3.4.3 Personaprompt] . . . . . . . ... ... 86

13.5  Detecting Hyperpartisanship and Rhetorical Bias in Climate Journalism: A |
[ Sentence-Tevelltalian Datasetl . . . . ... ... ............... 87
3.6  IHPP: A Paragraph-Level Dataset for Investigating the Pragmatics of Hyper- |

| partisan [talian News| . . . . . . . ... ... L o Lo 92
[3.6.1 Experimental Setup|. . . . . . .. ... ... ... ... . ... 97

13.7  Par-ITA: Benchmarking Seq2Seq and LLMs on a Human-Supervised Parallel |

| Corpus for Italian Hyperpartisan Neutralization| . . . . . . . ... ... ... 99
3.7.1 DesignPrinciple] . . .. ... ... ... o 00 99

B.72 Dataset Construction] . . . . ... ................. .. 101

[3.7.3  Three-Stage Annotation Pipelinef. . . . . . ... ... ... ..... 102

3.7.4  Benchmark Experiments: Setup| . . . . ... .. ... ........ 104

3.8 Summary of Methodology| . . . . ... ... .. ... ... ... . ... .. 110

4 Results and Discussion 111
4.1 Are LLLMs Enough for Hyperpartisan, Fake, Polarized and Harmful Content |

| Detection? Evaluating In-Context Learning vs. Fine-Tuning| . . . . . . . .. 111
4.1.1  Fme-Tuning|. . . . . ... ... ... .. 112

4.1.2  In-Context Learning| . . . . . .. ... ... ... ... . .... 113

4.1.3  Summary for Zero-shot configurations|. . . . . . .. ... ... ... 116

4.1.4  FS: DPP-selected vs Random examples| . . . . ... ... ... ... 117

4.1.5 Chamof Thought|. . . . ... ... ... ... ... .. ... ..., 118

|4.1.6  Insights from Fine-Tuning vs. In-Context Learning in LLMs| . . . . . 119

M.1.7 FinalRemarksl . .. ... ... ... ... . ... 120

|4.2  PartisanLens: A Multilingual Dataset of Hyperpartisan and Conspiratorial |

| Immigration Narratives in EuropeanMedia| . . . . .. ... ... ... ... 122




MicHELE JosHUA MAGGINT

4.2.1 _Annotation Process Results and Dataset Statistics| . . . . . . .. ... 122

B22 ClassificationResults . . . . . .. ... ... .. .. .. ....... 124

4.2.3 LLMs as Potential Data Annotators| . . . . . ... .......... 126
BZA ] 127

B23 Resulldl . ..o vt 128

[4.2.6 Erroranalysis|. . . . .. ... ... . 130

4277 Classification Exrors| . . . . . . . .. ... o000 130

428 FmalRemarks . . ... ... ... ... o o000 131

4.3 Detecting Hyperpartisanship and Rhetorical Bias in Climate Journalism: A |
[ Sentence-LevelltalianDatasetl . . . . .. .. .. ... ... ......... 132
B3 Da@sel - - - o v oovoee e e e 132

4.3.2  Hyperpartisan-Rhetorical Bias Relation| . . . . . ... ... ... .. 133

4.3.3  Topological Distribution of Rhetorical Biases| . . . . . . .. ... .. 138

4.3.4  Computational Baselines| . . . . . ... ... ... .......... 141

B35 FinalRemarks . . ... ... ... ... ... .. .. ... . 144

4.4 THPP: A Paragraph-Level Dataset for Investigating the Pragmatics of Hyper- |

| partisan [talian News| . . . . . . . . .. ... .. ... ... . ... ... .. 144
BAT Dat@sel . . - o o oo 145

4.4.2  Fine-Tuning and Ablation Study| . . . . .. ... ... ... ... .. 149

4.4.3  Integrated Gradient and SHAP Analysis| . . . . . ... ... ... .. 153

444 FmalRemarks . . ... ... ... ... oo 155

4.5 Par-ITA: Seq2seq vs LLMs on neutralizing capabilities| . . . . . ... .. .. 156
4.5.1  Data Generation and Pipeline Evaluation| . . . . .. ... ... ... 156

4.5.2  Seq2seq Model Results| . . . . ... ... ... .. 0 L. 159

453 TIMResults| . . ... ... 161

4.5.4  Human Evaluation and Metric Alignmenq . . . . . . ... ... ... 162

455 FmalRemarks . . ... ... ... ... oo o 162
B__Conclusions and Future Workl 165
/Conclusions! 165
5.1 Contributions| . . . . . . ... 165
B2Conclusion . . . . v v v i 168
B3 Future Work] . . . . . . ..o 169

14



Contents

Bibliograp 173

15






List of Abbreviations

Abbreviation Definition

Al Artificial Intelligence

Al Act Artificial Intelligence Act (EU regulation 2024)
BERT Bidirectional Encoder Representations from Transformers
CoT Chain-of-Thought

CNN Convolutional Neural Network

DPO Direct Preference Optimization

FT Fine-Tuning

GPT Generative Pre-trained Transformer

ICL In-Context Learning

LSTM Long Short-Term Memory

LLM/LLMs Large Language Model(s)

ML Machine Learning

NLP Natural Language Processing

RoBERTa Robustly Optimized BERT Pretraining Approach
SHAP SHapley Additive exPlanations

SVM Support Vector Machine

HP/HN Hyperpartisan/Hyperpartisan News

IAA Inter-Annotator Agreement

PRCT Population Replacement Conspiracy Theories
RQ Research Question

[HPP Italian Hyperpartisan Paragraph-level Dataset

Continued on next page




MicHELE JosHUA MAGGINT

List of abbreviations continued from previous page

Abbreviation Definition
Par-ITA Italian Hyperpartisan Neutralization Parallel Corpus
PartisanLens Multilingual Dataset of Hyperpartisan and Conspiratorial Immi-

gration Narratives in European Media

PLOS One Public Library of Science One

DSA Digital Services Act (EU regulation 2024)
EU European Union

UKRI UK Research and Innovation
VLOP/VLOPs Very Large Online Platform(s)
VLOSE/VLOSEs Very Large Online Search Engine(s)
COVID-19 Coronavirus Disease 2019

18



List of Publications included in this
Ph.D. Dissertation

This Ph.D. dissertation, particularly chapters[3.8land[f.5.5]utilize the contents of the following

publications:

1. Maggini MJ, Bassi D, Piot P, Dias G, Otero PG (2025) A systematic review of automated
hyperpartisan news detection. PLoS ONE 20(2): e0316989. https://doi.org/
10.1371/7journal .pone.0316989.

* Type: Journal paper.
* Quality indicators: Scimago Q1 (Multidisciplinary).
* Author’s contribution: research of the topic, conceptualization, design and im-

plementation of the algorithms, design and conduction of the experiments, and

writing of the article.

* Co-Author contribution: Davide Bassi: conceptualization, writing and revision
of the paper; Paloma Piot: designing tables; Giel Dias: review of the paper; Pablo

Gamallo: conceptualization, design, review of the paper.

* Reproduction authorization: This is an open access article distributed under
the terms of the CreativeCommonsAttributionLicense, which permits unrestricted
use, distribution, and reproduction in any medium, provided the original author and
source are credited. See: https://doi.org/10.1371/journal.pone.
0316989,

2. Michele Joshua Maggini, Paloma Piot, Anxo Pérez, Erik Bran Marino, Lia Santa-

maria Montesinos, Ana Lisboa Cotovio, Marta Vazquez Abuin, Javier Parapar, and


https://doi.org/10.1371/journal.pone.0316989
https://doi.org/10.1371/journal.pone.0316989
https://doi.org/10.1371/journal.pone.0316989
https://doi.org/10.1371/journal.pone.0316989

MicHELE JosHUA MAGGINT

20

Pablo Gamallo. 2026. PartisanLens: A Multilingual Dataset of Hyperpartisan and
Conspiratorial Immigration Narratives in European Media. In Proceedings of the
19th Conference of the European Chapter of the Association for Computational Lin-
guistics (Volume 1: Long Papers), pages 1171-1186, Rabat, Morocco. Associa-
tion for Computational Linguistics. doi: 10.18653/v1/2026.eacl-long.53, https:
//aclanthology.org/2026.eacl-1long.53/l

* Type: Conference paper.
* Quality indicators: Conference ranking (GRIN-SCIE): A.

* Author’s contribution: research of the topic, conceptualization, design and im-
plementation of the algorithms, design and conduction of the experiments, and
writing of the article.

* Co-Author contribution: Paloma Piot: implementation of the algorithms, con-
ceptualization, writing, data creation, and review; Anxo Pérez: implementation of
the algorithms, writing, data creation, and review; Erik Bran Marino: conceptual-
ization, writing, data creation; Lia Santamaria Montesinos, Ana Lisboa Cotovio,
Marta Vézquez Abuin: data creation; Javier Parapar: review of the paper; Pablo
Gamallo: review of the paper.

* Reproduction authorization: ACL materials are Copyright © 1963-2026 ACL;
other materials are copyrighted by their respective copyright holders. Materi-
als prior to 2016 here are licensed under the Creative Commons Attribution-
NonCommercial-ShareAlike 3.0 International License. Permission is granted to
make copies for the purposes of teaching and research. Materials published in
or after 2016 are licensed on a Creative Commons Attribution 4.0 International
License.

3. Michele Joshua Maggini, Davide Bassi, and Pablo Gamallo. 2025. Detecting Hy-

perpartisanship and Rhetorical Bias in Climate Journalism: A Sentence-Level Ital-
ian Dataset. In Proceedings of the 2nd Workshop on Natural Language Process-
ing Meets Climate Change (ClimateNLP 2025), pages 168—187, Vienna, Austria.
Association for Computational Linguistics. doi: 10.18653/v1/2025.climatenlp-1.11,
10.18653/v1/2025.climatenlp-1.11l

* Type: Workshop paper.


https://aclanthology.org/2026.eacl-long.53/
https://aclanthology.org/2026.eacl-long.53/
10.18653/v1/2025.climatenlp-1.11

Contents

* Quality indicators: Conference ranking (GRIN-SCIE): A*.

* Author’s contribution: research of the topic, conceptualization, design and im-
plementation of the algorithms, design and conduction of the experiments, and

writing of the article.

¢ Co-Author contribution: Davide Bassi: conceptualization, conduction of the

experiments; Pablo Gamallo: conceptualization, review of the paper.

* Reproduction authorization: ACL materials are Copyright © 1963-2026 ACL;
other materials are copyrighted by their respective copyright holders. Materi-
als prior to 2016 here are licensed under the Creative Commons Attribution-
NonCommercial-ShareAlike 3.0 International License. Permission is granted to
make copies for the purposes of teaching and research. Materials published in
or after 2016 are licensed on a Creative Commons Attribution 4.0 International

License.

4. Maggini, M. J., Merzougui, D., Bandyopadhyay, R., Dias, G., Maurel, F., Gamallo, P.
(2026). Are LLMs Enough for Hyperpartisan, Fake, Polarized and Harmful Content
Detection? Evaluating In-Context Learning vs. Fine-Tuning. Proceedings of the
International AAAI Conference on Web and Social Media, 20(1), 1551-1572. https:
//doi.org/10.1609/icwsm.v2011.42712.

* Type: Conference paper.
* Quality indicators: Conference ranking (GRIN-SCIE): A.

* Author’s contribution: research of the topic, conceptualization, design and im-
plementation of the algorithms, design and conduction of the experiments, and

writing of the article.

* Co-Author contribution: Merzougui, Dhia: implementation of the algorithms,
design and conduction of the experiments; Bandyopadhyay, Rabiraj: implemen-
tation of the algorithms, design; Dias, G.: conceptualization, review; Maurel, F.:

review; Pablo G.: conceptualization, review.

* Reproduction authorization: AAAI policies: https://mas.cs.umass.
edu/icmas/copyright.html. In return for these rights, AAAI hereby
grants to the above authors, and the employers for whom the work was performed,

royalty-free permission to:Retain all proprietary rights other than copyright (such

21


https://doi.org/10.1609/icwsm.v20i1.42712
https://doi.org/10.1609/icwsm.v20i1.42712
https://mas.cs.umass.edu/icmas/copyright.html
https://mas.cs.umass.edu/icmas/copyright.html

MicHELE JosHUA MAGGINT

22

as patent rights). Personal reuse of all or portions of the above article/paper in
other works of their own authorship. Reproduce, or have reproduced, the above
article/paper for the author’s personal use, or for company use provided that AAAI
copyright and the source are indicated, and that the copies are not used in a way
that implies AAAI endorsement of a product or service of an employer, and that the
copies per se are not offered for sale. Make limited distribution of all or portions
of the above article/paper prior to publication. In the case of work performed
under U.S. Government contract, AAAI grants the U.S. Government royalty-free
permission to reproduce all or portions of the above article/paper, and to authorize

others to do so, for U.S. Government purposes.

5. Maggini, M. J., Bassi, D., Valente, A., Dias, G., Gamallo, P. (2026). IHPP: A
Paragraph-Level Dataset for Investigating the Pragmatics of Hyperpartisan Italian News.
In Proceedings of the Fifteenth Language Resources and Evaluation Conference (LREC
2026) (pp. 1998-2011). European Language Resources Association (ELRA). https:
//doi.org/10.63317/2sabeivquodt..

* Type: Conference paper.
¢ Quality indicators: Conference ranking (GRIN-SCIE): B.

¢ Author’s contribution: research of the topic, conceptualization, design and im-
plementation of the algorithms, design and conduction of the experiments, and

writing of the article.

¢ Co-Author contribution: Bassi Davide: design, data creation; Valente Angelo:
data creation; Dias G.: review, writing of the paper; Gamallo P.: conceptualization,

review of the paper.

* Reproduction authorization: ACL materials are Copyright © 1963-2026 ACL,;
other materials are copyrighted by their respective copyright holders. Materi-
als prior to 2016 here are licensed under the Creative Commons Attribution-
NonCommercial-ShareAlike 3.0 International License. Permission is granted to
make copies for the purposes of teaching and research. Materials published in
or after 2016 are licensed on a Creative Commons Attribution 4.0 International

License.


https://doi.org/10.63317/2sabeivqu9dt.
https://doi.org/10.63317/2sabeivqu9dt.

Contents

6. Maggini, M. J., Sgren Fomsgaard, Michele Maestroni, Gaél Dias, Pablo Gamallo.
(2026). Par-ITA: Benchmarking Seq2Seq and LLMs on a Human-Supervised Parallel
Corpus for Italian Hyperpartisan Neutralization. In Proceedings of the 64rd Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Papers).
San Diego, California, USA. Association for Computational Linguistics.

* Type: Conference paper.
* Quality indicators: Conference ranking (GRIN-SCIE): A*.

¢ Author’s contribution: research of the topic, conceptualization, design and im-
plementation of the algorithms, design and conduction of the experiments, and

writing of the article.

* Co-Author contribution: Sgren Fomsgaard: implementation of the algorithms,
conduction of the experiments; Michele Maestroni: data creation; Gaél Dias:
conceptualization, review; Pablo Gamallo: conceputalization, design, review.

* Reproduction authorization: ACL materials are Copyright © 1963-2026 ACL;
other materials are copyrighted by their respective copyright holders. Materi-
als prior to 2016 here are licensed under the Creative Commons Attribution-
NonCommercial-ShareAlike 3.0 International License. Permission is granted to
make copies for the purposes of teaching and research. Materials published in
or after 2016 are licensed on a Creative Commons Attribution 4.0 International

License.

23






List of Figures

|[Fig. 3.1 The bar chart illustrates the trend of the selected publications over time.|. . . 31
|[Fig. 3.2 The pie chart shows the amin publishers for the selected papers.| . . . . . . . 32
|[Fig. 3.3  Datasets for Hyperpartisan News detectiontask.| . . . . ... ... ... .. 41
[Fig. 3.4  PRISMA Flow Diagram.|. . . . . . ... ... ... ... .. . ....... 42
|[Fig. 3.5 Datasets’ language distribution.| . . . . . . .. .. ... oL 43
|[Fig. 3.6 Example of the custom HI'ML platform used for the annotation process.| . . 80
|Fig. 3.7 Example of a rationale-enhanced annotation.| . . . . . . .. ... ... ... 83
|Fig. 3.8 Example of the annotation scheme for one paragraph for the sentence-level |
| dataset on climate change.| . . . . . . ... ... oL 0oL 90
|[Fig. 3.9  Example of the annotation scheme for one paragraph for the HIPP dataset. |
| FS: Figurative Speech, LL: Loaded Language, HL: Hyperbolic Language.|. . 96
|[Fig. 3.10 The three-stage annotation and evaluation pipeline of Par-ITA|. . . . . . . . 99
|[Fig. 4.1 Results for zero-shot and Col grouped by models.| . . . . . ... ... ... 113
|Fig. 4.2 Results zero-shot and Col grouped by configuration.| . . . . . .. ... ... 114
[Fig. 4.3 FES DPPvs Randomresults.| . . . . . ... .. ... ... ... ....... 117
|Fig. 4.4 Hyperpartisan and PRCT stance proportions.| . . . . .. .. ... ... ... 123
|Fig. 4.5 Hyperpartisan and PRCT content by language.| . . . . . . . .. . ... ... 123




MicHELE JosHUA MAGGINT

|[Fig. 4.6  Correlation between Hyperpartisan sentences and techniques.| . . . . . . . . 135
[Fig. 4.7 Log Ratio of the Rhetorical Techniques with regards to Hyperpartisan/Neutral

) 71 136
|[Fig. 4.8  Distribution of the Rhetorical Techniques across article quantiles.| . . . . . . 138
|[Fig. 4.9  Distribution of Rhetorical Techniques across article quartiles| . . . . . . . . 139
|[Fig. 4.10 Hyperpartisan Contamination Level per sentence position (deciles).| . . . . . 141
|[Fig. 4.11 Distribution of Rhetorical Techniques across articles’ bodies normalized.| . . 142
|Fig. 4.12 Distribution of HP paragraphs across article deciles.| . . . . . .. ... ... 148
|[Fig. 4.13 Log Ratio of the LT with regards to Hyperpartisan/Neutral paragraphs.| . . . 149
|Fig. 4.14 LT average drop by model in ablation.|. . . . . .. ... ... ... ..... 151
|[Fig. 4.15 Attribution Ratios: Models x LT x Variants|. . . . . ... ... .. ... .. 151
|[Fig. 4.16 Comparison of SHAP values across learning strategies ordered by magnitude.| 153

|[Fig.

4.17

Correlation between human consensus and GPT-4o-mini scores (averaged

Syntax and Semantics) during data generation. . . . . . . ... ... ... 157

|[Fig. 4.18 Cohen’s k between human experts and GPT-40-min1 on binary label for the

L Rewritten task acrossmodels) . . . . . ... ..o o000 157

[Fig. 4.19 Inter-annotator agreement (Cohen’s k) between humans across evaluated LLMs.| 159

26



List of Tables

Tab. 1.1  Definitions of hyperpartisanship in the selected papers.| . . . . . ... ... 10

[Tab. 1.2 Examples of statements for specific biases and hyperpartisan statements for |
| thatbias) . . . . . . . . . 14

[Tab. 3.1 Queries performed with advanced search for each database and the number |

| of papersretrieved.| . . . . . . .. ... . L 33
[Tab. 3.2 Datasets collection and description. Part 1.|. . . . . .. ... ... .. ... 44
[Tab. 3.3  Datasets collection and description. Part2.|. . . . . .. ... ... ... .. 45
[Tab. 3.4  Datasets collection and description. Part3.|. . . . . .. ... ... .. ... 46
[Tab. 3.5 ‘'Traditional Machine Learning algorithms used in the selected literature.| . . 48
[Tab. 3.6  Feature-based approaches for hyperpartisan news detection.| . . . . . . . .. 50
[Tab. 3.8 Collection of the best performative DL models used in the literature.| . . . . 53
[Tab. 3.10 Metrics Results Literature Review Part 1 . . . . ... ... ... . ... .. 61
(Tab. 3.11 Metrics Results Literature Review Part 2 . . . . . . ... .. ... ... .. 62
[Tab. 3.12 Description of the datasets used in our experiments.| . . . . . . .. ... .. 70
[Tab. 3.13 'Table showing different examples of instruction for PL Detection.|. . . . . . 73
(Tab. 3.14 Dataset label distribution. . . . . . . . ... .. ... ... 0oL 82




MicHELE JosHUA MAGGINT

[Tab. 3.16 Participant demographic overview| . . . . . . .. ... ... ... ..... 85
[Tab. 3.17 Zero-shot and few-shot prompt.| . . . . . . . .. ... ... ... .. .... 86
[Tab. 3.18 Zero-shot Personaprompts.| . . . . . . ... ... ... ... ... ..... 87
[Tab. 3.19 Taxonomy of rhetorical biases and hyperpartisan language detection for |
[ sentence-level dataset) . . . . . . .. ... ... oL oL 92
[Tab. 3.20 Taxonomy of LT and HP language detection for HIPP| . . . . . . .. .. .. 96
[Tab. 3.21 Par-ITA: Examples of model-generated and human-supervised neutral rewrites |
| for hyperpartisan input phrases.| . . . . . ... ... ... .. ........ 101
[Tab. 3.22 Statistics of the human-curated Par-ITA corpus.| . . . . .. ... ... ... 103
[Tab. 3.23 Prompt used for LL.M-as-a-judge evaluation with GPT-40-min1.| . . . . . . . 107
[Tab. 3.24 Prompt used for zero-shot neutralization with big size LLMs| . . . . .. .. 107
[Tab. 3.25 Prompt used for LL.M-as-a-judge evaluation with GPT-40-min1. Part 1.|. . . 108
[Tab. 3.26 Prompt used for LL.M-as-a-judge evaluation with GPT-4o-min1. Part2| . . . 109
[Tab. 4.1 Performance of models in the FT setting.| . . . . . ... ........... 112
[Tab. 4.2 Comprehensive comparison of F1 and accuracy across all models, configu- |
| rations, and datasets.|. . . . . . . .. ... 121
[Tab. 4.3 IAA across annotationtasks . . . . . . .. ... ... ... ... ... . 123
[Tab. 4.4  Macro-averaged metrics across tasks and models: PartisanLens.|. . . . . . . 124
[Tab. 4.5  Fine-tuning with rationales results by language (macro-averaged).|. . . . . . 125
Tab. 4.6  Mean Cohen’s « by language and label: Partisanlens.| . . . . . . . ... .. 126
[Tab. 4.7 PartisanLens:Cohen’s k between user-persona and corresponding human an- |
[ Notator . . . . . . . L 128
[Tab. 4.8  Selected headlines with human and user-personas disagreements. | . . . . . 129
[Tab. 4.9 Dataset Statistics: sentence-level] . . . . . . ... ... .. ... ...... 133
[Tab. 4.10 Topic Distribution of sentence-level dataset.| . . . . .. ... ... .. ... 134
[Tab. 4.11 Rhetorical Techniques’ Chi-Square.|. . . . . . .. ... ... .. ... ... 137
[Tab. 4.12 Comparison of Hyperpartisan and Rhetorical Bias Classification Models| . . 141
[Tab. 4.13 Hyperparameters for Fine-Tuning experiments with encoder-only models.|. . 143
[Tab. 4.14 THPP topic-wise statistics for train and test splits.| . . . . .. ... ... .. 147
[Tab. 4.15 Comparison of Italian language models on HP detection task.| . . . . . . . . 150
[Tab. 4.16 LT FT+EMB error statistics.] . . . . . ... ................. 152
[Tab. 4.17 Par-ITA: IAA during prelimimary LLM selection phase . . . . . . ... .. 156
[Tab. 4.18 Generation quality of texts.| . . . . . . . . . .. . ... ... ... ..... 158

28



List of Tables

[Tab. 4.19 Seqg2seq model performance on Par-ITA testset.| . . . . . . ... ... ... 160
[Tab. 4.20 LLM performance on Par-ITA testset| . . . . . .. .. .. ... ... ... 161

[Tab. 4.21 Correlation between mean human ratings and automatic metrics across LLM |

| configurations.|. . . . . . . . ... 162

29






Resumen

No dmbito da comunicacién politica, as noticias modelan as percepcions dos votantes e actian
como nexo entre os actores democraticos. Este tipo de transmisién da mensaxe representa como
os diferentes actores e partes comparten e experimentan o espazo politico. Garantir o dereito
4 liberdade de expresion € fundamental para que as opinidns e perspectivas transmitidas polos

medios reflictan diferentes ideoloxias, contribuindo asi ao fortalecemento do debate publico.

Porén, as noticias non reciben unha cobertura homoxénea nin perseguen os mesmos
obxectivos. O grao dos seus efectos estd relacionado co tema tratado, xa que a difusion tende a
intensificarse nas comunidades onde determinados asuntos son percibidos como especialmente
sensibles. Nalguns casos, como nas cdmaras de eco, a manipulacién dos contidos reforza o
sentimento de pertenza a un mesmo grupo que comparte marcos narrativos comuns sobre
un determinado acontecemento. As formas de polarizacién tamén dependen de como os
lectores, influenciados polas sdas crenzas epistemoldxicas, interactian coas noticias, xa que
estas interacciéns poden producir efectos de retroalimentacién sobre os estilos de escrita
xornalistica, reflectindose en cambios de ton e de veracidade percibida. Deste xeito, cada

medio desenvolve a stia propia maneira de reinterpretar e presentar as realidades politicas.

A finalidade deste traballo consiste en analizar o panorama europeo das noticias hiper-
partidistas e a diferenciacion dos temas especialmente relevantes para as politicas da Unién
Europea sobre inmigracién, cambio climético e euroescepticismo. Estes asuntos constitien
elementos centrais das campafias da extrema dereita e da extrema esquerda para obter apoio
politico mediante a exacerbacion da polarizacidn, reproducindo dindmicas caracteristicas do

modelo estadounidense de comunicacién politica.

Para acadar este obxectivo desenvolvéronse catro corpus, un multilingiie e tres en italiano,
contribuindo 4 consolidacién dos recursos textuais sobre noticias hiperpartidistas en linguas

con escaseza de recursos. Estes recursos abranguen italiano, castelan e portugués, linguas
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faladas no sur de Europa en paises especialmente expostos aos efectos da polarizacién politica.
Os corpus proporcionan evidencia sobre a relacién entrelazada entre o construto do hiperpar-
tidismo e os seus compoientes psicolingiiisticos. The Climate Change Sentence-Level Dataset
analiza como os sesgos retéricos modelan e polarizan a mensaxe; HIPP ofrece informacién
sobre as dimensions pragmdticas da linguaxe hiperpartidista; Par-ITA é un corpus paralelo
para a neutralizacién deste tipo de discurso, desenvolvido mediante unha metodoloxia human-
and-machine-in-the-loop supervisada por Large Language Models actuando como Xxuices.
Finalmente, PartisanLens € un recurso multilingiie no que se avaliou a capacidade dos Large
Language Models para emular o comportamento dos anotadores humanos.

Todos os procesos de anotacion e revision foron realizados por expertos humanos, conver-
tendo estes recursos en corpus de referencia (gold standard) para este dominio de aplicacion.
A través deles avalidronse diversas arquitecturas neuronais, incluindo encoders, decoders e
modelos sequence-to-sequence, mediante experimentos de benchmarking baseados en stan-
dard fine-tuning, estratexias avanzadas de aprendizaxe como Direct Preference Optimization
(DPO) e In-Context Learning (ICL).

Os resultados destes experimentos establecen referencias e recursos valiosos para a comu-
nidade de Procesamento da Linguaxe Natural que traballa na deteccién da desinformacién e

das noticias hiperpartidistas.

Palavras chaves

Hyperpartisan News Detection, Idiomas con recursos minoritarios, Creaccién de recursos,

Persona-Prompting, LLMs, Explainability.
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Resumen

En el campo de la comunicacién politica, las noticias modelan el imaginario de los votantes y
actian como nexo entre los actores democriticos. Este tipo de transmisién del mensaje repre-
senta como los diferentes actores y partes comparten y viven el espacio politico. Garantizar
el derecho a la libertad de expresion es fundamental para que las opiniones y las perspectivas
expresadas por los medios reflejen diferentes ideologias, contribuyendo a alimentar el debate
publico. Sin embargo, las noticias ni reciben una cobertura homogénea, ni tienen los mismos
objetivos. El grado de sus efectos estd relacionado con el tema, en cuanto la difusion se ali-
menta entre las comunidades donde esto se considera mds sensible. En algunos casos, como
en las echo chambers, la manipulacién del contenido fortalece el sentimiento de pertenencia a
una misma familia que comparte los nudos narratolégicos fundamentales sobre un hecho. Las
formas de polarizacién dependen también de cémo los lectores, influenciados por sus creencias
epistemolégicas, interactian con las noticias, porque pueden tener un efecto de feedback en
el estilo de escritura de ellas, reflejandose en un cambio de tono y veracidad. De esta manera,
cada medio evoluciona su manera de reinterpretar y presentar las condiciones politicas. La
finalidad de este trabajo consiste en analizar el panorama europeo de las noticias hiperpartidis-
tas y la diferenciacién de los temas que son particularmente relevantes para las politicas de la
UE sobre la inmigracion, el cambio climatico y el euroescepticismo: o sea, los temas en que
se basan las campafias de extrema derecha e izquierda para ganar consentimiento exacerbando
la polarizacién, reproduciendo dindmicas caracteristicas del modelo de comunicacién politica
estadounidense. Para lograr este objetivo hemos desarrollado y creado 4 corpora, 1 multil-
ingiie y 3 en italiano, consolidando el repertorio textual de las noticias hiperpartidistas para
idiomas con escasez de recursos, cubriendo italiano, castellano y portugués: idiomas hablados
en el sur de Europa en paises amenazados por la polarizacién. Los corpora proporcionan datos

sobre la relacidn entrelazada entre el constructo del hiperpartidismo y sus componentes psi-
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colingiiisticos. The Climate Change Sentence-Level Dataset analiza cémo los sesgos retdricos
moldean el mensaje polarizandolo; HIPP revela mas informacién sobre la parte pragmaética del
lenguaje hiperpartidista; mientras Par-ITA es un corpus paralelo para la neutralizacién de este
tipo de lenguaje y fue creado con una metodologia human-&machine-in-the-loop supervisada
con Large Language Models como jueces. Por tltimo, PartisanLens es un recurso multilingiie
donde se evalud la capacidad de los Large Language Models de emular a los anotadores. Los
humanos condujeron todas las anotaciones y la parte de revision de las mismas, asi que estos
recursos son gold standard para este dominio aplicativo. De hecho, a través de estos evaluamos
varias arquitecturas (encoders, decoders, seq2seq) haciendo benchmarking con standard fine-
tuning y varias estrategias de aprendizaje (e.g. DPO), y In-Context-Learning. Los resultados
de estos experimentos establecen benchmarks utiles para la comunidad de PLN que trabaja

sobre la desinformacion.

Palabras claves

Hyperpartisan News Detection, Low-resource languages, Resource creation, Persona-
Prompting, LLMs, Explainability.
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Abstract

In the field of political communication, news media shape voters’ perceptions and act as a
bridge among democratic actors. This form of message transmission reflects how different
actors and stakeholders share and experience the political sphere. Ensuring the right to freedom
of expression is essential for the opinions and perspectives conveyed by media outlets to reflect

diverse ideologies, thereby contributing to the vitality of public debate.

However, news coverage is neither homogeneous nor driven by the same objectives. The
extent of its effects is closely related to the topic being addressed, as dissemination tends
to intensify within communities where certain issues are perceived as particularly sensitive.
In some cases, such as echo chambers, content manipulation reinforces a sense of belonging
among individuals who share common narrative frameworks regarding a given event. Forms of
polarization also depend on how readers, influenced by their epistemological beliefs, interact
with news content, as their responses may generate feedback effects on journalistic writing
styles, ultimately influencing tone and perceived truthfulness. Consequently, each media outlet

develops its own way of reinterpreting and presenting political realities.

The aim of this work is to analyze the European landscape of hyperpartisan news and the
differentiation of topics that are particularly relevant to European Union policies on immigra-
tion, climate change, and Euroscepticism. These issues constitute key themes in far-right and
far-left political campaigns seeking to gain public support by exacerbating polarization and

reproducing dynamics characteristic of the U.S. political communication model.

To achieve this objective, we developed four corpora, one multilingual and three in Italian,
contributing to the consolidation of textual resources for hyperpartisan news in low-resource
languages. These resources cover Italian, Spanish, and Portuguese, languages widely spoken
in Southern European countries increasingly affected by political polarization. The corpora

provide evidence on the intertwined relationship between the construct of hyperpartisanship
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and its psycholinguistic components. The Climate Change Sentence-Level Dataset investigates
how rhetorical biases shape and polarize messages; HIPP provides insights into the pragmatic
dimensions of hyperpartisan language; Par-ITA is a parallel corpus designed for the neutraliza-
tion of hyperpartisan discourse and was developed through a human-and-machine-in-the-loop
methodology supervised by Large Language Models acting as judges. Finally, PartisanLens
is a multilingual resource used to evaluate the ability of Large Language Models to emulate
human annotators.

All annotation and revision processes were conducted by human experts, making these
resources gold-standard datasets for this application domain. Using these corpora, we eval-
uated several neural architectures, including encoders, decoders, and sequence-to-sequence
models, through benchmarking experiments based on standard fine-tuning, advanced learning
strategies such as Direct Preference Optimization (DPO), and In-Context Learning (ICL).

The results establish valuable benchmarks and resources for the Natural Language Pro-

cessing community working on disinformation and hyperpartisan news detection.

Keywords

Hyperpartisan News Detection, Low-resource languages, Resource creation, Persona-

Prompting, LLMs, Explainability.
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CHAPTER 1

INTRODUCTION

1.1 Thesis Topic and Motivations

The primary objective of this thesis is to present the work conducted within the HYBRIDS
MSCA project, focused on investigating the impact of disinformation in Europe and the means
to counter it. In particular, the thesis analyzes the linguistic properties of hyperpartisan
news — that is, extremely polarizing news content — and models them as effective proxies
in computational linguistics. Current approaches to hyperpartisan detection lack systematic
feature engineering, often reducing the task to a binary classification of content without
providing interpretive insight into the underlying mechanisms. By introducing linguistic
features that cover both the rhetorical and pragmatic dimensions of language, this work
aims to shed light on how models leverage these properties, moving beyond surface-level
classification toward a more explanatory framework. A further motivation concerns the
availability of resources. The dominance of U.S.-based institutions in NLP research has led
to a concentration of datasets and benchmarks in English, embedding socio-political biases
that reflect the U.S. context rather than the European one. When such resources are used in
pre-/post-training, fine-tuning, or inference, they risk misrepresenting the political and social
landscape of European countries. This concern is particularly acute for Southern European
languages, spoken in regions at heightened risk of polarization, where low-resource conditions
remain a critical gap. The creation of multilingual corpora in these languages is therefore not
only a methodological contribution but a necessary step toward more representative and reliable
disinformation detection systems.

To support a fine-grained analysis of hyperpartisan language, the resources developed in
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this thesis cover multiple textual units, ranging from headlines to paragraphs. Rather than
relying on full articles for classification, the research focuses on smaller discourse segments,
allowing for a more precise examination of the linguistic realizations of hyperpartisanship.
While modern deep-learning architectures are capable of automatically extracting complex
textual patterns, this thesis argues that linguistic analysis remains essential for ensuring trans-
parency and interpretability. Integrating computational and linguistic approaches makes it
possible to uncover the underlying properties of hyperpartisan language, providing insights
that can both improve feature-based modeling and inform the development of novel algorithms
capable of exploiting such features in a principled manner.

The datasets developed throughout this thesis reflect this methodological perspective. Par-
tisanLens focuses exclusively on headlines, a design choice largely determined by the data
collection pipeline based on MediaCloua{H The Sentence-Level Italian Dataset constitutes
the preliminary study and methodological foundation for the subsequent Italian resources
presented in this work. Its fine-grained annotation process enabled the refinement of the
hyperpartisan language construct within a specific European political and linguistic context.
Although the dataset focuses exclusively on a libertarian right-wing news source, this decision
was motivated by the findings of |Potthast et al.| [2018b]], who demonstrated that extremist
sources from opposing sides of the political spectrum often exhibit similar stylistic character-
istics associated with hyperpartisan communication.

Building upon this preliminary investigation, the I[HPP dataset expanded the scope of anal-
ysis by incorporating both right- and left-wing sources, thereby providing a more balanced
representation of the political spectrum. In addition, the unit of analysis was extended from
individual sentences to short paragraphs containing one to three sentences. This shift enabled
a stronger focus on the pragmatic dimensions of hyperpartisan language, which require longer
syntactic and discourse structures to be adequately interpreted. The paragraph-level perspec-
tive also made it possible to investigate the internal composition of news articles, identifying
the distribution and interaction of neutral and hyperpartisan content within the same text.
The decision to restrict the analysis to short paragraphs was further motivated by technical
constraints, as the autoencoder architectures employed in this study operated under limited
context-window capacities for the identification of hyperpartisan and neutral segments.

Finally, Par-ITA was developed following the same methodological principles and research

objectives as the previous datasets. In this case, however, the paragraph-level unit of analysis
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was additionally motivated by the annotation process itself. The dataset required the man-
ual inspection, validation, and revision of paragraphs rewritten by Large Language Models
(LLMs), a task that demanded careful human evaluation. Restricting the context to paragraph-
sized units ensured the feasibility and reliability of the annotation process while preserving

sufficient contextual information for the linguistic analysis of hyperpartisan discourse.

1.2 The Hyperpartisan News Crisis in Europe

The proliferation of hyperpartisan news represents one of the most pressing challenges to
democratic discourse in contemporary Europe. Hyperpartisan media outlets are characterized
by extremely one-sided coverage, emotional framing, and the prioritization of ideological
alignment over factual accuracy [Kiesel et al., 2019c| |Potthast et al., 2018al]. Such news
has flourished in the digital ecosystem, fundamentally altering the landscape of political
communication. Unlike traditional partisan journalism, which typically maintained some
commitment to factual reporting within an ideological framework, hyperpartisan content
often blurs the boundaries between news, opinion, and propaganda [Benkler et al., 2018]]. This
phenomenon has intensified across European democracies, where diverse media systems and
rich linguistic spaces create particularly complex challenges for identifying, monitoring, and
mitigating its effects, especially in Southern Europe [Humprecht et al., 2020].

The consequences of hyperpartisan news extend beyond individual media outlets, affecting
the very fabric of democratic society. Research demonstrates that exposure to hyperpartisan
content correlates with increased political polarization [Levenduskyl 2024, decreased trust
in mainstream institutions [Fletcher et al., 2018]], and reduced capacity for cross-partisan di-
alogue [Sunstein, [2018]]. In Europe, these dynamics have manifested in contentious public
debates surrounding climate change, migration policy, and responses to European policies (Eu-
roscepticism), whereas hyperpartisan narratives have often dominated social media discourse
and shaped public opinion in ways that transcend national boundaries [Fusiek et al., [2022].
The 2019 European Parliament elections, for instance, witnessed unprecedented levels of hy-
perpartisan content on social media platforms, with right-wing alternative media networks
successfully mobilizing audiences through emotionally charged, identity-based messaging
[Alonso-Munoz and Casero-Ripollés, 2020, |Bene et al., 2025]].

Europe’s particular vulnerability to hyperpartisan disinformation stems from several struc-

tural factors. First, the continent’s linguistic diversity creates fragmented information environ-
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ments where cross-border fact-checking and content moderation prove exceptionally difficult
[Humprecht et al., 2020]. A hyperpartisan narrative emerging in Hungarian media, for exam-
ple, may circulate extensively before being identified and debunked by fact-checkers operating
primarily in English, French, or German. Second, European media systems exhibit consider-
able variation in their resilience to disinformation, with countries characterized by high levels
of political parallelism (particularly in Southern and Eastern Europe) showing greater suscep-
tibility to hyperpartisan influence than those with stronger professional journalism traditions
[Hallin and Mancini, 2011} Briiggemann et al., 2014]]. Third, the digital transformation has
enabled alternative media outlets to bypass traditional gatekeepers, reaching audiences di-
rectly through social media platforms whose algorithmic curation often amplifies emotionally

resonant, partisan content over balanced reporting [Holt et al.,[2019].

The crisis of trust in established media institutions has created fertile ground for hyper-
partisan actors. Across Europe, public confidence in news media has declined substantially
over the past decade, with the 2021 Reuters Institute Digital News Report documenting that
fewer than half of respondents in Western and Southern European countries rely on news most
of the time [Newman et al.l 2021]. This erosion of trust does not affect all outlets equally;
while confidence in legacy media has fluctuated depending on the region, with a general 2%
increase, certain alternative and hyperpartisan sources have gained credibility among specific
audience segments, particularly those holding anti-establishment or populist attitudes [Aal-
berg et al.,|2017]], which go under the name of Euroscepticism. The Edelman Trust Barometer
has consistently shown that traditional media rank among the least trusted institutions in
several European democracies, trailing behind businesses, NGOs, and even government in
some contexts [E.L2021]]. This trust deficit creates what|Wardle and Derakhshan|[2017]] term
an “information disorder”, constituted by three types of information in relation to harm and

falseness: Mis-information, Dis-information, and Mal-information.

Particularly, the exposure to hyperpartisan content in Southern European countries is
structurally determined as analyzed by Hallin and Mancini| [2004b|] and |[Briiggemann et al.
[2014]. By defining this geographical area as Mediterranean or Polarized Pluralist Model in
contrast with the Democratic Corporatist Model of the northern countries, the Mediterranean
is characterized by low reach of the daily press, high political parallelism, weak profession-
alization, and strong state intervention in the media sector. As a result, the media sector
developed as an extension and an institution of the political and literary worlds more than of

the market. For instance, in Italy and in France, in the 20th century, we witness the rise of

4



Chapter 1. Introduction

several strong party presses (L’ Unita, the main paper of the Italian Communist Party, Il Popolo
of the Christian Democrats, I’Avanti of the Socialists) in parallel with the crystallization of
the political democracy. These conditions created an environment predisposed to partisan
information flows. Additionally,[Humprecht et al.|[2020] clustered the Southern countries like
Italy, Spain and Portugal as polarized and based on low-resilience to online disinformation. It
is worth noting that they define resilience as: “resilience refers to a structural context in which
disinformation does not reach a large number of citizens”. The principal subjects identified
are populism and far-right movements, which have proven particularly effective in exploiting
emotional manipulation and conspiratorial narratives: in Italy, Lega and Fratelli d’Italia; in
Spain, Vox; and in Portugal, Chega, have all contributed to measurable increases in societal

polarization through their digital communication strategies [Marino et al.l 2024].

1.3 From Traditional to Digital Political Communication

1.3.1 The Common Ground of Hyperpartisan News

Disinformation, misinformation, and mal-information primarily occupy the digital sphere,
directly impacting the quality of the media environment and shaping user perception. While
these phenomena are not inherently new, they have proliferated alongside rapid technological
advancement. Despite varying political outcomes across regions, the communicative language
of hyperpartisanship reveals cross-border traits that transcend physical boundaries.

Because these dynamics exist within the digital environment—a political space defined by
inherent power relationships—the influence of certain actors is disproportionate. Historically,
this manifested as "Americanization” during the 1970s and 1980s [Hallin and Mancini,[2004a],
a process of homogenization that shaped the global media ecosystem. Today, global social
media platforms designed for U.S. markets create structural incentives for engagement-driven,
emotionally charged content regardless of the local context [Chadwick, 2017].

Consequently, while European countries and the U.S. might be expected to manifest distinct
methods of news expression and sharing, the digital nature of the internet often bypasses these
contextual differences. Common denominators emerge in both topic and style. The content
focuses on high-stakes, polarizing issues of public interest where voter beliefs inherently
conflict. The linguistic framing used to report this news remains stylistically consistent across
borders.

However, European hyperpartisanship is not merely an imitation of the American model.

5
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European political communication is rooted in distinct traditions of political parallelism,
public service broadcasting, and stringent state media regulation [Hallin and Mancini, 2011}
Briiggemann et al.| [2014]. This creates a heterogeneous landscape where hyperpartisan
dynamics are shaped by local political cleavages, media ownership structures, and specific
regulatory frameworks. For the purpose of this thesis, the focus remains specifically on the

engineered textual features that define these shared communicative strategies.

1.3.2 The Evolution of Political Parallelism in European Media

European journalism developed within frameworks of political parallelism (i.d. the systematic
alignment of media outlets with political parties or ideological tendencies) that contrasted
with Anglo-American ideals of press independence [Hallin and Mancini, [2011} [Seymour-Ure|
1974]. In Southern European countries (Italy, Spain, France), newspapers traditionally main-
tained explicit party affiliations, while Northern European democracies featured pillarization
creating distinct media spheres aligned with religious or political communities [Hallin and
Mancini, 2011].

From the mid-20th century onward, declining party membership, television’s rise, and
media commercialization drove a partial "Americanization” of European journalism toward
professional autonomy and objectivity norms [Hallin and Mancinil, 2004a]]. Public service
broadcasters institutionalized ideals of political balance, leading observers to anticipate con-

vergence toward liberal media models [Blumler and Gurevitch, [2002].

This convergence proved illusory. Rather than eliminating political parallelism, recent
transformations produced new forms of media-politics alignment [Selvik and Hgigilt, 2021].
Contemporary parallelism operates through market segmentation, selective news consump-
tion, and audience partisanship rather than formal party-press ties [Selvik and Hgigilt, 2021].
The digital transformation fundamentally altered these mechanisms: where traditional par-
allelism involved stable institutional connections, contemporary digital parallelism functions
through fluid, networked relationships based on ideological affinity [Chadwick} 2017]]. Alter-
native media outlets cultivate relationships with political movements through shared ideology
rather than organizational integration, enabling more extreme positions freed from traditional
institutional constraints [[Holt et al., 2019, Heft et al., 2020].
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1.3.3 Internet, Populism, and the Transformation of Political Communi-
cation

Blumler and Gurevitch! [2002] points out that the dissolution of institutions’ role in providing
an organized meaning, identity and authoritative information has been replaced by a more
fragmented and accelerated society, leading to a loss of the government’s influence where
popular support is more contingent and effective communication is more vital.

The rise of digital platforms has coincided with a populist resurgence across Europe.
Populism—understood as politics framed as a struggle between virtuous “’people” and corrupt
“elite” [Mudde and Kaltwasser,[2017, Hameleers and Goldberg, 2022, Bene et al.,[2025]]—finds
effective expression through digital technologies that enable direct communication with sup-
porters while bypassing traditional gatekeepers [Engesser et al.,[2017]]. Platform affordances,
including algorithmic amplification of emotional content and metrics rewarding engagement,
align closely with populist communication strategies [Gerbaudo, [2018]].

European populist movements have proven adept at digital mobilization. Italy’s Five
Star Movement pioneered online grassroots organizing [Mosca and Quaranta, 2016], while
Germany’s AfD achieved extraordinary Facebook engagement despite limited organizational
resources [Schroeder] 2019]. These movements adapted communication styles to platform
logics, producing content designed for viral circulation [Hameleers et al., [2017].

Populist movements and hyperpartisan media operate symbiotically: populists generate
demand for validating content while hyperpartisan outlets amplify populist messages and
provide platforms for populist politicians [Waisbord, 2018| [Mofhtt, [2016]]. This relationship
proved particularly visible during COVID-19, when populist actors used social media to contest
public health narratives while hyperpartisan outlets amplified these messages with conspiracy
theories [Katsambekis|, 2022, [Bruns et al., [2020].

1.3.4 The Alternative Media Landscape in Europe

Alternative media outlets position themselves in opposition to mainstream journalism while
claiming to provide systematically excluded perspectives [Holt et al., 2019]. They have
proliferated across Europe, particularly on the far-right but also in the far-left, showing common
traits [de Leon et al.| | 2024]. These range from relatively professional operations to small-scale
blogs and social media pages [Nygaard, [2020].

Alternative media share characteristic features that distinguish them from traditional out-

7
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lets. They adopt adversarial stances toward established institutions, accusing mainstream
journalists of bias and censorship [Figenschou and Ihlebaekl 2019]]. They blur boundaries be-
tween news, opinion, and activism, rejecting objectivity norms for explicit partisan advocacy
[Atton, 2001]]. They cultivate close relationships with political movements while maintaining
nominal independence [Holt, 2019].

Alternative media content exhibits consistent patterns of inflammatory language, emo-
tional intensification, and identity-based framing [KhosraviNik and Esposito, 2018} |de Leo6n
et al., 2024]. Immigration coverage employs threat narratives and dehumanizing language
[Krzyzanowski, |2020], while political opponents are characterized as traitorous or malevolent
[Hameleers and Schmuck, 2017]]. The alternative media sector has emerged as a primary
site for hyperpartisan production, combining ideological extremity with formats optimized for
social media circulation [Heft et al., 2020, de Leon et al., 2024].

1.3.5 From Populism to Hyperpartisanship: The Radicalization Dynamic

The trajectory from populist politics to hyperpartisan media involves mutual radicalization in
which political actors and outlets progressively adopt more extreme positions.

However, [de Ledn et al.| [2024] distinguishes hyperpartisan media and alternative media,
since the latter is not necessarily partisan. Populist communication strategies mirror hyper-
partisan media characteristics [Hameleers and Schmuckl 2017]. As populist parties normalize
these styles, media outlets serving populist audiences intensify partisan rhetoric to maintain
engagement [[Aalberg et al.| 2017].

This radicalization operates through several mechanisms. Algorithmic amplification re-
wards emotionally charged content [Tucker et al., 2018]], while audience polarization creates
feedback loops reducing exposure to moderating influences [Prior, [2007]. Market fragmen-
tation enables niche outlets to survive by serving highly partisan audiences, eliminating
competitive pressures toward moderation [Stroud, [2011]].

The result has been progressive blurring between partisan journalism and propaganda.
Even in countries with stronger journalistic traditions, alternative media ecosystems have
camouflaged extreme content with a normalized appearance while spreading extremist con-
tent[Heft et al., 2020]. This fusion of populist politics with hyperpartisan media creates
information environments where democratic deliberation becomes difficult: opponents are
enemies, factual disagreements become identity markers, and compromise appears as betrayal
[Mudde and Kaltwasser, [2017]].
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1.3.6 Defining Hyperpartisan as a per-se phenomenon: disentangling
differences with Fake News and similar research fields

Despite the described overlaps and links between Hyperpartisan News and Populism, we need
to clarify the specific nature of this task, disentangling it from other similar ones in the Natural
Language Processing field. Hence, we are going to integrate the preliminary definition of
Hyperpartisan News in contrast with its parent phenomena. Wardle and Derakhshan| [2017]]
defines the characteristics of Mal-/Mis-/Dis-Information depending on the intent and the
epistemic status of the communication, which could be Harmful or False.

Misinformation is predominantly constituted by false connections and misleading content,
while Malinformation by leaks, harassment and hate speech. The overlapping area between
these categories forms Disinformation, predominantly spreading false context, imposter, ma-
nipulated and fabricated content.

For instance, a source could spread fake news containing some instances of hyperpartisan-
ship, like hate speech and/or misleading and manipulated content. Nonetheless, it is possible
to find online content which is extremely partisan without relying on false information.

Indeed, hyperpartisan news detection often overlaps or is confused with other disinforma-
tion tasks, such as fake news detection [Garg and Sharma, 2022, Ross et al.,|2021, Mourao and
Robertson, [2019} |Sousa-Silval 2022, Nguyen et al., 2019} |Agerri,|2019]], and stance detection
[Bourgonje et al., 2017

Specifically, hyperpartisanship might be conveyed through elements of fake news, aimed
at propagating a specific agenda and manipulating readers to adopt a particular position on a
given topic [|Agerri, |2019]] and with the adoption of populist rhetoric leveraging hate speech
and conspiracy theories, for instance on immigration policies [Maggini et al.,[2026].

This news presents specific linguistic cues. Considering the lexicon, articles exhibit a
high count of adjectives and adverbs [Pérez-Almendros et al., 2019, [Dumitru and Rebedeal,
2019]}, depicting political adversaries and specific agenda settings against their moral values;
extensive use of pronouns, and words of disgust [Knauth, 2019] because they often reflect
subjective point of view while deviating from professional journalistic norms and code of
practices.

Furthermore, concerning their structure, longer paragraphs written in a sensationalist style
compose the bodies, full of emotional language and rare terms [Sengupta and Pedersen, |2019]],
or even the creation of an ad-hoc vocabulary [Walker et al.| [2025]]. Also, hyperpartisan news

articles display hyper-polarized linguistic traits in their titles, and they are used to immediately
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catch the reader’s attention [Ross et al., 2021]. The polarized content usually focuses on
the first and last paragraphs, reflecting the best practices to generate high engagement while
repeating the content of the title and concluding the article with a call to action [Maggini
et al.,[2025¢[]. Although all political leanings can produce such content, right-wing media, in
particular, often employ hyperpartisan headlines [Lyu et al., 2024al /Amason et al.,2019].

Definitions and Analogue biases

Hyperpartisan news detection is a task in which certain textual features indicated above suggest
that the writer is expressing an extremist, one-sided opinion. Moreover, various degrees with
which typologies of bias occur contribute to make the text hyperpartisan. Firstly, by gathering
the definitions of the phenomenon of our interest - when explicited by the authors -, it is
notable that they share common traits (e.g. this kind of news refer to one-sided political
agenda, and is the primary cause of polarization), but also diverge spanning similar domains
This information is synthesized in Table where the numeric codes in the Char columns

refer to the following feature taxonomy.

Table 1.1: Definitions of hyperpartisanship in the selected papers.

Reference Claim Char

Barnidge and Pea-| | Social media also have facilitated the rise of hyperpar- | 1, 6,7
cock|[2019]] tisan news. Hyperpartisan news: (1) has an obviously
one-sided political agenda, which makes no effort to bal-
ance opposing views; (2) pushes anti-system messages
that are critical of both mainstream media and estab-
lishment politics, often relying on misinformation to do
so; and (3) relies heavily on social media as a platform
for dissemination. Thus, hyperpartisan news can be
situated squarely at the intersection of partisan and al-
ternative news, and considerable overlap exists between

hyperpartisan news and “fake” news.

Kiesel et al. | Hyperpartisan articles mimic the form of regular news | 1,2, 3,4,
[2019d] articles but are one-sided in the sense that opposing | 5,7, 8

views are either ignored or fiercely attacked.

Continued on next page
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Table 1.1 — continued from previous page

Reference

Claim

Char

Potthast et _al.

[2018b]]

Prone to misunderstanding and misuse, the term “fake
news” arose from the observation that, in social media, a
certain kind of “news” spreads much more successfully
than others, and this kind of “news” is typically ex-
tremely one-sided (hyperpartisan), inflammatory, emo-

tional, and often riddled with untruths.

173’47 5?
7,8

Lyu et al.| [2024a]

We think that a better understanding of hyperpartisan-
ship can be achieved by considering not only (1) the news
that contains one-sided opinions but also (2) the news
that describes conflicts and the underlying politically po-
larized climate because both of them could lead to an
increase in the public’s perceived polarization (Yang et
al. 2016; Fiorina, Abrams, and Pope 2005; Levendusky
and Malhotra 2016). Additionally, coverage quantity it-
self can be considered as a particular form of bias (Lin,
Bagrow, and Lazer 2011). In particular, we seek to ex-
tend previous studies’ definitions of hyperpartisan news
to include news that covers partisan conflicts and con-

frontations.

1,3,4,7

Gangula et al.

[2019]

Media bias can be observed and defined through var-
ious factors. In the political domain, it ranges from
selectively publishing articles to specifically choosing
to highlight some events, parties and leaders. We also
come across articles where bias can be detected by ob-
serving the unclear assumptions, loaded language, or

lack of proper context.

1,6,7,8

Continued on next page
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Table 1.1 — continued from previous page

Reference Claim Char

Pierri et al.|[2020] | Researchers use different terms to indicate the same | 1,4,7
issue, namely disinformation, misinformation, propa-
ganda, junk news and click-bait. In this work we use the
word disinformation, rather than the more popular “fake
news”, to refer to a variety of low credibility content
which comprises false news intended to harm, mislead-
ing and non-factual reporting, hyperpartisan news and

propaganda, and unverified rumours

Huang and Lee| | Hyperpartisan news is news riddled with untruth and | 1,4,7
[2019] twisted statements of information. This type of news
spread more successfully than others. Hyperpartisan
news not only can mislead readers but also cause polar-

isation within a community or society.

University Po-| | Although there are more subcategories related to fake | 2, 3,4, 5,
litehnica ofl | news such as satire, parody or clickbait, a general def- | 7

Bucharest et al| | inition of the term could be the following: fake news
[2021] represents a way to spread false information to mislead
the public, damage the reputation of an entity or have a
political or financial gain. The idea of misleading and
influencing the public is also linked to the notion of hy-
perpartisan news that has the role of presenting extremist
or conspiratorial opinions with intentional misconcep-

tions.

Garg and Sharma| | The aim is to classify news as real or fake. Fake news | 1,4,7
[2022] is news that is intentionally generated to misguide peo-
ple. It may exist in various forms, including misleading
content, biased news, satirical news, rumours, hyperpar-
tisan news, deceptive news, disinformation, clickbait,

and hoax.

However, considering the literature analyzed, there are several taxonomies proposals for
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junk news like |[Zannettou et al. [2019], [Kapantai et al.| [2021]]. We will use the bias cate-
gories collected by Oxforcﬂ and |Rodrigo-Ginés et al.| [2024] to discuss the founding biases of
hyperpartisan articles.

Spin bias, or rhetoric bias [Rodrigo-Ginés et al., [2024], strictly concerns the linguistic
structure of the article, its persuasion. The deliberate or inadvertent misrepresentation of
research outcomes, leading to unjustified indications of positive or negative results, potentially
could result in misleading conclusions. Written language is the product of the conscious
application of strategic discursive and persuasive patterns to interest the readers. The words
contribute to giving a particular meaning to the entire text, especially if they leverage an
emotional lexicon with superlatives.

Ad hominem bias is a rhetorical strategy in which one moves away from the topic of the
controversy by contesting not the statement of the interlocutor, but the interlocutor themselves
and his personal characteristics or traits [Walton, [1998|]. This rhetorical strategy was fre-
quently used in sophistry and is still widely used today in political discussions and journalistic
controversies.

Presence bias or opinion statement involves the inclusion of subjective opinions within
news articles, influencing readers’ perceptions. It occurs when factual reporting is mingled
with subjective viewpoints or opinions [Tran, [2020]. In other words, it reflects the degree of
agreement and statement sharing of an entity, i.e. users or publishers [Anand et al., 2007].

Ideological bias occurs when news reporting or content is influenced by a particular
ideological stance or viewpoint, impacting the presentation and selection of news topics.
Ideological detection is different from political bias because some ideologies can be shared
even by opposite parties. Ideologies often contrast each other, but to be classified they need
this comparison [Sharma et al., 2020].

Framing bias involves presenting information to shape or influence people’s perceptions
of an issue or event by emphasizing certain aspects while downplaying others [Baumer et al.|
2015} |Roy and Goldwasser;,2020]. In this case, using linguistics and rhetorical figures helps the
author partially present the selected information. Therefore, framing expresses a publishers
leaning towards an ideology. Frames are tools that emphasize specific information while
potentially favoring one aspect over another, with or without being slanted [Kong et al.| 2018]].
It is performed in moral content and style used [Xu et al., 2020].

Coverage bias, is not present in Table @] since it is not a textual bias. It refers to the

Zhttps://catalogofbias.org/biases/spin-bias/
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disproportionate attention or neglect of topics or events in news reporting, leading to an
imbalance in coverage across different subjects [Leeson and Coyne, [2011]].

Political bias could be easily confused with ideological bias. Since a party is a combination
of both an ideology and a political leaning, this bias is related to the inclination of news media
or information sources or people to favor one political party’s agenda [Honeycutt and Jussim,
2023].

Importantly, these biases are not binary: a text may exhibit one or more of them to
a moderate degree without crossing into hyperpartisan territory. Table illustrates this
asymmetry — hyperpartisan language necessarily involves bias, but biased language does not
necessarily imply hyperpartisanship.” In that regard, table [I.2] provides examples showing the
difference between biased text and hyperpartisan language, stressing the hypothesis for which
a sentence could be biased but not necessarily implying a hyperpartisan framing, while vice

versa is not true.

Table 1.2: Examples of statements for specific biases and hyperpartisan statements for that bias.

Bias

Biased Example

Hyperpartisan Example

Spin bias

How can we trust their solutions
when they fail to understand the ba-
sic principles of economics?

Their economic policies are a disas-
ter, proving yet again their ignorance
and incompetence.

Ad hominem

The proposal is flawed because it
comes from someone who has no
experience in the field.

We can’t expect anything good from
someone who has never done any-
thing worthwhile!

Opinion  state- | It’s clear that this is the best ap- | This is unequivocally the only right

ment bias proach for our society. path forward for our nation; anyone
who disagrees is simply blind to the
truth.

Ideology bias Socialist policies always lead to in- | The leftist agenda  destroys

efficiency and economic downfall.

economies and personal freedoms
every time it’s implemented.

Framing bias

The data support that this policy will
decrease crime rates.

The indisputable facts confirm that
only this policy can save us from spi-
ralling into a crime-infested night-
mare.

Political bias

This party’s proposal will bankrupt
the nation.

The opposition’s plan is a surefire
way to plunge our country into in-
surmountable debt and chaos.
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1.4 The regulation of Disinformation in Europe

Once we have defined the domain of hyperpartisan news, in order to have a full picture
of the phenomenon, we should present what the European Commission has introduced to
legally tackle it. Hyperpartisan news can be harmful due to its content against minorities,
the involvement and the influence on voting processes with consequences on the democratic
fabric. Especially, with the spread of LLM-Chatbots (e.g. ChatGPT) the rapidity and the
amount of such algorithmic curated content have increased [Naja Bentzen, [2025].

As a result, to regulate the practices of disinformation, three different regulations have
been introduced since 2018 by the EU Commission: the EU’s Digital Services ACT (DSA)
[European Parliament and Council, [2020], AT Act [Commission, 2024b|, and the Code of
Practice on Disinformation [|[Commission, [2022].

First of all, the EU AI Act was formally adopted in 2024, representing the regulatory
framework against the opportunities and risks posed by Al systems. It introduces a risk-
based approach to Al governance while classifying the developed systems into four tiers:
unacceptable risk (prohibited), high-risk, limited risk, and minimal risk. The prohibited
adoption of Al concerns the deployment of subliminal techniques and manipulative systems
exploiting minority groups’ vulnerabilities, Article 5(1). Considering disinformation, this
prohibition could put guardrails on disinformation campaigns covering minors or marginalized
groups. This framing of disinformation has consequences in its regulation, because political
deepfakes or emotionally charged narratives aimed at a broad audience could fall outside
the scope of this prohibition [O Fathaigh et al., [2025]. However, Al Act takes care of the
users’ welfare with Article 50(4), which introduces watermarks as a requirement to indicate
Al origin while respecting the freedom of expression and artistic forms [Gavriil and Pavlidis)|,
2025|]. While being applied to both providers and deployers, the Al Act does not explicitly
target disinformation, and most of the obligations fall on providers, with limited regulations
on the deployers’ side [|Gavriil and Pavlidis}, 2025]]. In any case, the providers must respect the
transparency principles when providing Al-generated content (visual, audio).

In this matter, the DSA, whose adoption and application started in 2024, gains particular
significance. Whereas the AI Act describes the regulation of practices about the design, de-
velopment, and deployment of Al systems, focusing on those classified as high-risk, the DSA
mostly concerns how content is distributed and moderated across digital platforms. Indeed,
it represents the main EU legal instrument to “protect European citizens from targeted dis-

information® [[Commission, 20244a]]. In the context of the EU regulatory approach, the DSA
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addresses the amplification and circulation of content in online spaces, while the Al Act gov-
erns how such content might be synthetically generated. Under the DSA, Very Large Online
Platforms (VLOPs) and Very Large Online Search Engines (VLOSESs), namely those with
more than 45 million users in the EU, are subject to specific due diligence obligations, includ-
ing mandatory risk assessments, algorithmic transparency, data access for vetted researchers,
and independent audits, especially in relation to systemic risks. Amongst the included risks are
disinformation (Recital 83) and algorithmic manipulation. Articles 34 and 35 focus on threats
to elections, vulnerable groups, and systemic harms enabled by proprietary algorithms. The
text argues that the DSA’s mandatory, recurring risk assessments for Very Large Online Plat-
forms (VLOPs) demonstrate the urgent need to impose similar obligations on Al developers.
As generative Al models grow exponentially more powerful, developers must thoroughly doc-
ument and proactively evaluate the risks of creating addictive, biased, or manipulative systems.
Purely voluntary self-assessments are no longer sufficient in the face of looming threats such
as Al-driven fake accounts, spam, phishing, and massive disinformation campaigns. The Al
Act complements the DSA by strengthening transparency and audit requirements for synthetic
content. Together, the two regulations underscore the value of sustained external audits to
oversee risks like generative models fueling “information disorders™ at scale [Nannini et al.|
2025].

In addition to the DSA, the Code of Practice on Disinformation [Commission, 2022]
constitutes the specific instrument with the purpose of combating online disinformation. Es-
tablished in 2018, the Code of Practice was significantly strengthened in 2022, with the aim
of becoming recognised as a Code of Conduct under the Digital Services Act (DSA). In
February 2025, the Commission and the European Board for Digital Services endorsed the
integration of the Code into the framework of the DSA. The Code brings together a wide range
of signatories, including online platforms and industry associations, as well as advertisers,
fact-checkers, civil society organisations, and researchers. The Code contains numerous com-
mitments and measures, covering various areas, from the demonetisation of disinformation
and the transparency of political advertising to the empowerment of users and cooperation
with fact-checkers [() Fathaigh et al.| [2025].

1.5 Research Positioning and Thesis Structure

In this paragraph, we are providing the overall structure of the rest of the manuscript.

16



Chapter 1. Introduction

Hypothesis and objectives summarize the hypothesis guiding our analysis as research
questions. There, they have been clustered with respect to the main areas where we have
contributed to the investigation. General Methodology describes the adopted processes for
the different experiments and the literature review, and it is organized by topic. Results
and Discussion contains the results of the principal experiments and their analysis, as well
as a meaningful review of the main findings. General Conclusion wraps the main findings
together, representing an attempt to find a narrative fitting our work, and summarizes the main

contributions that we have shared during this period.
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CHAPTER 2

HYPOTHESIS AND OBJECTIVES

This chapter articulates the guiding hypotheses, research questions, and objectives that struc-
ture the experimental work presented in this thesis. The hypotheses emerge from the theoretical
foundations established in the introduction and literature review, while the research questions
operationalize these hypotheses into empirically testable inquiries. The objectives, organized
by the publications that constitute the core contributions of this dissertation, translate these
questions into concrete methodological and analytical goals.

The overarching hypothesis of this thesis posits that hyperpartisan language constitutes a
distinct register within political journalism, characterized by identifiable linguistic, pragmatic,
and rhetorical features that transcend national and linguistic boundaries. While hyperpartisan
content adopts the structural conventions of standard news reporting, it systematically deploys
specific communicative strategies that distinguish it from balanced journalism. The digital
environment in which this content circulates facilitates cross-border dissemination, suggesting
a degree of stylistic convergence that enables multilingual and comparative investigation.

From this foundational premise, we derive specific hypotheses organized around three
thematic areas: data and annotation practices, learning strategies and model architectures, and

linguistic analysis.

2.1 Data and Annotation

The NLP community has predominantly focused on English-language resources for hyperpar-
tisan detection, leaving mid- and low-resource European languages substantially understud-

ied. We hypothesize that this imbalance has limited our understanding of how hyperpartisan
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rhetoric manifests across different media systems and political cultures. Consequently, the
development of multilingual datasets covering Romance languages such as Italian, Spanish,
and Portuguese represents a necessary step toward more generalizable detection methods.

Regarding annotation methodology, we posit that fine-grained linguistic annotation en-
riches hyperpartisan detection beyond binary classification. Specifically, marking semantic-
pragmatic markers such as figurative speech, irony, loaded language, and hyperbolic expres-
sions during human annotation should improve model performance when these features are
embedded during fine-tuning. Furthermore, we hypothesize that human annotators main-
tain advantages over Large Language Models in detecting complex pragmatic phenomena,
particularly irony and sarcasm, where contextual understanding proves essential.

The potential of LLMs as annotation tools nevertheless warrants investigation. We hypoth-
esize that LLMSs can approximate human annotation patterns when provided with sociodemo-
graphic information reflecting annotator backgrounds, though their reliability remains con-
tingent on task complexity and cultural specificity. For data augmentation purposes, LLMs
may effectively assist human annotators in generating controlled variations of hyperpartisan

content while preserving the original bias characteristics.

2.1.1 Learning Strategies and Architectures

Model performance on hyperpartisan and related misinformation tasks depends critically on
architecture, parameter scale, and pre-training data composition. We hypothesize that In-
Context Learning strategies, while offering flexibility, generally underperform compared to
Supervised Fine-Tuning, which adapts model weights to task-specific distributions. Within
ICL approaches, we expect rule-based methods such as codebooks to outperform Chain-of-
Thought prompting for classification tasks, as explicit classification criteria provide clearer
decision boundaries than step-by-step reasoning processes.

The effectiveness of different learning paradigms likely varies across task types. Encoder-
only architectures may excel at linguistically-oriented tasks such as hyperpartisan and harmful
content detection, where bidirectional attention captures nuanced stylistic features. Decoder-
only models, conversely, may demonstrate advantages in tasks requiring world knowledge,
such as fake news verification and political bias identification.

For text generation tasks such as neutralization, we hypothesize that Direct Preference
Optimization can enhance output quality beyond standard fine-tuning by explicitly optimizing

for neutrality while maintaining semantic fidelity.
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2.1.2 Linguistic Analysis

Hyperpartisan content systematically violates Gricean conversational maxims through rhetor-
ical strategies that prioritize persuasion over information. We hypothesize that specific rhetor-
ical biases, including loaded language, appeals to fear, and ad hominem attacks, show statis-
tically significant associations with hyperpartisan classification. Moreover, the distribution
of hyperpartisan content within articles follows predictable patterns, with higher concentra-
tions in opening paragraphs designed to capture reader attention and concluding sections that
reinforce partisan framings.

The pragmatic dimension of hyperpartisan language extends beyond rhetorical techniques
to encompass figurative language, irony, and neologisms that signal in-group membership and
reinforce polarized worldviews. We hypothesize that models attending to these linguistic traits
achieve better explainability and that explainability techniques such as Integrated Gradients
and SHAP can reveal how neural networks allocate attention to pragmatic markers during

classification.

2.2 Research Questions

The hypotheses enumerated above translate into eight research questions that guide the empir-
ical investigations across the publications constituting this thesis.

The research questions are structured into four interconnected thematic clusters. The
initial phase (RQ1-RQ4) establishes the theoretical and technical foundations by defining the
linguistic boundaries of hyperpartisanship and systematically evaluating model architectures,
adaptation paradigms, and prompting strategies across diverse linguistic contexts. Building
upon these technical benchmarks, the second cluster (RQ5-RQ6) shifts to the socio-technical
dimension, examining how sociodemographic biases influence model behavior and assessing
the viability of LLMs as substitutes for human expertise in subjective annotation.

A specialized linguistic and architectural analysis follows (RQ7-RQS8), which isolates
specific semantic-pragmatic markers and investigates how neural models internalize these
features during the learning process. Finally, these insights converge in an applied and ethical
framework (RQ9), which explores the potential for models to not only detect but also actively
neutralize hyperpartisan bias while maintaining the semantic integrity of the original discourse.

RQ1: Is it possible to define hyperpartisan language, disentangling it from related tasks

(e.g. misinformation)? If so, what are its linguistic and rhetorical properties? Which one in
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the literature resulted in being efficient for its detection?

This question is motivated by the absence of a shared definition of hyperpartisanship in
NLP [Maggini et al.,2025¢] and by evidence that hyperpartisan content is stylistically distinct
from both mainstream journalism and outright fake news [Potthast et al.,[2018b]. Scholars have
noted that hyperpartisan outlets systematically violate journalistic norms of balance [Barkhol
2021]] and deploy specific rhetorical strategies that distinguish them from mainstream reporting
[Bassi et al., 2024]]. The SemEval-2019 shared task [Kiesel et al., [2019d] provided the first
systematic benchmark for operationalizing the concept computationally, yet the boundary
with propaganda [Da San Martino et al., 2019]] and political bias [Rodrigo-Ginés et al., [2024]]

remains contested.

RQ2: How do different LLM adaptation paradigms, specifically Fine-Tuning versus In-
Context Learning, compare for hyperpartisan, fake news, harmful content, and political bias
detection, considering variations in model architecture, parameter scale, and pre-training
data?

The rise of instruction-tuned decoder-only models [Brown et al.,[2020} Ouyang et al.,[2022]
has renewed interest in whether In-Context Learning (ICL) can match supervised fine-tuning
[Devlin et al., 2019, [Liul, [2019] for classification tasks. Prior work has shown that fine-tuned
encoders remain competitive or superior across a range of text classification benchmarks
[Edwards and Camacho-Collados, 2024, yet the relative strengths of encoder-only versus
decoder-only architectures for misinformation-related tasks have not been systematically com-
pared [Aman, 2024, |(Chen and Shul 2024].

RQ3: What is the impact of various In-Context Learning strategies, including zero-shot,
few-shot, codebook-based, and Chain-of-Thought prompting, on classification performance

and stability across misinformation detection tasks?

Lu et al.|[2022]] demonstrated few-shot prompting being sensitive to the example selection
and ordering. Determinantal Point Process (DPP) methods offer a principled approach to
selecting diverse and representative few-shot examples [[Yang et al.,[2023b, Wang et al.,[2024b],
limiting the introduction of noise in the prompt and could optimize their ordering. Chain-of-
Thought [Wei et al.,[2022], defined as a series of intermediate reasoning steps, has shown mixed
results on different tasks, eliciting zero-shot latent reasoning capabilities of LLMs [[Kojima
et al.}2022]]. On the other hand, codebook-based prompting, which provides explicit decision
criteria following a rule-based approach, has been proposed as a more principled alternative

for political science concepts [Halterman and Keith, [2025]] and shows promise in zero-shot
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political relation classification [Hu et al., |2024]]. However, the comparative effectiveness
of these strategies for hyperpartisan and misinformation detection remains an open question
[Maggini and Gamallo Oterol 2024].

RQ4: How do model performance and optimal detection strategies vary across different

languages, particularly for mid- and low-resource European languages?

The NLP community has predominantly produced literature and created resources on
hyperpartisan news for English [Maggini et al.| [2025¢], leaving other families of languages
understudied. The SemEval-2023 multilingual propaganda task [Piskorski et al., 2023b|]
demonstrated substantial cross-lingual performance gaps, while stance detection research on
immigration in lower-resource languages has highlighted the specific challenges posed by

domain and cultural specificity [Mets et al., 2024].
RQS: To what extent do sociodemographic and ideological profiles influence LLM be-

havior when detecting hyperpartisan content in multilingual contexts? During the annotation
process demographics and cultural background of annotators influence the labels they assign
in text annotation [Schifer et al.|[2025]]. In NLP, there is a branch called perspectivism, which
leverage data annotated by different individuals in order to model varied perspectives that
influence their opinions and world view, and it revealed to be useful in subjective tasks to
capture the variance of the annotations [Frenda et al.l [2025]]. With this regard, for instance,
Sarumi et al.[[2025]] showed that LLMs selectively use demographic attributes from the per-
sonas. [Beck et al.,| [2024] explored sociodemographic prompting as a method for steering
LLM outputs toward specific annotator perspectives though its robustness and reliability vary
substantially across models, tasks, and languages [Mukherjee et al., 2024]. Persona-based
prompting has emerged as a related strategy to inject diversity into LLM-generated annota-
tions [Frohling et al., 2025]], but the degree to which ideological conditioning affects outputs

specifically in multilingual hyperpartisan contexts has not been studied.

RQ6: Can LLMs effectively replace or augment human annotators for subjective annota-
tion tasks in political discourse analysis?

This question is rooted in the emerging practice of adopting LLMs as annotators, given
their reasoning capabilities. In this field, the results are contradictory. In the political domain,
Heseltine and von Hohenberg| [2024], Tornberg| [[2024] tested GPT-4 for this purpose, finding
out that despite being cost-efficient and reducing the annotation time [Horych et al.,[2025]], the
task complexity undermines its efficacy and reliability [Ziems et al.,|2024], representativeness,

bias, sensitivity to prompt variations and English language preference [Pavlovic and Poesiol
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2024, |Plank, 2022].
RQ7: What linguistic and rhetorical features define hyperpartisan language, especially

in Southern Europe, and how do semantic-pragmatic markers compare with logical fallacies

as discriminative features?

Because of Hyperpartisan content correlate with extreme political communication [Buar-
quel, |2023|] and relies on strategic communication based on logical and content short circuit
consisting in adopting rhetorical techniques like loaded language and ad hominem attacks [Wal-
ton), [1998]], it violates Gricean maxims. In terms of pragmatics, figurative language [Lakoff
and Johnson, 2008]], irony and hyperbole [Scott, 2022|] are also constituents of the speech act
and form a further layer of pragmatic complexity that standard classification approaches often
fail to capture [[Chakrabarty et al.| |2022]. Their contribution in shaping hyperpartisan news
remains uncovered. Rather, a dominant pragmatic approach focused on logical fallacies. They
have been proposed as an orthogonal taxonomy of manipulative argumentation [Piskorski
et al [2023c, Sourati et al., [2023]], but their relationship to hyperpartisanship, particularly in

the Italian media context, has not been empirically examined [Maggini et al.,|2025b].

RQ8: How do neural models perceive and process semantic-pragmatic features, and
do these features contribute meaningfully to hyperpartisan detection when embedded during
training?

Explainability techniques such as Integrated Gradients [Sundararajan et al., 2017|] and
SHAP [Lundberg and Lee} 2017]] have been applied to understand how transformer models
allocate attention to specific linguistic spans during classification [Aghababaei et al.| [2025,
Atanasova, 2024]], with evidence that annotated linguistic features can guide model attention
toward more interpretable decision regions [Szczepanski et al |2021]]. Their application to
the hyperpartisan domain remains limited [Bangerter et all [2023b]. Whether embedding
fine-grained pragmatic annotations, such as span-level markers of irony, loaded language, or
hyperbole, during fine-tuning improves both performance and explainability for hyperpartisan
detection remains an open empirical question [Lyu et al., |2024b].

RQY9: Which textual features and training strategies prove most effective for neutralizing
hyperpartisan language while preserving semantic content?

Text style transfer and detoxification research has demonstrated that parallel corpora are
essential for training effective neutralization models [Logacheva et al., [2022], and that su-
pervised fine-tuning on parallel data consistently outperforms unsupervised approaches [Dale

etal.l2021]]. Direct Preference Optimization [Rafailov et al.,[2024] has emerged as a promising
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method for aligning generative models with human preferences, extending beyond standard
fine-tuning by explicitly contrasting preferred and dispreferred outputs. However, the appli-
cation of these methods to the specific case of hyperpartisan language neutralizationand the
automated evaluation of neutralization quality remain largely unexplored [Pryzant et al.,|2020,
Toshevska and Gievskal [2025]] and needs a careful approach to avoid biasing the hyperpartisan

source (e.g. completely changing the wording).

2.3 Obijectives and Contributions

The research questions are addressed through five interconnected studies, each contributing
novel resources, methodological advances, or empirical insights to the field. The objectives

and contributions are organized by publication.

2.3.1 Systematic Review of Hyperpartisan News Detection

In the work A systematic review of automated hyperpartisan news detection, we presented the
first literature review on hyperpartisan news detection. Its primary objective constituted the
core of our research, that is, gathering and systematizing all the works done so far to find
possible gaps as a starting point to develop new research lines. This paper helped us grasp
a comprehensive understanding of the field and, from this knowledge, lay the foundations
of the research questions. Using the PRISMA methodology, we reviewed and systematized
approaches and datasets from 81 articles published from January 2015 to 2024. Our analy-
sis includes differentiating hyperpartisan news detection from similar tasks, identifying text
sources, labeling methods, and evaluating models. Thus, the contributions of this literature
review lie in providing guidance to new and old researchers in the misinformation domain,
especially by providing the datasets used across the literature, and highlighting several gaps

that could serve as a stimulus for future research lines.

2.3.2 Benchmarking Learning Paradigms for Misinformation Detection

The following study, Are LLMs Enough for Hyperpartisan, Fake, Polarized and Harmful Con-
tent Detection? Evaluating In-Context Learning vs. Fine-Tuning, provides a comprehensive
evaluation of LLM capabilities for hyperpartisan, fake news, harmful tweets, and political
bias detection across ten datasets and five languages (English, Spanish, Portuguese, Arabic,

and Bulgarian). This work addresses RQ1, RQ2, and RQ3 through a systematic comparison

25



MicHELE JosHUA MAGGINT

of Fine-Tuning and In-Context Learning approaches. Furthermore, it serves as a preliminary
model analysis to investigate the potential of these architectures in future tasks.

The primary objective is to evaluate whether In-Context Learning with state-of-the-art
LLMs can match or exceed the performance of fine-tuned smaller models. Secondary objec-
tives include assessing the effectiveness of different prompting strategies (zero-shot, few-shot
with random and DPP-selected examples, codebook-based, and Chain-of-Thought) and exam-
ining how optimal strategies vary across languages and task types.

The contributions are threefold: (i) the first comprehensive benchmark comparing encoder-
only and decoder-only architectures across multiple misinformation detection tasks; (ii) empir-
ical evidence that fine-tuning consistently outperforms In-Context Learning, with fine-tuned
encoders excelling at linguistically-oriented tasks and fine-tuned decoders performing better
on knowledge-intensive tasks; (iii) demonstration that codebook-based prompting generally
outperforms Chain-of-Thought for classification; and (iv) state-of-the-art results on four bench-

mark datasets.

2.3.3 Multilingual Hyperpartisan and Conspiracy Detection in Euro-
pean Media

The second study, PartisanLens: A Multilingual Dataset of Hyperpartisan and Conspiratorial
Immigration Narratives in European Media introduces PARTISANLENS, a multilingual dataset
of 1,617 hyperpartisan news headlines on immigration in Spanish, Italian, and Portuguese,
addressing RQ3, RQ4, and RQ5. The dataset uniquely annotates hyperpartisan content
alongside Population Replacement Conspiracy Theories (PRCT), stance toward immigration,
and rhetorical biases.

The objectives span across releasing the first multilingual European dataset connecting
hyperpartisanship with conspiratorial narratives; evaluating LLM classification performance
and establishing baselines for these interconnected tasks; and investigating whether LLMs can
emulate human annotation patterns when conditioned on sociodemographic and ideological
profiles.

The contributions of the paper are the following: (i) PARTISANLENS as a novel resource
filling the gap in non-English hyperpartisan detection research; (ii) a joint annotation scheme
capturing the multidimensional nature of political discourse; and (iii) experimental evidence
on LLM-based annotation, including a persona simulation methodology that reveals how

ideological conditioning affects model outputs.
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2.3.4 ltalian Hyperpartisan Detection with Rhetorical Bias Taxonomy

The third study, Detecting Hyperpartisanship and Rhetorical Bias in Climate Journalism:
A Sentence-Level Italian Dataset presents the first Italian dataset for joint hyperpartisan and
rhetorical bias detection in climate change discourse, directly addressing RQ6. The corpus
comprises 48 articles (1,010 sentences) annotated at the sentence level for binary hyperpartisan
classification and 17 rhetorical bias categories.

The objectives are to create a resource enabling fine-grained analysis of how hyperpar-
tisan content correlates with specific rhetorical techniques; to establish baselines using both
encoder models and GPT-4 variants; and to analyze the distribution of rhetorical biases across
hyperpartisan versus neutral content.

This work contributed in (i) releasing an italian dataset simultaneously modeling hy-
perpartisan language and rhetorical biases on polarizing topics (e.g. climate change); (ii) an
empirical validation that certain rhetorical techniques, particularly loaded language, appeals to
fear, and name-calling, correlate significantly with hyperpartisan classification; and (iii) base-
line performance metrics demonstrating that GPT-40 achieves strong zero-shot performance

on hyperpartisan detection while struggling with fine-grained rhetorical bias classification.

2.3.5 Pragmatic Features for ltalian Hyperpartisan Detection

The fourth study, IHPP: A Paragraph-Level Dataset for Investigating the Pragmatics of
Hyperpartisan Italian News introduces IHPP, a paragraph-level dataset of 356 Italian articles
(4,861 paragraphs) enriched with span-level annotations for semantic-pragmatic linguistic
traits: figurative speech, irony/sarcasm, hyperbolic language, loaded language, epithets, and
neologisms. This work addresses RQ6 and RQ7 while providing insights on how the Encoder-
only models embed and leverage the linguistic features during the classification task.

In this work, we investigate whether pragmatic features provide discriminative power
for hyperpartisan detection; we assess the contribution of individual linguistic traits through
ablation studies; and we analyze how models allocate attention to pragmatic markers using
explainability techniques.

We contributed to the NLP community by releasing (i) IHPP, the largest Italian hy-
perpartisan dataset with linguistic pragmatic annotations; (ii) this work provides empirical
demonstration that embedding linguistic trait information during fine-tuning improves clas-

sification performance by approximately 15 percentage points; (iii) additionaly, the ablation
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analysis reveals that loaded language provides the strongest discriminative signal while epi-
thets and neologisms show redundancy with co-occurring traits; and (iv) Integrated Gradients
and SHAP analyses show that models do attend preferentially to annotated pragmatic spans

when classifying hyperpartisan content.

2.3.6 Italian Hyperpartisan Neutralization

The fifth study, Par-ITA: Benchmarking Seq2Seq and LLMs on a Human-Supervised Parallel
Corpus for Italian Hyperpartisan Neutralization presents PAR-ITA, the first human-supervised
parallel corpus for Italian hyperpartisan neutralization, comprising 2,475 paragraph pairs,
addressing RQ5 and RQS8.

In this case, we developed a rigorous methodology for creating high-quality parallel data
through humans-in-the-loop. The pipeline consisted of human supervision at different steps
and applying distinct score scales to LLM textual generations. We benchmarked neutralization
performance across seq2seq and decoder-only architectures using standard fine-tuning, Direct
Preference Optimization, and In-Context Learning; furthermore, GPT-40-mini has been eval-
uated as an automated judge for neutralization quality, comparing its judgements with those
given by humans.

The contributions encompass: (i) PAR-ITA as a foundational resource for non-English
text neutralization research; (ii) a three-stage annotation pipeline (preliminary LLM selection,
human-supervised generation, post-hoc validation) applicable to other subjective NLP tasks;
(iii) evidence that DPO effectively maximizes neutrality scores for seq2seq models; and
(iv) analysis revealing systematic biases in automated evaluation, with GPT-40-mini over-

penalizing content on sensitive political topics compared to human judgments.
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CHAPTER 3

METHODOLOGY

This chapter presents the methodological framework underlying our research, organized around
five complementary papers that together form a comprehensive investigation into hyperpartisan
language detection and its linguistic underpinnings. Following a funneling architecture,
each paper progressively narrows focus from foundational principles to specific linguistic

phenomena, while building on the insights of its predecessors.

We begin with a systematic review of hyperpartisan news detection, which establishes the
landscape of existing research and methodologies and identifies critical gaps that motivate the
subsequent work. This literature foundation reveals that current approaches often overlook
low-resource languages and lack sufficient interpretability in their decision-making processes.
Leveraging these insights, we propose a detailed benchmarking study of Transformer archi-
tectures and training techniques, evaluating their effectiveness for hyperpartisan detection in
both high- and low-resource settings. This systematic comparison allows us to select optimal
models for downstream applications. Building on this foundation, we develop novel linguistic
resources for Italian, Spanish and Portuguese that capture the semantic dimension of partisan
language. Simultaneously, we explore the potential of LLMs not merely as classifiers but as
active participants in the annotation process. Indeed, we assess LLM alignment in annota-
tion tasks and investigate how Persona Prompting can emulate politically motivated behavior,
providing the machine with the human’s socio-demographic data.

Furthermore, we focused on developing resources for the Italian language for hyperpartisan
news detection, focusing on the relationship of this phenomenon with different linguistic

layers (semantics, pragmatics, and logic). At the same time, while creating such resources,
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we adopted LLMs in data augmentation pipelines—using human-in-the-loop strategies to
accelerate the creation of neutralized versions of hyperpartisan content.

Finally, we complement these resource development and evaluation efforts with explain-
ability studies that probe the linguistic and pragmatic knowledge encoded within Transformer
models, unveiling what these architectures have learned about partisan language.

Together, these contributions advance the state of hyperpartisan detection through im-
proved model selection, richer multilingual resources, enhanced data augmentation strategies,
and deeper interpretability, providing both practical tools and theoretical insights for the

community.

3.1 Defining Hyperpartisan News

In this section, we will present and describe the methodology adopted to conduct the systematic
review following |[Keele et al.| [2007]]’s guidelines. The intent of the systematic review we
conducted in 2023/2024, being the first in this domain, was to establish the foundation of
this applied NLP task, separating it from collateral and similar tasks (e.g. disinformation
detection). Considering the time window selected and corresponding to the first appearance of
the term hyperpartisan” and the beginning of the doctoral studies of the candidate, we collected
quantitative data depicting the trend of published papers in this research area. Especially
and provide informative insights on the popularity of this research line as well as the
main publishers. Clearly, in 2015, that was the breakthrough of this research area, only |5
works covered the topic, which resonated in the community and attracted researchers’ interest
quickly. In 2019, Kiesel et al.|[2019d] organized shared task 4 for SemEval-2019, focusing on
Hyperpartisan News Detection. This competition, SemEval, is a series of international NLP
research workshops hosted by ACL. This event was so successful that 42 teams participated,
and this explains the peak recorded in that year. This high number of participants is reflected
in Fig. showing that 50% of papers on hyperpartisan detection are distributed by ACL.
In that context, Bert [Devlin et al.l [2019] was already popular enough, since it was released
the year after and it contributed to stimulating the community. Later, the trend of this topic
has been stabilized across the years with an average of 8 papers per year. The data referring
to 2024 is scarce because it was collected in the first quarter of the year during the very first
R&R. Lastly, indicates that aside from ACL, another top conference, ACM, stores in its
proceedings 16.7% of the papers. All the other publishers account for on average 5.6% each.
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Considering the severe impact of hyperpartisan news on democracy and the distorted narration

it spreads, its investigation suffers from the fact that researchers consider it marginal, possibly
a subtopic of the broader field of disinformation detection.

Figure 3.1: The bar chart illustrates the frend of the selected publications over time.
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Search strategy

To do the literature review, we adopted the Preferred Reporting Items for Systematic Re-
views and Meta-Analysis (PRISMA) guidelines [Moher et al} [2011]], consisting of a check-
lisﬂ and a flow diagram in Fig. to illustrate in a simplified and clear way the steps
taken. To retrieve papers, five different academic online databases were used to overcome

their respective limitations [Gusenbauer and Haddaway| |2020] in terms of topic coverage

and papers available: ACM Digital Library, Google Scholar, Scopus, ProQuest, and IEEE

Xplore. Our query archetype was: ( (hyperpartisan OR ‘‘political bias’’
OR ‘‘hyper-partisan’’ OR partisanship OR hyperpartisanship OR '‘politic.

Ihttp://www.prisma-statement.org/documents/PRISMA_2020_checklist .pdf
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Figure 3.2: The pie chart shows the amin publishers for the selected papers.
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polarization’’) AND (news OR bias OR articles) AND (detection OR
classification)). The first set of words contains the different homographs. We also
searched in all subject fields to capture as many semantically similar papers as possible, in-
cluding potentially miscategorized papers. We selected the 2015-2024 timeframe to analyze
trends before the term was coined, considering a period in which studies on this topic grew
and increasingly powerful models were employed.

For the purpose of obtaining pertinent papers related to our questions, the queries reported

in Table 3.1 were a refined result of a structured process based on different steps introduced

by [Rodrigo-Ginés et al| [2024]. Queries within each database were structured to match

titles, abstracts, and keywords. We extended this pipeline, introducing the following step:
“Network visualization and exploration®. It concerned the usage of the research software
ResearchRabbiﬂ to exhaustively capture possibly omitted papers through the citation links

structure.

2Ihttps ://researchrabbitapp.com
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Table 3.1: Queries performed with advanced search for each database and the number of pa-

pers retrieved.

Database Query Docs

ACM Digital Library [[[Title: hyperpartisan] OR [[Title: political polarization] 723

AND [[Title: news] OR [Title: article]]]] AND [[Abstract:
hyperpartisan] OR [Abstract: media bias] OR [Abstract: or
news] OR [All: article]]] OR [[[Keywords: hyperpartisan]

OR [[Keywords: media bias] AND [[Keywords: news] OR
[Keywords: article]]]] AND [[Title: hyperpartisan] OR [Title:
hyper-partisan] OR [Title: partisan] OR [Title: ©political
polarization] OR [[Title: media bias] AND [[Title: news] OR

[Title: article]]]]] AND [E-Publication Date: (01/01/2015 TO
12/31/2024)]

Google Scholar (hyperpartisan OR hyper-partisan OR hyperpartisanship OR 1800
polarization) AND (news OR bias OR articles) AND (detection OR
classification)

IEEE Xplore (All Metadata:hyperpartisan OR All Metadata:hyper-partisan OR All 1

Metadata:hyperpartisanship OR All Metadata:hyper-partisanship)
AND (All Metadata:detection)

ProQuest hyperpartisan news + filters 159

ScienceDirect (hyperpartisan OR hyper-partisan OR political polarization OR 2

media bias) AND NLP

Scopus (hyperpartisan OR hyper-partisan OR partisanship OR 97

hyperpartisanship OR political polarization) AND (news OR
articles OR bias) AND (classification OR detection)

* Keywords domain extrapolation: Initial reviews on similar topics helped us identify
the keywords used in this domain. We noticed a lack of scientific agreement on writ-
ing “hyperpartisan”. To cover all these morphologically diverse forms (hyper-partisan,
hyperpartisan, hyper-partisan), we included them in our queries, treating them as syn-

onyms;

* Iterative searches: This process allowed us to select the most appropriate terms by
comparing the results retrieved using different keywords combinations. We examined
how much title, titles and abstracts related with the queries;

* Verifying against established literature: To ensure the efficiency of our search terms,

we compared the results to a list of papers in the domain of hyperpartisan detection;

* Network visualization and exploration: To further validate our verification, we used
ResearchRabbit, a tool to visualize the citation links between papers in the same collec-
tion. It suggested similar papers written by the same or different authors, highlighting
stored publications in the user’s folder. This tool helped us in gauging the coherence of

our results.
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Selection criteria

Before describing the screening process, we illustrate the criteria employed for the paper

selection.

e Inclusion criteria

— Papers primarily focused on automated hyperpartisan news detection;

— Papers that used the related task (e.g. fake news detection) as a synonym of

hyperpartisan news detection;

— Publications from 2015 to 2024,

¢ Exclusion criteria

Exclusion of sources that either address the hyperpartisan news detection problem

from a theoretical perspective, namely theory papers, or manual detection;

Studies discussing only related topics, such as fake news detection, stance detec-
tion, or political bias;

Findings that do not use news domain datasets as the main source for hyperpar-
tisan news detection, i.e. social network analysis, comments analysis, and tweets

detection-based approaches;

Literature reviews, books, thesis and posters.

Screening and selection process

The following search strategy and procedures for study selection and analysis were used.
The study selection, quality assessment of the included studies, and thematic analysis were
performed by one author (PP). However, the procedures and findings were discussed by all
authors, and potential disagreements were resolved by consensus. To manage the screening
and selection processes, we utilized Rayyarﬂ for its Al-powered capabilities, which allowed
the two reviewers to conduct a blinded selection process, preventing any mutual influence.
Specific eligibility criteria were established to ensure the reliability of the study. These criteria
were applied independently by each reviewer to maintain objectivity and consistency. The

criteria included: relevance to the predefined inclusion criteria, evaluation of models using

3https://www.rayyan.ai/
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both accuracy and F1 score, and comprehensive reporting of the dataset used. Only papers
that met the criteria and were accepted by both reviewers were selected. In cases where there
was disagreement, a third reviewer was consulted to assess the paper’s eligibility. The initial
dataset consisted of 723 papers from ACM Digital Libraryﬂ 571 from Google Scholalﬂ 1 from
ScienceDirecIEI, 97 from Scopuﬂ 159 from ProQuestEL and 1 from IEEE Xploreﬂ Notably,
Google Scholar initially retrieved 1800 results, but we noted that, after the threshold of 500
results, it did not produce relevant documents. That led us to manually collect only the first
571 papers.

We conducted the entire selection process using Rayyan, as described in[3.4] It automati-
cally detected 112 duplicates. After manual checks, we removed them. Left with 1441 studies,
screening titles and abstracts was the initial step. Following thorough evaluations, 70 papers
were retained from a curated pool of 110, eliminating 40 papers that did not meet specific
focus or dataset criteria.

Additionally, to examine the cohesion and coherence of our references, we used Re-
searchRabbilm to visualize the citation network, identifying two prominent clusters with
centers in|Potthast et al.| [2018b] and [Kiesel et al.|[2019d]]. 15 additional papers were included

after exploring similar works and citations, thanks to this procedure.

3.1.1 Where can hyperpartisanship be detected? Methodological op-
erationalizations and their implications

The systematic review reveals that the operationalization of hyperpartisanship detection—namely,
where and at what granularity researchers seek to identify partisan signals—remains highly
fragmented and theoretically underdetermined. This fragmentation reflects both the nascent
state of the field and a fundamental unresolved question: whether hyperpartisanship is an
intrinsic property of a news article in its entirety, or whether it manifests unevenly across
linguistic and structural components.

The prevailing approach prioritizes textual content within online news outlets, grounded in
the assumption that linguistic markers encode partisan bias. Within this paradigm, researchers

4https://dl.acm.org/
Shttps://scholar.google.com/
Shttps://www.sciencedirect .com/
Thttps://www.scopus.com/home.uri
Shttps://www.proquest .com/index
9https://ieeexplore.ieee.org/Xplore/home. jsp
Ohttps://www.researchrabbit.ai/
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have adopted diverse detection scopes, ranging from document-level analysis to fine-grained
section-specific approaches. Some studies examine entire articles [Kiesel et al., [2019d],
while others focus on particular regions hypothesized to carry concentrated partisan signals:
headlines [Lyu et al., [2024al /Amason et al., 2019, individual sentences [jeong Lim et al.|
2018]], or quoted material [Pérez-Almendros et al. |2019]. The rationale underlying these
choices is intuitive: headlines are crafted to capture reader attention and may therefore embody
stronger rhetorical positioning [Poudel et al.l |2025]], while quotes anchor claims to sources
and may reveal selective framing, consisting in emphasizing certain aspects of reality, shaping
interpretation, evaluation and response [[Goftman,|1974]. However, the literature provides scant
evidence systematically comparing the predictive power of these granularities or examining
whether hyperpartisanship detection at the headline level correlates meaningfully with article-
level bias. This represents a significant gap: without such comparative analysis, researchers
risk optimizing models to local linguistic patterns that may not generalize to the phenomenon

of interest.

Beyond purely textual analysis, the field has begun exploring source-level and network-
based approaches, recognizing that hyperpartisanship may be as much a product of institutional
positioning as of linguistic choice. Publishers, interlinked through economic and political
networks [Hermann and Chomskyl[1994], constitute a polarized ecosystem. Some studies infer
hyperpartisanship from media outlet bias or journalist ideology [M. Alzhranil 2022, |Kiesel
et al., 2019d], leveraging external metadata such as hyperlinks [Hrckova et al., 2021} |Kulkarni
et al., 2018l |Alabdulkarim and Alhindi, 2019} Joo and Hwang, 2019]]. Yet this source-centric
approach introduces a confounding problem: while an article originating from a highly partisan
outlet tends toward hyperpartisanship, it is not guaranteed to manifest it [Tran, 2020, Jiang
et al.,2019]. This discrepancy was explicitly highlighted by Jiang et al|[2019], suggesting
that source bias and article-level partisanship are distinct phenomena that may co-occur but
do not perfectly align. The implications are substantial: relying exclusively on publisher
metadata as a proxy for hyperpartisanship risks conflating institutionalized bias with rhetorical
extremism, potentially misclassifying mainstream outlets’ coverage of polarizing topics as
hyperpartisan or, conversely, normalizing consistently extreme discourse from ideologically

aligned publishers.

Sentiment represents another instrumental signal. Empirical findings suggest that hyper-
partisan articles exhibit more aggressive and negative sentiment profiles [[Pali¢ et al., 2019]]

compared to mainstream news. Multiple studies leveraged sentiment as a feature [Baly et al.|
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2019, |Chen et al., 2019, |Anthonio and Kloppenburg, [2019], employing tools like TextBlolfj]
and VADER[H While sentiment correlates with hyperpartisanship, it is crucial to recognize
that strong sentiment is not synonymous with hyperpartisan framing: legitimate investigative
journalism, incisive opinion pieces, and passionate coverage of injustice may all exhibit high
sentiment without necessarily qualifying as hyperpartisan. This suggests that affect-based
features are useful but insufficient signals, and that their interpretation depends critically on
the precise definition of hyperpartisanship adopted.

Recently, multimodal approaches have emerged, reflecting growing recognition that news
artifacts are rarely text-only. |Spezzano et al|[2021] demonstrated that incorporating visual
elements alongside textual analysis enhances detection performance and, remarkably, that
automated classifiers outperformed human annotators. This finding invites intriguing specu-
lation: do images convey partisan framing more potently than text, or do multimodal models
simply capture redundant signals more robustly? And if machines succeed where humans
struggle, does this indicate that hyperpartisanship manifests in low-level statistical patterns
that exceed human perceptual capacity, or rather that human judgment integrates contextual
and background knowledge that remains inaccessible to models? These questions underscore

the theoretical ambiguity surrounding the phenomenon itself.

3.1.2 How is hyperpartisanship annotated and operationalized? The
measurement dilemma

Perhaps more troubling than the spatial fragmentation of detection sources is the fundamental
heterogeneity in how hyperpartisanship itself is conceptualized, measured, and labeled. This
heterogeneity betrays a field still grappling with basic definitional clarity—a problem that
threatens the comparability and reproducibility of empirical findings.

The measurement challenge emerges at the intersection of social science and computational
linguistics. In political science, polarization has been formalized through instruments like the
CSES Polarization Index (PI) [Dalton, |2021]], which maps political parties onto a Left-Right
continuum while accounting for party size and vote share, providing a macro-level assessment
of ideological dispersion. Such indices offer rigor precisely because they are grounded
in institutional structures and aggregate-level phenomena. In stark contrast, computational

approaches to hyperpartisan news detection have largely converged on label schemas derived

Uhttps://textblob.readthedocs.io/en/dev/
Zhttps://github.com/cjhutto/vaderSentiment
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ex post from annotation campaigns whose guidelines are rarely disclosed, limiting access to

the construct assumed in their research.

The earliest influential shared task, SemEval-2019 [Kiesel et al.,2019d], adopted a binary
schema distinguishing merely hyperpartisan from mainstream (non-hyperpartisan). While this
binary framing provides simplicity for supervised learning, it obscures considerable variation:
a moderately slanted article, a quasi-factual piece with pointed omissions, and an overtly
inflammatory screed populated with logical fallacies all collapse into hyperpartisanship. Other
studies adopted complementary orthogonal distinctions, labeling articles as Left/Right without
necessarily marking intensity [Kim and Johnson, 2022, M. Alzhrani} 2022]]. Such choices
reflect explicit research questions—if the goal is to map ideological orientation, Left/Right is
appropriate; if the goal is to flag manipulative rhetoric, intensity and the identification of the
presence of rhetorical devices matter more than direction. However, [Potthast et al.| [2018b|]
argued persuasively that coarse Left/Right distinctions obscure meaningful heterogeneity,
particularly in multi-party democracies where center, progressive, conservative, libertarian,
and other ideological positions cannot be collapsed onto a single axis without profound

information loss.

A minority of studies have pursued finer-grained scales, treating hyperpartisanship de-
tection as a multi-class or regression problem. |Aksenov et al.|[2021]] employed 5-point and
7-point numerical scales, anchoring them to ideological positions: for instance, the 7-point
scale mapped 1.0-2.5 to far-left,” 2.5-3.5 to “center-left,” and so forth. Similarly, [Baly
et al.|[2019]] and |Azizov et al.|[2023] attempted to capture granularity by distinguishing finer
categories (e.g., far-left, left, center, right, far-right). These approaches acknowledge that
hyperpartisanship is not a binary property but a continuum or a polytypic space. Yet they
introduce new complications: what ensures that ’center-left” at 2.5-3.5 on a 7-point scale
corresponds meaningfully across datasets, languages, or political contexts? Do these ordinal
positions carry comparable semantic content in a leftist democracy versus a rightist one? How

should cultural and temporal variation in partisan expression be integrated?

This measurement discord has profound implications for model development and evalu-
ation. Models trained on binary labels learn to segment a one-dimensional space into two
regions; those trained on continuous scales learn to regress positions onto a continuum; those
trained on multi-class schemes partition the space into discrete categories. These are distinctly
different learning problems, and a model fine-tuned for binary classification will likely perform

poorly when tasked with fine-grained assessment. Crucially, without standardized annotation
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guidelines and inter-rater agreement metrics, comparing performance across datasets is per-
ilous: a 90% accuracy score on one corpus may not be commensurable with such a score on
another if the underlying label distributions, annotation protocols, or theoretical definitions
differ. This recommendation emerges strongly from the review: the field would benefit from
establishing shared annotation standards and transparent documentation of labeling decisions,
enabling reproducibility and meta-analytic comparison. Moreover, future work must grapple
explicitly with the question of whether hyperpartisanship is fundamentally unidimensional (a
spectrum from balanced to extreme) or multidimensional (encompassing intensity, direction,

and perhaps other aspects such as emotional tone or factual accuracy).

3.1.3 Datasets in Literature

In the previous sections, we discussed the modeling of the phenomenon of our interest and its
operationalization. On the other hand, here we gathered the datasets built on these assumptions
and we are going to analyze them, illustrating the language distributions, accessibility, and
other important aspects. Effective models depend on top-notch data quality to function
optimally. However, constructing a high-quality, well-balanced dataset can be both time-
consuming and resource-intensive. This challenge is compounded by shifts in data policies
across social networks since the Cambridge Analytica scandal, leading to potential difficulties
or cost changes in obtaining data. Additionally, a trend has emerged within news sources
where access to data is restricted due to its previous utilization in training models like GPT[E
Consequently, news sources have implemented paywalls and crawler restrictionﬂ making it

exceedingly challenging to gather suitable information for this and similar tasks.

To support upcoming studies on identifying hyperpartisan news and related tasks, we have
created the extensive tables: and which outline key attributes of datasets relevant
to hyperpartisan news detection. This table includes datasets referenced in different papers.
Some are not primarily used for hyperpartisan detection but could be. It is important to note
that when subsets or extended versions of earlier datasets exist, we consider them separate
entities denoted by *. Additionally, datasets marked with ** signify merged collections. The

column labeled Data indicates the number of articles gathered by the researchers.

Bhttps://www.washingtonpost.com/technology/interactive/2023/
ai-chatbot-learning/
“https://ilmanifesto.it/termini-e-condizioni
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To provide comprehensive insights into the table, we will give a philological explanation
of the datasets marked with the symbols * and **. Framing Triplet Dataset is a combination
of the following datasets: SemEval-2019 task 4 along with Roy and Goldwasser| [2020]’s
data. Furthermore, Roy and Goldwasser|[2020]] expands the SemEval-2019 task 4 dataset by
incorporating articles collected from polarized sources and then labeled through mediabias-
factcheck.com. Regarding BIGNEWS, collected by [Liu et al.| [2022a], it has two subsets,
respectively: BIGNEWSBLN, a downsampled corpus maintaining an equal distribution of ide-
ologies, and BIGNEWSALIGN, which clusters news stories from opposing sources but on the
same topic. In their research, |Tran| [2020] utilized a subset of All-the-new Furthermore,
Potthast et al. [2018b]] worked with a subset of articles crawled from the URLSs contained in
The BuzzFeed-Webis Fake News Corpus collected by |Silverman et al.|[2016]]. By cleaning
Potthast et al.|[2018b]’s dataset, [Sanchez-Junquera et al.| [2021]] obtained a new dataset. The
same researchers created Stereolmmigrants, a collection of Spanish news about immigrants,
for[Sanchez-Junquera) [2021]].

Labeling and retrieving processes relied upon platforms like Allsideﬂ Factchec
Politifaclm as ground truth for establishing the bias of an article and as a source for collecting
data. Indeed, in these contexts, experts assign news to the political orientation.AllSides.com
is a media company that specializes in providing balanced news coverage by collecting and
comparing news stories from various sources with different political leanings. The platform
categorizes news articles based on their political bias—whether left, center, or right—and
scores them according to the level of partisanship they contain.

Since [Baly et al.|[2020] noted that training models with big datasets reduces the perfor-
mance due to their noise, researchers started to prefer the quality rather than the dimension.
Indeed, Lyu et al.|[2024a], after a deeper analysis of the SemEval 2019 dataset, revealed several
issues with this widely used ground truth dataset: class imbalance, task-label unalignment,
and distribution shift. As we can see from there is an imbalanced distribution towards

English data, leaving the context of minority languages understudied.

Bhttps://www.kaggle.com/datasets/snapcrack/all-the-news
Ohttps://allsides.com/

"https://mediabiasfactcheck.com/
Bhttps://www.politifact.com/
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Figure 3.3: Datasets for Hyperpartisan News detection task.

Dataset Reference Year Size Bias Label Language |Media’s Availability
country

No Name [133] 2024 22628 U/A Estonian | Estonia No

No Name [129] 2024 U/A U/A Persian Iran No

Task 3A [81] 2023 55000 AllSides English U.s. Yes

Task 3B [81] 2023 8000 AllSides English US. Yes

Allsides-L [109] 2023 719256 Allsides English US. Yes

No Name [46] 2023 1824824 AllSides, Media Bias Factcheck |English US. No

Framing Triplet Dataset [118] 2022 25627 Media Bias Factcheck English US. Yes

No Name [79] 2022 10000 Allsides English Us. No

TVP Info [146] 2022 81694 U/A Polish Poland Upon
request

TVN 24 [146] 2022 128527 |U/A Polish Poland  |Upon
request

BIGNEWS [117] 2022 3689229 Allsides, adfontesmedia English us. Upon
request

*BIGNEWS BLN [117] 2022 2331552 Allsides, adfontesmedia English Us. Upon
request

*BIGNEWS ALIGN [117] 2022 1060512 Allsides, adfontesmedia English Us. Upon
request

GERMAN dataset [80] 2021 47362 None German Germany | Yes

No Name* [62] 2021 1555 BuzzFeed English UsS. No

Stereo Immigrants [132] 2021 3704 Manually labeled Spanish Spain Yes

No Name* [120] 2020 21645 Media Bias Factcheck English UsS. Yes

The Annotated Data Dataset |[147] 2020 46 Media Bias Factcheck English US. No

No Name 59 2020 37000 None Italian Ttaly No

*PoliNews 49] 2020 83000 U/A English US. No

Presidential 71] 2020 178572 Allsides, Media Bias Factcheck |English UsS. No

POLUSA 141] 2020 9000000 None English U.s. Yes

*Politifact [61] 2020 18027 Politifact.com English US. No

No Name [51] 2020 4627 Manually labeled English India No

No Name [121] 2020 34737 Allsides English US. Yes

All-Sides [148] 2019 10385 None English UsS. No

Telugu (58] 2019 1327 Manually labeled Telugu India Yes

NELA-2018 [142] 2019 713534 Allsides, Media Bias Factcheck, |English us. Yes

BuzzFeed et al.
by-article [18] 2019 1273 Manually labeled English US. Yes
by-publisher [18] 2019 754000 BuzzFeed news, Media Bias  |English uUs. Yes
Factcheck

BASIL [143] 2019 300 Manually labeled English US. Yes

The BuzzFeed-Webis Fake [33] 2018 1627 BuzzFeed English US. Yes

News Corpus 2016

Reuter U/A U/A 18519 U/A English uUs. Yes

No Name [63] 2018 88 Crowd-sourcing English US. No

MBCF [144] 2018 1066 Media Bias Factcheck English Us. Yes

NELA-2017 [145] 2018 136000 U/A English Us. Yes

BuzzFeed 2016 buzzfeednews. 2016 2282 BuzzFeed English us. Yes

com
No Name [52] 2015 74 Crowd-sourcing English US. No

https://doi.org/10.1371/journal.pone..t008
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The Flow Diagram illustrates the steps during document collection and evaluation. We

skimmed more than 1551 papers and finally we selected a subset of 82.
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Figure 3.5: Datasets’ language distribution.
Dataset Reference Year Size Bias Label Language |Media’s Availability
country
No Name 133] 2024 22628 U/A Estonian | Estonia No
No Name 129] 2024 U/A U/A Persian Iran No
Task 3A 81] 2023 55000 AllSides English US. Yes
Task 3B [81] 2023 8000 AllSides English US. Yes
Allsides-L [109] 2023 719256 Allsides English US. Yes
No Name [46] 2023 1824824 AllSides, Media Bias Factcheck |English US. No
Framing Triplet Dataset [118] 2022 25627 Media Bias Factcheck English US. Yes
No Name [79] 2022 10000 Allsides English Us. No
TVP Info [146] 2022 81694 U/A Polish Poland Upon
request
TVN 24 [146] 2022 128527 U/A Polish Poland Upon
request
BIGNEWS [117] 2022 3689229 Allsides, adfontesmedia English Us. Upon
request
*BIGNEWS BLN [117] 2022 2331552 Allsides, adfontesmedia English USs. Upon
request
*BIGNEWS ALIGN [117] 2022 1060512 Allsides, adfontesmedia English US. Upon
request
GERMAN dataset [80] 2021 47362 None German Germany | Yes
No Name* [62] 2021 1555 BuzzFeed English US. No
Stereo Immigrants [132] 2021 3704 Manually labeled Spanish Spain Yes
No Name* [120] 2020 21645 Media Bias Factcheck English Us. Yes
The Annotated Data Dataset  |[147] 2020 46 Media Bias Factcheck English UsS. No
No Name 59 2020 37000 None Italian Ttaly No
*PoliNews 49 2020 83000 U/A English US. No
Presidential 71] 2020 178572 Allsides, Media Bias Factcheck |English UsS. No
POLUSA [141] 2020 9000000  None English Us. Yes
*Politifact [61] 2020 18027 Politifact.com English US. No
No Name [51] 2020 4627 Manually labeled English India No
No Name [121] 2020 34737 Allsides English usS. Yes
All-Sides [148] 2019 10385 None English US. No
Telugu [58] 2019 1327 Manually labeled Telugu India Yes
NELA-2018 [142] 2019 713534 Allsides, Media Bias Factcheck, |English US. Yes
BuzzFeed et al.
by-article [18] 2019 1273 Manually labeled English US. Yes
by-publisher [18] 2019 754000 BuzzFeed news, Media Bias  |English uUs. Yes
Factcheck
BASIL [143] 2019 300 Manually labeled English US. Yes
The BuzzFeed-Webis Fake (33] 2018 1627 BuzzFeed English US. Yes
News Corpus 2016
Reuter U/A U/A 18519 U/A English us. Yes
No Name [63] 2018 88 Crowd-sourcing English Us. No
MBCF [144] 2018 1066 Media Bias Factcheck English UsS. Yes
NELA-2017 [145] 2018 136000 U/A English us. Yes
BuzzFeed 2016 buzzfeednews. 2016 2282 BuzzFeed English us. Yes
com
No Name [52] 2015 74 Crowd-sourcing English US. No

https://doi.org/10.1371/journal.pone..t008
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Table 3.2: Datasets collection and description. Part 1.

Dataset Reference Year Size Bias Labeling | Lang. | Avail.

No Name Omidi Shayegan 2024 U/A U/A Persian | No
et al.| [2024]

Task 3A[ij] Azizov_et al.| | 2023 55000 AllSides English | Yes
[2023]

Task 3B[7_G] Azizov_et al. | 2023 8000 AllSides English | Yes
[2023]

Allsides-L Ko et all| 2023 719256 | Allsides English | Yes
[2023]

No Name Lyu et al| | 2023 1824824 | AllSides, English | No
[20244a] Media Bias

Factcheck

Framing Kim and| | 2022 25627 Media Bias | English | Yes

Triplet Johnson Factcheck

Dataset? | [2022]

No Name Sridharan and | 2022 10000 Allsides English | No
S.|12022]

TVP Info Szwoch et al| | 2022 81694 U/A Polish | UR
[2022]

TVN 24 Szwoch et al| | 2022 128527 | U/A Polish | UR
[2022]

BIGNEWS Liu et all| 2022 3689229 | Allsides, ad- | English | UR
[2022a] fontesmedia

*BIGNEWS | [Liu__et all | 2022 2331552 | Allsides, ad- | English | UR

BLN [2022a] fontesmedia

*BIGNEWS | [Liu__et all | 2022 1060512 | Allsides, ad- | English | UR

ALIGN [2022al] fontesmedia

GERMAN Aksenov et al. | 2021 47362 None German| Yes

datasetP] | [2021]

No Name* Sanchez- 2021 1555 BuzzFeed English | No
Junquera
et al.| [2021]]

Stereo  Im- | [Sdnchez- 2021 3704 Manually la- | Spanish| Yes

migrantﬁ Junquera beled
[2021]]

No Name* | Royand Gold-| | 2020 21645 Media Bias | English | Yes

2> wasser [[2020] Factcheck

*: indicates datasets that are actually subsets or extended versions of earlier versions.
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Table 3.3: Datasets collection and description. Part 2.

Dataset Reference Year Size Bias Labeling | Lang. | Avail.

The Anno- | Lim et all| 2020 46 Media Bias | English | No

tated Data | [2020] Factcheck

Dataset

No Name Pierri et all| 2020 37000 None Italian | No
[2020]
*PoliNews Tran| [2020]] 2020 83000 U/A English | No
Presidential Alzhrani 2020 178572 Allsides, Media | English | No
[2020] Bias Factcheck
POLUSA@ Gebhard and| | 2020 9000000 | None English | Yes
Hamborg
[2020]

*Politifact University 2020 18027 Politifact.com English | No
Politehnica
of Bucharest
et al.| [2021]]

No Name Sharma et al| | 2020 4627 Manually la- | English | No
[2020] beled

No Name Baly et al|| 2020 34737 Allsides English | Yes
[2020]

All-Sides Li and Gold- | 2019 10385 None English | No
wasser| [[2019]

Telugﬂ Gangula et al| | 2019 1327 Manually la- | Telugu | Yes
[2019] beled

NELA-2018 | Norregaard 2019 713534 | Allsides, Media | English | Yes

P etal][2019] Bias Factcheck,

BuzzFeed et al.

by-article[ﬂ Kiesel et all | 2019 1273 Manually la- | English | Yes
[2019d]] beled

by-publisher | Kiesel et al. | 2019 754000 | BuzzFeed English | Yes
[2019d] news, Media

Bias Factcheck

BASH_F_r] Fan et all| 2019 300 Manually la- | English | Yes
[2019] beled

The Potthast et al. | 2018 1627 BuzzFeed English | Yes

BuzzFeed- [2018Db]]

Webis Fake

News Cor-

pus 20167

U/A: unavailable.
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Table 3.4: Datasets collection and description. Part 3.

Dataset Reference Year Size Bias Labeling | Lang. | Avail.

Reuter| U/A U/A 18519 | U/A English | Yes

No Name jeong Lim| | 2018 88 Crowd- English | No
et al. [2018]] sourcing

MBCFE] Baly et al|| 2018 1066 Media Bias | English | Yes
[2018]] Factcheck

NELA- Horne et all | 2018 136000 | U/A English | Yes

2017 [2018]

BuzzFeed buzzfeedneyw2016 2282 BuzzFeed English | Yes

201 6' com

No Name Baumer et al. | 2015 74 Crowd- English | No
[2015] sourcing

U/A: unavailable.
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3.2 Literature Review

3.2.1 Literature Review: Hyperpartisan and Misinformation Detection

This section provides a comprehensive overview of the computational approaches developed
to detect hyperpartisan content, misinformation, and related forms of media bias. We organize
the literature thematically, beginning with detection methodologies and progressing toward
emerging paradigms such as in-context learning, explainability, and text neutralization.

The detection of hyperpartisan content encompasses a range of methodologies, varying
from traditional non-deep learning approaches to deep learning models, as well as mixed learn-
ing algorithms. Non-deep-learning methodologies often rely on traditional machine learning
algorithms, leveraging handcrafted features and rule-based systems to identify linguistic pat-
terns, stylistic markers, and network structures within textual and metadata sources. These
approaches commonly include stylometric analysis and topic modeling methods to discern bi-
ased content. In contrast, deep learning methodologies harness the power of neural networks to
automatically extract intricate features from raw data, enabling the identification of complex
patterns and relationships in unstructured text or network data. These techniques, such as
convolutional neural networks (CNNs), recurrent neural networks (RNNs), and Transformers,
excel in learning representations directly from the data.

In the following subsections, to encompass the risk of bias, we grouped and discussed
the literature on hyperpartisan detection by model architecture. We will differentiate between
ML, DL, and other methodologies adopted in the papers selected for the systematic review.

Lastly, the DL section includes shallow Deep Learning models and the Transformers family.

Non Deep Learning Methods

Table categorizes papers using the traditional machine learning approaches. The
methodologies involved algorithms like Support Vector Machines, Random Forest, and Lo-
gistic Regression, followed by Linear Regression, Naive Bayes, Linear SVC, KNN, XGBoost,
and Maxent. There are effective strategies adopted with the SVM model. For instance,
[Alabdulkarim and Alhindi, [2019]] used this algorithm combined with the sentiment analysis
via the National Council Canada’s Emotion Lexicon (NRC Emotion Lexicon) to analyze the
emotional content in the article. Moreover, they extended the linguistic approach by applying
Linguistic Inquiry and Word Count (LIWC). They also considered the articles’ structure and

metadata as features. [Nguyen et al., [2019], adopted n-grams, i.e. bi- and tri-grams, and
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Table 3.5: Traditional Machine Learning algorithms used in the selected literature.

Algorithm Reference
Support Vector Machine (SVM) | [Pérez-Almendros et all [2019,
Hearst et al., 1998 [Nguyen et all, 2019} [Knauth| [2019]

[Alabdulkarim and Alhindi, 2019
[Anthonio and Kloppenburg], [2019]
[Yeh et all [2019] [Dumitru and Rebe-|
dea, 2019)

XGBoost [Chen and _Guestrin, | [Gupta et al.,[2019]

2ot

Maxent [Merow et al., 2013]] [Agerri, 2019]

Random Forest [Breiman, 2001 [Chakravartula et al. 2019, |Cruz|
letall2019]/Stevanoski and Gievska),
2019, Naredla and Adedoyinl [2022]

Aksenov et a1.|, 2021]]

Naive Bayes [Chen et all 2019, |Amason et al.,
1

Copula Ordinal Regression [Baly et al., 2019]

Logistic Regression [Sengupta and Pedersen, 2019, /Garg|

[and Sharma, 2022, [Saleh et all
2019, Bestgen, 2019, [Srivastava

Linear Support Vector Classifier Palié et al.} 2019]
(SVCO)

Linear Classifier [Hanawa et al., 2019]

“Algorithm” specifies the method; “Reference” indicates the authors who used that method.

dependency sub-trees that impacted the performance. On the other hand, [Yeh et al. [2019]

experimented several embeddings: Doc2Vec [Le and Mikolov] 2014], Glove
2014], ELMo [Peters et all 2018]. They found out that “adding simple lexical and
sentiment features hurts the performance”. [Dumitru and Rebedeal [2019] studied the linguistic
divergences between fake and hyperpartisan news employing an SVM. In this case, it emerged

that hyperpartisan articles exhibit more sentences and a higher adjective count compared to
unbiased news. When comparing the characteristics of extremely polarized articles against
fake news, they noted that the former contains high usage of question/exclamation marks and

adjectives. These sentence-related features delineate distinct linguistic patterns.
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et al.| [2019] confirmed the robust potentialities of the Logistic Regression, ranking in the
second place at the SemEval-2019. |Srivastava et al.|[2019] built representations with Univer-
sal Sentence Encoder (USE) [[Cer et al., |2018]] and combined both semantic and handcrafted
features, paying attention to the grade of the adjectives and subjectivity, and distinguishing
between two levels of polarity: sentence and article level. |Garg and Sharmal [2022] used the
Reuter Dataset for the training and the test, combining the ELMo embedding with a logis-
tic regression classifier as already done by Jiang et al.| [2019] and [Srivastava et al.| [2019],
confirming the effectiveness of this method. [Srivastava et al.|[2019] discovered that the most
relevant features concern bias lexicon and polarity. [Hanawa et al.|[2019] placed third at the
SemEval-2019 and found that article length was a distinctive trait of biased articles. By work-
ing at the phrase level, they created a set of phrases to discern the different types of articles,
paying attention to removing n-grams containing publishers’ style biases. [Lyu et al.|[2024a]
focused on news titles with a topic-based approach. They also built a dataset considering
two distinct typologies of news titles, augmenting the granularity of the detection. The first
category pertains to descriptions of confrontations or conflicts between opposing parties, sug-
gesting a deeply polarized political climate. The second set involves opinions that express a
biased, inflammatory, and aggressive stance against a policy, a political party, or a politician.
Baly et al.| [2019] thought there was an interdependence between factuality and political ide-
ology bias, so they introduced a multi-task learning setup with the Copula Ordinal Regression
(COR) [Walecki et al.l|2016]. They used the entire news outlet and considered diverse scales
for measuring factuality (3-point scale) and political bias (7-point scale). |Agerri|[2019] used
Maximum Entropy Modeling (MaxEnt) to bypass linguistic features to build a model capa-
ble of generalizing as much as possible; they devised a document classification system that
combines clustering features with simple local features. They showcased the effectiveness of
employing distributional features from large in-domain unlabeled data. Gupta et al|[2019]
approached the task using n-gram embeddings with article and title polarity, implementing the
XGBoost model with all of these scalar features, but it performed poorly. They derived their
methodology of applying stylometric analysis from Potthast et al. [2018b]]. This approach uti-
lized n-grams, readability scores, and Part-of-Speech (PoS) followed by binary classification.
Thanks to unmasking information, they simultaneously compared documents with opposite
political leanings. In doing so, [Potthast et al.| [2018b]] investigated the style variations depend-
ing on the political orientation and confronted it with topic-based bag-of-words models. This

methodology highlighted the limited usefulness of integrating corpus characteristics when
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performing a granular distinction among left, right, and mainstream styles. Indeed, both the

political extremes show similarities and can produce confounding effects in the model. Hence,

concerning the style analysis for the hyperpartisan detection, the categories should be limited

to mainstream and hyperpartisan without considering the specific leaning. Furthermore, for

a complete understanding of the approaches used in the literature, we summarized them in
Table @ In this case, ELMo, BERT, and Word2Vec embeddings were used as features of
Non-Deep Learning algorithms. describes only the features used with the best models

proposed in Non-Deep Learning approaches in Table We distinguish between features

(Morpho-syntactic, Lexicon, Semantic, Sentiment and Metadata) and approaches (style-based

and topic-based).

Table 3.6: Feature-based approaches for hyperpartisan news detection.

Ref.

Morpho-
syntactic

Lexicon

Semantic

Sentiment

Meta-
data

Style-
based

Topic-
based

Pérez-

et al.
[2019]

Almendrog

X

GloVe

X

Nguyen
et al.
[2019]

n-grams

Dumitru
and _Rebe-
deal[2019]

TF-IDF

Hanawa
et al.
[2019]

BERT
embed-

dings

Knauth
[2019]

50

Continued on next page




Chapter 3. Methodology

Ref. Morpho- | Lexicon | Semantic | Sentiment | Meta- | Style- | Topic-
syntactic data based | based

Alabdulkatim x | TF-IDF X X X

uni-

grams

Anthoni X X

and Klop-

[2019)

Yeh et al. BoW

[2019)

Sengupta n-grams

Gupta n-grams X X

2019

Agerril w2V X

019

mgay_aﬂwla BowW

et all

[2019]

Continued on next page
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Ref. Morpho- | Lexicon | Semantic | Sentiment | Meta- | Style- | Topic-
syntactic data based | based

Garg and ELMo X

embed-

[2022] ding

Cruz et al. X BoWw X

(2019

Stevanoski X X w2v X X

(2019

Naredla ELMo X

embed-

ding

[2022]

Chen et al. X X BoW X

[2019)

Amason X X BoW X X

mt al. X X w2v X X

[]mlﬂ?] 1 X X BoW X

[2019]

Bestgen X BoW

(2019

Srivastava X X USE @ X X

et al. et al

Pali¢ 1 X X iQJZﬂ;S]] X X

EEE

The features are the following: Morpho-syntactic, Lexical, Semantic, and Sentiment. The
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approaches are: Style-based and Topic-based. The style-based approach includes tools and
methods like vocabularies, reading scores, count of pronouns and other parts of speech,
n-grams of part of speech, punctuation, lemma n-gram similarity score, and article length
features to analyze the writing style. Topic-based refers to methods like topic clusters and ad
hoc vocabularies to compare topics. Metadata includes internal and external links, dates, and
journalists’ bios. “Morpho-syntactic” involves using Part-of-Speech tagging, dependency
trees, and quantitative approaches like word or adjective distributions. “Lexicon” refers to the
utilization of external vocabularies like LIWC, or handcrafted. “Semantic” regards the
adoption of embeddings and frequency-based features: TF-IDF, FastText, GloVe, and BERT
embeddings. “Sentiment” indicates the application of algorithms for sentiment analysis like
Valence Aware Dictionary and sEntiment Reasoner (VADER) and National Research
Council Canada Emotion Lexicon (NRCLex).

In the following paragraphs, we analyzed the Deep Learning methods adopted by diverse
authors to solve the hyperpartisan detection task. In we categorized papers using the
traditional machine learning approaches. Lastly, at the end of the chapter, a comprehensive
table, split into and collects and illustrates the results rounded to two decimals

reported by all the authors studied in our systematic review.

Table 3.8: Collection of the best performative DL models used in the literature.

Algorithm Description Reference

Recurrent Neural | Recurrent Neural Networksareaclass | ISharma et  al.
Network-based of artificial neural networks designed | [2020]

(RNN) [Rumel-| | to process sequential data by main-
hart et al., [1986] taining an internal memory. They
possess loops that allow information
persistence, enabling them to con-
sider past inputs for present computa-
tions, making them adept at handling

time series or sequential data in vari-

ous applications.

Continued on next page
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Algorithm Description Reference
Mesh Neural Net- | It is a neural network aiming at max- Sridharan_and S
work  [Sridharan| | imazing the weight of past examples. [@]

Its structure is composed by recurrent
nodes that boost the inductive abili-

ties of the machine.

Catboost  [Doro-

Catboost stands out as a specialized
library crafted for boosting gradients.
It employs a unique algorithm to pre-
vent target leakage, ensuring high ef-
ficiency and precision.

Azizov___et _ al.
[2023]

Convolutional
Neural Network

Convolutional Neural Networks were
designed for image processing but
were applied to Natural Language
Processing, in which the input text is
a one-dimensional vector of tokens,
or like a matrix of embeddings. This
model can learn both local and global
dependencies as well as hierarchical

features in the data.

|Papad0poulou |
[2019],
Gerald Ki Wei and!
2021],
Pérez-Almendros
t al] [2019],
Jiang et al|[2019],
Farber et al.
[2019), Joo and
[2019),
2019],

aQ

Hierarchical At-
tention Network
(HAN) [Yang

The HAN is a model capable of bal-
ancing the information in a current
state, deciding whether to update it
and how much the past information

contributes to its new state.

ruz et al.
[2020], Moreno|
et al. [2019],
M. Alzhrani
[2022], [Gangulal
et al.| [2019],
et al.|[2023

Continued on next page
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Description

Reference

Unidirectional LSTM retain informa-
tion solely from preceding inputs as
it has only processed data from the
past. Employing a bidirectional ap-
proach involves processing inputs in
two directions: from past to future
and from future to past. The distinc-
tive aspect of this method, compared
to unidirectional LSTM, lies in the
LSTM running in reverse, which cap-
tures information from the future. By
amalgamating the two hidden states,
this technique enables the retention of
information from both the past and
In NLP,

the main difference lies in the con-

future at any given time.

text captured. Bi-LSTM can discover
hidden reversed semantic and syntac-

tic structures.

Isbister _and Jo-
hansson|[2019], [Li
and __Goldwasser
[2021]], |Cramerus
and Scheffler
[2019], Zhang
et al.| [2019], Roy
and __Goldwasser
[2020]

Algorithm

Long Short
Term  Memory-
based models
[Hochreiter  and
Schmidhuber,
1997]]

RoBERTa [Liu
et al.,[2019]

RoBERTa, an extension of BERT, re-
fines language understanding by op-
timizing training techniques, remov-
ing sentence order prediction, and
leveraging large-scale data. It en-
hances pre-training for improved per-
formance across various language
tasks, achieving state-of-the-art re-

sults in natural language processing.

Kim et al.|[2023b],
Liu et al.| [2022a],
Kim__and _John-
son|[2022]], Smadu
et al.|[2023]

Continued on next page

55



MicHELE JosHUA MAGGINT

Algorithm Description Reference

BERT [Devlin| | BERT (Bidirectional Encoder Rep- | |Ruan et al.|[2021]],

2018 resentations from Transformers) is [2019],
a pre-trained language model by | [Kim and Johnson

Google, adept at understanding the | [2022], [Sdnchez-
context in both directions of a sen- | Junquera et al|
tence. It utilizes Transformer archi- | [2021]], Da Silva

nd Paraboni

tecture, enabling versatile language

o

j
S
!
w
ﬂ
=
<

understanding for diverse tasks like

question answering and natural lan- | et al] [2020],
guage understanding. [Shaprin et al|
019], Ahme
et al] [2023Db],
[Shaprin et al|
[2019],  [Drissil
et al| [2019],
[12024al],
[2020],
[Huang and Lee
[2019],  [Ahmed
et al| [2023al,
Mutlu___et __all

[2019], Ning et al.
2019], [Sanchez-
[2021],

[Omidi ~ Shayegan|

Deep Learning: Non-Transformer-based Architectures

[Pérez-Almendros et al.|[2019] employed a fusion of CNN and LSTM, utilizing quantitative
linguistic features extracted through GloVe. In this way, they highlighted the crucial role of
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incorporating linguistic features alongside representations based on word vectors. Addition-
ally, they built a meta-classifier to filter noisy data to apply to the by-publisher dataset. Jiang
et al.| [2019] won the SemEval-2019 Task 4 by combining rich morphological and contex-
tual representations by averaging the three vectors per word into ELMo embeddings. Their
model was used for further studies by Ruan et al.| [2021] for pseudo-labeling frameworks:
Overlap-checking and Meta-learning. Overlap-checking consists of adding data, helping the
model train, while Meta-learning allows the model to be continually trained on a clean dataset
and a pseudo dataset. This last work inspired |Cruz et al.| [2020]. In their article, they used
a HAN combined with ELMo embeddings. The HAN is a model capable of balancing the
information in a current state, deciding whether to update it and how much the past informa-
tion contributes to its new state. In this case, the information stems from the sentence level,
confirming that richer article representations yield better performances. By encapsulating the
articles’ structure, connectors and paying attention to stylistic markers, handcrafted stylistic
features and emotion lexicons, they reached the state-of-the-art in 2020 on the SemEval-2019
Task 4 dataset. |Ko et al.[[2023]] improved the HAN standard model by introducing Knowledge
Encoding (KE) components. The HAN segment functions to grasp word and sentence rela-
tionships within a news article, employing a structured hierarchy across three levels—word,
sentence, and title. Meanwhile, the KE component integrates common and political knowl-
edge associated with real-world entities into the prediction process for determining the political
stance of the news article. Since the model is not language-based, it could work with diverse
languages beyond English. |Li and Goldwasser| [2021]] developed a pre-training framework
encoding knowledge about entity mentions, namely masked tokens as frame indicators, and
modeling the propagation between users with a social information graph. They noted that
models pre-trained on general sources and tasks have limited ability to focus on biased text
segments. [Cramerus and Scheffler] [2019] introduced a voting system of LSTMs to build a
controlled dataset to train another LSTM. It was an example to demonstrate the importance of
having a balanced and clean dataset to run experiments. Lastly, [Roy and Goldwasser| [2020]]
built a Hierarchical-LSTM applied to subframes (n-grams) to tackle the framing bias. In this
paper, they introduced a pioneering framework aimed at pretraining text models utilizing sig-
nals derived from the abundant social and linguistic context available, encompassing elements

such as entity mentions, news dissemination, and frame indicators.
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Deep Learning: Transformer-based Architetures

Regarding the Transformers architectures, we observed a massive utilization of BERTbase
and BERTlarge. BERTbase is a pre-trained BERT model trained on a smaller dataset than
BERTIarge. BERTbase differentiates itself in cased and uncased, depending on whether to
discern between cased and uncased words. [Baly et al.| [2020] wanted to remove the bias when
modeling the medium. They observed that combining bias mitigation with triplet loss, Twitter
bios, and media-level representations increased the model’s efficacy. |Kim and Johnson|[2022]]
proposed a multi-task BERT-based model with contrastive learning to tackle framing bias
in news articles. |Da Silva and Paraboni| [2023]] with BERT and combinations of syntactic
bigram counts and psycholinguistic features investigated the inference of political information
and hyperpartisanship on the author and text level, starting from linguistic data. [Shaprin
et al.| [2019] showed that fine-tuning the model entails better results. |Ahmed et al.| [2023b]]
introduced a semi-supervised framework trained using federated learning, namely, algorithms
are trained independently across diverse datasets. Furthermore, textual data are tagged to ex-
trapolate wh-questions replies and temporal lexicon information. The same author replicated
this approach in /Ahmed et al.|[2023a]]. In the quest for precise detection and data denoising,
the same author replicated this approach with variations in|/Ahmed et al.|[2023a]. |]Ahmed et al.
[2023a] employed an attention-based strategy to learn text representation, aiming to identify
target expressions accurately while extracting pertinent contextual information. They gener-
ated a BERT attention embedding query utilizing lexicon expansion, content segmentation and
temporal event analysis. Ultimately, this approach enhances the understanding of consecutive
news articles within a temporal framework. Drissi et al.|[2019] experimented using BERTbase
and BERTlarge, feeding them with embeddings of different lengths. They were interested in
analyzing the parts of the articles, looking for a consistent level of hyperpartisanship that
demonstrated its existence. |Huang and Lee|[2019] from the confrontation between BERT and
ELMo models, confirmed that the inputs and embedding dimensions contributed to affecting
the performance positively. [Mutlu et al.| [2019] performed domain adaptation, showing its ef-
ficacy. [Kim et al.|[2023b]] operated in a low-resource scenario with prompt-based learning and
employed masked political phrase prediction and a frozen pre-trained language model that re-
lies on the transformer architecture, utilizing the robustly optimized BERT approach known as
RoBERTza as a backbone for their own model, MP-tuning. [Liu et al.|[[2022a] focuses on political
ideology and stance detection, comparing triplets of documents on the same history to detect

dissimilarities amongst them. They trained RoOBERTa through continual learning. Whereas
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Smadu et al.[[2023] improved their model’s performance with cross-domain contrastive learn-
ing and this work is noticeable that they used GPT-2 for augmenting hyperpartisan textual
data. Lastly, Omidi Shayegan et al.[[2024] faced the task of Persian hyperpartisan tweets by
prompting GPT-3.5, a multi-language conversational generative LLM released in 2022, and
an open-weight model like Llama?2 [Touvron et al.| [2023b]]. |(Omidi Shayegan et al.| [2024]]
compared the capabilities of Large Language Models (LLMs) and BERT-based models like
RoBERTa and ParseBERT to detect English and Persian tweets, providing instructions with
different levels of specificity to the models. Despite the huge dimension and the extensive
training of LLMs, fine-tuning ParseBERT and RoBERTa has proven to be more efficient and

practical for certain tasks.

Other Methods

Within the vast landscape of computational frameworks, certain algorithms defy classification
within the traditional realms of deep learning or non-deep learning. This chapter delves into
the exploration of these unique frameworks—sophisticated combinations of diverse models,
labeling techniques and graph approaches—that operate beyond the conventional boundaries
of established categorizations.

Tran|[2020] applies a framework for presentation bias, studying hyperpartisanship with a
graph-based method. This three-step framework is so structured: collecting related-articles
clusters on the same topic; applying Aspect-based Sentiment Analysis (ABSA) with BERTbase
to rate and classify fine-grained opinions in the pairs of sentences; the variation in bias between
news sources within similar categories is figured out by contrasting the scores of matching
pairs of articles. This comparison is done for every combination of news sources within these
categories, and the differences in bias are averaged across all article groups. This averaging
process leads to the development of a bias matrix. [Kulkarni et al.| [2018]] proposed a Multi-
View Document Attention Model (MVDAM) capable of modeling at the same time title,
structure and metadata like links in order to estimate the political ideology of a news article.
This framework, based on the Bayesian approach, utilizes different models for creating the 3-D
representation: a convolutional neural network for learning the title, Node2 Vec for the network
and HAN for the content. |Afsarmanesh et al. [2019] worked mostly on manual features like
metatopic, namely polarizing topics, using an end-to-end tool: The Gavagai Explorer, which
performed poorly. The IMPED model from Bastos et al.[[2021] utilizes language and time-

based structures found in social media posts to predict the probability of content removal
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online. It achieves this by employing a parametric survival model. This model operates under
the assumption that poor quality content displays distinctive traits, enabling its classification
on a large scale. [Patankar et al.| [2019] delved into three pivotal areas to assess a bias-ranking
system’s efficacy within news articles. Researchers initially analyzed the correlation between
user-generated and algorithm-generated bias ranks to gauge the system’s alignment with user
perceptions. Subsequently, subjective user reviews indicated widespread potential for the news
recommendation system, albeit with concerns about personal political awareness influencing
biased judgment. Lastly, bias scores across diverse news article types and sources unveiled
significant variations, spanning Wikipedia featured articles, non-featured articles, blogs, and
current news pieces. These findings substantially deepen comprehension of user perceptions,
system usability, and its effectiveness in delivering balanced news. They provide crucial
insights for refining bias-aware news recommendation systems, aiming to offer more equitable
information to users. |Potthast et al.| [2018b|] performed a political orientation prediction
and hyperpartisan classification task using an unmasking technique with binary classifiers.
For the first task, they found that left-wing news tends to be easily misclassified. This
study noticed that individual political orientation struggles to predict, and that a style-based
approach overcomes the content-based one. Moreover, they discovered subtle differences in
style between hyperpartisan news belonging to different political leanings. |Sanchez-Junquera
et al.[[2021] using masking and transformer-based models proved that topic-based approaches
lead to better results than style-based. Instead, [Sanchez-Junquera) [2021] made a comparative
examination of BERT-based models and masking-based models, enriching comprehension
regarding the strengths and constraints of varied approaches in bias detection, offering crucial
insights for upcoming research and advancements in this domain. In essence, these models’
contribution lies in their capacity to augment the precision, clarity, and comprehensibility of
bias detection within political and social discussions. Consequently, they propel advancements

in this pivotal research domain.
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Table 3.10: Descriptive results for the papers examined, reporting the most used measures: accu-

racy and F1 score. Part 1.

Reference Dataset Acc. F1
Potthast et al.| [2018b]| The BuzzFeed-Webis Fake | 0.75 0.78
News Corpus 2016
| |Sridharan and S.[[2022] Own 0.45 U/A
| IRuan et al.TZOZl] Semeval-2019 0.87 0.81
| [Papadopoulou et al.[[2019] Semeval-2019 0.61 0.71
| IPérez-Almendros et al[[2019] Semeval-2019 0.74 0.71
*Gupta et al. [2019] - Semeval-2019 0.55 0.28
| [Kim and Johnson| [2022] Framing Triplet Dataset 0.84 U/A
| Lyu et al[[2024a] Own 0.84 0.78
| Naredla and Adedoyin7[2022] Semeval-2019 0.88 U/A
| Isbister and Johansson|[2019] Semeval-2019 0.80 0.80
kAgerri [2019] - Semeval-2019 0.74 0.73
| [Sengupta and Pedersen|[2019] Semeval-2019 0.70 0.68
| IDumitru and Rebedea/[2019] Own 0.93 0.81
| IChakravartula et al. [2019] Semeval-2019 0.59 0.69
| [Aksenov et al.[[2021] GERMAN Dataset U/A 0.79
| [Smidu et al. [2023]] Semeval-2019 0.64 0.69
| |Chen et al[[2019] Semeval-2019 Task 4 by- | 0.74 0.74
article
| Drissi et al[[2019] Semeval-2019 Task 4 by- | 0.77 0.75
article
' JAmason et al. [2019]] Semeval-2019 Task 4 by- | 0.65 0.73
article
| [Tran([2020] PoliNews U/A U/A
%Huang and Lee|[2019] Semeval-2019 0.68 U/A
| |Gerald Ki Wei and Jun Choi[[2021] | The BuzzFeed-Webis Fake | 0.73 U/A
News Corpus 2016
| ISharma et al[[2020] Own 0.84 0.87
| Ko et al. [2023]] Semeval-2019 0.95 U/A
| ISanchez-J unquera et al[[2021] The BuzzFeed-Webis Fake | 0.89 0.86
News Corpus 2016
| Kim et al[[2023D] Semeval-2019 0.91 U/A
| [Kulkarni et al[[2018] Own 0.80 0.79
| Nguyen et al.[[2019] Semeval-2019 0.75 0.74
| |Azizov et al[[2023] Task 3A 0.69 0.69
| ICruz et al[[2020] Semeval-2019 0.82 0.81
| |Sanchez-Junqueral [2021] Stereoimmigrants 0.86 0.83

U/A: unavailable.

61



MicHELE JosHUA MAGGINT

Table 3.11: Descriptive results for the papers examined, reporting the most used measures: accu-

racy and F1 score. Part 2.

Reference Dataset Acc. F1

Knauth/[2019] Semeval-2019 0.67 0.69
| M. Alzhrani [2022] Presidential 0.91 0.90
| IDa Silva and Paraboni [2023] Semeval-2019 0.78 0.77
| Liu et al[[2022a] Semeval-2019 0.71 0.77
%Garg and Sharmal[2022] Reuter U/A 0.93
| Moreno et al[[2019] Semeval-2019 0.72 0.69
| [Ahmed et al[[2023a] Semeval-2019 U/A 0.91
| |Alabdulkarim and Alhindi|[2019] Semeval-2019 0.74 0.71
| Joo and Hwang| [2019] - Semeval-2019 0.74 0.70
| Palié et al.[[2019)] Semeval-2019 0.79 0.76
%Jiang et al.[2019] Semeval-2019 0.82 0.81
| ICruz et al.| [2019] Semeval-2019 0.72 0.67
| |Afsarmanesh et al[[2019] Semeval-2019 0.56 0.68
| Mutlu et al.|[2019] Semeval-2019 0.78 0.76
*Shaprin et al[2019] Semeval-2019 0.64 0.64
| [Anthonio and Kloppenburg[[2019] | Semeval-2019 0.62 0.69
| ICramerus and Scheffler] [2019] Semeval-2019 0.58 0.68
| |Stevanoski and Gievskal [2019] Semeval-2019 0.77 0.74
| [Firber et al.[[2019] B Semeval-2019 0.60 0.70
%Ning et al)[2019] Semeval-2019 0.50 0.61
| [Saleh et al[[2019] Semeval-2019 0.73 0.73
| Zehe et al.[[2019] Semeval-2019 0.67 0.74
| ILee et al.|[2019] Semeval-2019 0.62 0.69
| [Gangula et al[[2019] Telugu 0.89 U/A
| /Ahmed et al[[2023b]] Semeval-2019 0.83 U/A
| [Hanawa et al.|[2019] Semeval-2019 0.81 0.80
%Bestgen [2019] Semeval-2019 0.70 0.68
| [Yeh et al[[2019] Semeval-2019 0.80 0.79
%Zhang et al.|[2019] Semeval-2019 0.68 0.63
| ILi and Goldwasser| [2021]] Semeval-2019 0.86 0.84
| Srivastava et al. [2019]] Semeval-2019 0.82 0.82
| Baly et al[[2020] Own 0.72 U/A
%Roy and Goldwasser [2020]] Own U/A 0.80
| /Omidi Shayegan et al.[[2024] Own 0.85 0.85

U/A: unavailable.
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3.2.2 In-Context Learning

The emergence of Large Language Models has introduced new paradigms for hyperpartisan
detection that move beyond traditional fine-tuning approaches. With the advent of recent
decoder-only LLMs, In-Context Learning (ICL) has emerged as a valuable technique in NLP.
Users interact with models directly through prompts, specific textual templates containing
instructions and optionally examples [Brown et al |2020]. This approach allows models to
perform tasks without prior task-specific fine-tuning [Efrat and Levy, [2020], leveraging a
single pre-trained model for various downstream tasks and enabling desired behavior specifi-
cation via natural language. ICL has shown remarkable performance on challenging reasoning
tasks [Brown et al.| |2020, [Wei et al., [2022]. However, ICL is highly sensitive to input format
and order [Lu et al.l 2022, Min et al.| 2022]], and can lead to irreproducible outcomes as
slight prompt changes significantly impact performance [Lu et al., 2024} Sun et al., 2023|]. To
overcome these limitations, our work comprehensively tested various prompt strategies and
demonstration selection methods, including DPP for more stable performance, and introduced
codebook prompting. Research on prompt design aims to elicit better performance and rea-
soning. Notable approaches include CoT prompting [Kojima et al.,|2022]], which encourages
step-by-step reasoning, and its zero-shot variant [Wei et al., 2022[]. |Lu et al. [2022] also
highlighted the importance of careful prompt format and example selection in few-shot learn-
ing. Regarding the comparison of ICL and fine-tuning, |Labrak et al.| [2024] and |[Edwards and
Camacho-Collados| [2024] demonstrated that fine-tuning smaller models often outperforms
ICL in larger language models across various NLP and text classification tasks. Aligned with
these findings, our study expands this comparison by evaluating a broader range of prompt
strategies and models (including ModernBERT [Warner et al., 2024] beyond Llama models),
and by focusing on specialized domains to rigorously compare the efficacy of these tools. An
example of this specific strategy is providing the model with a codebook, which provides defi-
nitions of categories, including examples and classification instructions. For instance,|Vincent
and Mestre| [2018|] developed a codebook to classify hyperpartisan news on a 5-point scale,
and |Hughes et al.|[2021] crafted one for content analysis of COVID-19 articles, classifying
tropes and rhetorical strategies to detect misinformation. Codebooks offer a method to explic-
itly prompt LLMs with structured contexts, eliciting their rule-based reasoning capabilities,
which go beyond standard ICL that often relies primarily on examples. |Hu et al.| [2024] ex-
plored codebook application in zero-shot settings with closed models for political phenomena

classification, using the codebook as a structured framework for interpretation. Similarly,
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Halterman and Keith|[2025]] utilized codebooks to evaluate open models, demonstrating how
these guidelines facilitate assessing an LLM’s adherence to predefined classification logic.
While these specific codebooks were tailored to different political phenomena, NLP tasks,
or modeled tasks differently from our dataset intentions, thus not directly applicable to our
study, they still served as valuable inspiration for our experimental setup and underscored
the potential of integrating structured rule sets into LLM prompts. This enhances adherence
to specific classification schemes, aligning with broader prompt engineering efforts to elicit
precise and controlled LLM outputs, especially in domains requiring nuanced categorization

criteria.

3.2.3 Rhetorical Bias and Persuasion Techniques

Closely related to hyperpartisan detection is the identification of rhetorical strategies employed
to persuade readers. |Da San Martino et al.|[2019] represents a foundational work in this domain,
proposing a method to identify specific texts containing propaganda and classify them based on
18 persuasion techniques. Their work later inspired a SemEval task in 2020 [Da San Martino
et al.| [2020] and was then followed by |Piskorski et al.|[2023c], which expanded the taxonomy
to 23 fine-grained techniques, grouped into six broad categories. Additionally, they extended
the analysis to a multilingual setting, demonstrating the applicability of argumentation-based
propaganda detection across different languages. More recent works [[Hasanain et al.|,[2024alb|]
addressed LLMs’ potential for propaganda techniques detection. In this regard, |Sprenkamp
et al.| [2023] demonstrated that reducing the number of labels to 14 improved classification

performance.

3.2.4 Linguistic Trait Detection

Beyond explicit propaganda techniques, hyperpartisan content often employs subtler linguistic
devices that require specialized detection methods. The semantic-pragmatic detection of
linguistic cues has proved to be a challenging task. |Shutova et al.| [2016] investigated the
field of metaphor identification by simultaneously drawing knowledge from linguistic and
visual data. (Chakrabarty et al.[[2022] released the FLUTE dataset spanning across Metaphor,
Sarcasm, Simile and Idioms collected through human-Al collaboration. Sarcasm has been
further explored by |[Oprea and Magdy| [2020], who released a dataset of English tweets

addressing the distinction between intended and perceived sarcasm. Lastly, [Tsvetkov et al.
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[2014] focused on the discrimination between literal and metaphorical meaning, using lexical
semantic features of the words that participate in their construction. Rodriguez et al.| [2023]]
demonstrated that metaphorical framing plays a role in propaganda detection through multi-
task learning. During EVALITA 2018, one of the main tasks was Irony detection and in this
occasion |Giudice| [2018]] adopted a variation of LSTM architecture to detect the irony within
Italian tweets. Inspired by Dinu et al.|[2021]], who deepened the field of pejorative language
in a multilingual setting, efforts in detecting Epithets to express misogyny in Italian on Twitter
have been done by |[Muti et al.|[2024]]. In contrast, we simultaneously annotated and modeled
different pragmatic features and jointly assessed their contribution towards HP detection for

an underrepresented language.

3.2.5 Domain-Specific Datasets

The development of robust detection systems depends critically on the availability of high-
quality annotated datasets. The growing presence of misinformation and polarized political
discourse has driven extensive efforts to curate datasets for detection tasks. Prior work
has focused on identifying conspiracy theories [Pogorelov et al., 2021} [Miani et al., 2021}
Langguth et al.l 2023} |Kim et al.| [2023a]], propaganda, and hyperpartisan content [[Golbeck
et al.| 2018 [Kiesel et al., 2019b, [Vogel and Jiang, 2019} Hossain et al.,|2020]]. A related and
well-established area is stance detection, which classifies whether a text expresses support,
opposition, or neutrality toward a specific claim or topic [Mohammad et al.,|2016,[2017, |[Kiiciik
and Canl 2022]. Despite these advances, many existing resources remain limited in both
linguistic and topical coverage. Most high-quality datasets are in English and focus on U.S.-
centric themes, such as domestic politics, the COVID-19 pandemic, or climate change. While
recent studies have begun to explore multilingual misinformation [Nielsen and McConvillel
2022, Leite et al.|[2024, Mohtaj et al.|[2024], important gaps persist. In particular, there is still
a shortage of high-quality multilingual datasets that reflect the European context and jointly
address hyperpartisanship, stance, and rhetorical bias as interconnected elements of political
discourse. Several datasets address polarizing topics across languages [Kurfali et al., 2025].
Piskorski et al.|[2023a]’s SemEval 2023 Task 3 covers COVID-19, climate change, migration,
and the Ukraine war across six languages, including Italian, and it is specific to logical fallacy
detection. For climate change specifically, datasets range from contrarian claim detection
[Coan et al., 2021] to stance detection [Vaid et al.l [2022] and multilingual news analysis

[Wast et al., 2024) [Maggini et al. |2025c]]. Immigration discourse has been studied through
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large-scale corpus analysis [Blokker et al., [2023]], while the Ukraine war’s polarization has
been examined through partisan news sharing patterns [Zhu et al., 2024} |[Khairova et al.,[2023|]
and cross-source semantic similarity [Khairova et al.,|2024} [Pavlichenkol [2022]]. With regards
to Italy’s political panorama, (Cignarella et al. [2020] collected tweets for stance detection to
investigate the phenomenon of “Movimento delle Sardine” expanding on previous works based
on the referendum of the Italian Constitution [Lai et al.| 2019, |2018]]. Despite the effort, these
works largely overlook Italian mainstream and independent news, relying on a narrow range

of sources and focusing on specific topics.

3.2.6 Explainability and Embedding-Based Enhancements

As detection models grow increasingly complex, understanding their decision-making pro-
cesses becomes paramount for both scientific validity and practical deployment. XAI methods,
such as SHAP for feature selection [Bangerter et al., 2023al] and Integrated Gradients (IG) for
sentiment/sociopsychological markers [[Aghababaei et al., [2025]], enhance propaganda detec-
tion, with LIME and Anchors improving BERT classifier interpretability [Szczepanski et al.}
2021]. |Atanasoval [2024] found gradient-based techniques, including IG, excel in faithfulness
to model internals, while SHAP optimizes confidence in identifying key tokens. Embedding-
based methods using n-grams, emotion lexicons, and sentiment features boost HP detection
[Mohan and Chen, 2025, Sourati et al., 2023 [Kiesel et al., 2019b]. We advance this by
comparing IG and SHAP attributions for LT versus non-LT tokens in HP classification.

3.2.7 LLMs as Annotators and Persona Prompting

The labor-intensive nature of manual annotation has motivated exploration of LLMs as au-
tomated annotators. Recent advances show that political science has increasingly adopted
supervised machine learning as a powerful tool for large-scale analysis of political text [Ho-
rych et al.| 2025 |Stromer-Galley et al., 2025]]. Within this context, LLM-based classification
offers a promising way to reduce manual annotation effort and costs while maintaining high
levels of accuracy. [Tornberg [2024] adopted LLMs to annotate messages from the social
media platform X based on the political belonging of the poster across 11 languages (only
one from the Romance group) using the Twitter Parliamentarian Database [Van Vliet et al.,
2020]. When comparing their results with the gold-standard labels, they found that LLMs

outperformed expert coders and fine-tuned baselines like BERT. However, results on public
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corpora may be inflated by pretraining contamination (data leakage) if models were exposed
to the same sources during pretraining [Sainz et al) 2023]]. |[Heseltine and von Hohenberg
[2024] report that GPT-4 performance drops for more abstract tasks (e.g., ideology detection)
and for longer inputs (full articles), while simple binary decisions yield higher human—-model
agreement; they also note lower accuracy and increased latency for non-English texts. Finally,
the implementation choices made by researchers while using LLMs as annotators influence
the results, introducing potential systematic biases and random errors [Baumann et al., 2025].
Therefore, further investigation is needed to understand how incorporating additional inputs
like sociodemographic data might enhance the performance of LLMs as annotators in subjec-
tive NLP tasks [Beck et al., 2024].

3.2.8 Text Style Transfer: Neutralization of Biased Texis

Beyond detection, an emerging research direction focuses on transforming hyperpartisan
content into neutral alternatives. Text debiasing and neutralization strategies range from fine-
grained classification [Maggini et al., [2025b|] and counter-example generation [Sermsri and
Panboonyuen, |2025] to reinforcement learning using embedding or classifier rewards [Liu
et al.,2021albl]. Recently, LLM-based approaches have dominated the field [Fernandez et al.,
2024/ |Juvino Santos et al.,[2025| |Dale et al., 2021, Sermsri1 and Panboonyuen, 2025]]. Political
neutralization is closely related to Text-Style Transfer (TST), typically involving word removal
or synonym replacement [De Ruvo et al.,[2025]]. However, political discourse involves complex
linguistic layers—including semantics, syntax, and pragmatics [Maggini et al., [2025b]—and
rhetorical strategies like irony or cherry-picking [Maggini et al., [2025d|]. Despite progress in
detoxification and depolarization [Toshevska and Gievska, 2025} [Dementieva et al.l [2024b]],
the task is hindered by resource scarcity. Existing parallel datasets include the Wiki Neutrality
Corpus [Pryzant et al.| [2020]], PARADETOX for detoxification [Logacheva et al. 2022], and
Reddit-based offensive language corpora [Atwell et al. [2022]. While multilingual efforts
like MultiParaDetox [[Dementieva et al., [2024a]] aim to automate collection, Italian remains
under-represented. Aside from DETOXIFY-IT for toxic comments [De Ruvo et al., |2025],
Par-ITA is the first human-curated parallel corpus for Italian hyperpartisan neutralization.
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3.3 Are LLMs Enough for Hyperpartisan, Fake, Polarized and Harm-
ful Content Detection? Evaluating In-Context Learning vs.
Fine-Tuning

Task Formulation

The core objective of this study is to evaluate the effectiveness of various architectures and
models in hyperpartisan (HP), fake news, political bias and harmful tweet detection, by com-
paring two widely used approaches: FT and ICL, where models are tested as off-the-shelf tools
without additional training. Specifically, we focus on tasks such as identifying hyperpartisan
and fake news, harmful tweets and a news’ political leaning, recognizing the distinct linguistic
and contextual challenges each task presents. Our approach encompasses both binary and
multi-class classification scenarios, leveraging a variety of datasets and multilingual contexts.
While the ultimate goal is not to develop production-ready models, we prioritize thorough
experimentation with various transformer-based architectures, prompt strategies, and learning
techniques. This exploration serves to highlight the strengths and limitations of the tested
architectures, contributing to the broader effort of refining misinformation detection method-
ologies within the NLP community. We acknowledge the fact that hyperpartisan news shows

peculiar stylistic traits, rather than fake news [Potthast et al.,|2018b]].

Datasets

For our experiments, we selected datasets for both binary and multiclass classification tasks.
The 10 datasets focus on articles (see Table |T1_7[), headlines, tweets on COVID-19 and political
news and different topics including TV, politics, sports, and health. They cover two types of
domains: news and Twitter, and include four specific-oriented classification tasks: hyperparti-
san and fake news, harmful tweet and political bias detection. For hyperpartisan detection, we
selected the SemEval-2019 Task 4 by-article dataset [Kiesel et al.,|2019al], which contains ar-
ticles from hyperpartisan and mainstream websites annotated by three annotators. They mostly
cover the first term of Trump, Gun Control and other U.S.-centric related topics. The dataset’s
strength lies in its article-level annotations that allow for analysis of extended argumentative
structures and narrative techniques typical of hyperpartisan content, rather than just isolated
claims. The VIStA-H dataset [Lyu et al.,2023|] includes hyperpartisan and neutral news head-

lines from right, center and left U.S. newspapers. Its focus on headlines rather than full articles
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complements the SemEval dataset. The dataset’s temporal coverage, from 2014 to 2023, is
particularly valuable for tracking how hyperpartisan news evolved through multiple election
cycles. The Fake News Net dataset [Shu et al., 2017 contains news articles shared on Twitter,
allowing for analysis of how hyperpartisan content circulates in social media environments.
The Spanish Fake News Corpus [Gomez-Adorno et al., [2021]] gathers news from Spanish
newspapers and media company websites, along with fact-checking websites. This corpus was
selected to broaden the linguistic and cultural scope of the research beyond English-language
and U.S.-centric media. The incorporation of fact-checking websites provides an additional
layer of verification that strengthens the dataset’s reliability. The Fake.br Corpus [Monteiro
et al.| [2018]] focuses on Brazilian Portuguese manually collected and checked news. The in-
clusion of this Brazilian Portuguese corpus further expands the cross-cultural and multilingual
dimensions of the research. Brazil’s distinct political landscape and media environment pro-
vide an important comparative case for testing the generalizability of the detection approaches.
The manual verification process strengthens the dataset’s reliability as a benchmark for testing
detection methods in a language where NLP resources might be less abundant than for English
or Spanish. CLEF 2022 CheckThat! Lab Subtask 1C [Nakov et al.}[2022] was selected for
its focus on COVID-19 misinformation tweets across multiple languages (Arabic, Bulgarian,
and English), providing an opportunity to study fake news content around a global crisis that
transcended national boundaries. Regarding political bias detection, we considered the Qbias
dataset [Haak and Schaer,[2023]], which contains articles from AllSides, a news aggregator with
an established methodology for evaluating political leaning. This provides a more nuanced and
professionally curated ground truth for political bias than many other available resources. This
nuanced approach helps move beyond binary classifications of political content and supports
more sophisticated analysis of bias indicators. Lastly, CLEF 2023 CheckThat! Lab Task
3A dataset [Azizov and Nakovl [2023]] provides contemporary examples that reflect the current
state of political communication and media bias. This diverse collection of datasets provides
a comprehensive foundation for developing and evaluating models across multiple languages,
cultural contexts, media formats and misinformation tasks. To produce input for the classifier
in the Spanish Fake News Corpus and Qbias datasets, we concatenated the headline and the

body of the article.
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Dataset Abbr. | Lang. | Timeframe | Train Size | Test Size | Domain | Type | Task | Label Ratios (Train / Test)
VIStA-H |Lyu et al.|[2023 HV en 2014-2023 1999 201 | News S HP HP: .39/.63; N: .50/.50
SemEval-2019 by-article |Kiesel et al.| | SH en 2007-N/A 645 628 | News D HP HP: .50/.50; N: .50/.50
2019a
Spanish Fake News Corpus [Gémez-| | SFN es 2020-2021 676 572 | News D FN T: .50/.50; F: .50/.50
‘Adorno et al.}2021
Fake News Net [Shu et al.{2017 FNN en N/A 18556 4640 | News D FN T: .74/.74; F: .26/.26
Fake.br Corpus [Monteiro et al.|2018 FBC pt 2016-2018 5760 1440 | News D FN T: .50/.50; F: .50/.50
CLEF 2022 1C [Nakov et al.|2022. ClA ar N/A 3624 1201 | Twitter S HT NH: .81/.84; H: .19/.16
CIB bu N/A 708 325 | Twitter S HT NH: .87/.97; H: .13/.03
CIE en N/A 3323 251 | Twitter S HT NH: .91/.84; H: .09/.16
CLEF 2023 3A |Azizov and Nakov/2023 C3A en N/A 45066 5198 | News D PB R:.39/.13; C: .34/.38; L: .27/.50
Qbias [Haak and Schaer||2023 QB en 2012-2022 17403 4351 | News D PB R:.39/.13; C: .34/.38; L: .27/.50

Table 3.12: Description of the datasets used in our experiments. Dataset types: S = Sentence, D =
Document. Tasks: HP = Hyperpartisan News Detection; FN = Fake News Detection; HT
= Harmful Tweet Detection; PB = Political Bias Detection. Labels: HP = Hyperpartisan,
N = Neutral; T/F = True/Fake; NH/H = Non-harmful/Harmful; R/C/L = Right/Center/Left.
Abbr. contains the abbreviation we will use in this paper to refer to the datasets.

3.3.1 Models

For our experiment, we compared two types of model architectures: encoder-only and decoder-
only models.

Encoder-Only Masked Language Models: Following Edwards and Camacho-Collados
[[2024]], we selected BERT-derived models such as RoBERTa-base (125 million parameters)
and RoBERTa-large (354 million parameters) [Liul [2019]], XLM-RoBERTa [[Conneau et al.,
2019], POLITICS [Liu et al., [2022b]], which has been adapted for the political domain using
continuous pre-training, and mDeBERTaV3 [He et al., 2021]. RoBERTa is pre-trained on
English data, while XLM-RoBERTa is trained on 100 different languages, making it suitable
for evaluating the impact of multilingual training on performance.

Decoder-Only Large Language Models: We experiment using various small-size open-
weight LLMs: Llama-3.1-8b and Llama-3.1-8b-Instruct, Mistral-Nemo-Instruct-2407 [Mis-
trall 2024], Qwen2.5-7B-Instruct [Qwen et al., [2025]]. These models are decoder-only and
testing them allows us to observe generalizable effects across model families and tasks. The
temperature was set to O for all the experiments. Generally, for non-English datasets, we
evaluated models exclusively trained on multilingual datasets to ensure appropriate language

coverage and performance.

3.3.2 Prompt design

Earlier studies like Wei et al.| [2022], Jung et al.|[2022] and Mishra et al.|[2022] have demon-

strated the effectiveness of using task-specific prompts. Therefore, following [Edwards and
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Camacho-Collados| [2024] and |Labrak et al.|[2024]], we constructed the prompts by concate-
nating the following elements: 1) an instruction detailing the task, domain, and describing the
meaning of the label; 2) the input argument, supplying essential information for the task; 3)
the constraints on the output space, guiding the model during output generation. To improve
the coherence, the specificity of the prompts, the instructions to follow in the codebook, and
the fine-grained reasoning in CoT for the political domain, we collaborated with an expert
in Political Science. In particular, to structure and develop our codebooks, we were inspired
by |[Vincent and Mestre| [2018]] and Halterman and Keith| [2025]], which introduced clear task
definitions, explicit and exhaustive rules to determine the label of a data point, as well as
provided examples covering both correct and borderline cases. We tested different prompting
and ICL strategies such as zero-shot, Few-Shot, codebook and a variant of guided CoT, inter-
preting the reasoning as a multi-task evaluation [Lee et al., 2024} |Duan et al.,|2024], to provide
explainable results like in|Yang et al.|[2023a]. We compare the random selection of Few-Shot
exemplars with a more diversified selection using DPP, for which we provide a brief introduc-
tion in the following section. We also compare the results given by prompting the models with
instructions containing different levels of complexity: general instructions, specific definitions
of political phenomena or specialized instructions with more context provided. During the
prompt optimization phase, we placed particular emphasis on ensuring that the model adhered
to a consistent label format. This was crucial to ensure the outputs were reliably parseable. For
instance, we discovered that the models, when asked to provide string labels, generated a few
unparseable outputs, considered wrong at the time of inference. This behavior occurred across
all the models and configurations. Moreover, initially we tested Mistral-7B and it frequently
not followed the instructions regarding the template. This is why we did not introduce it in
the experimental setting. Lastly, in CoT, to ensure its proper functioning, we made sure the

models generated the thoughts before the final output.

3.3.3 Determinantal Point Process

Determinantal Point Process is a probability distribution over a cloud of points that are used as
a computational tool across the fields of physics, statistics and machine learning [Gautier et al.|
2019]. DPP has been used to select a diverse and representative set of data points for in-context
learning [[Yang et al., [2023b]], data annotation [Wang et al., [2024b], instruction tuning [Wang
et al., |2024a]] and pre-training [[Yang et al., 2024]. DPP has been preferred for these tasks

because it helps in promoting efficiency while maintaining diversity of the selected subset from
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a large set. To illustrate, let us consider two sets called the index set A = {1,2,... N} and its
corresponding item set /4 = {x1, 2, ...,xn}. Then the problem of subset selection becomes
evaluating 2M subsets, which is computationally intractable and combinatorially explosive as
the size of the super set grows. In order to approximately solve this problem, DPP first uses
the representation of the data x;. We use Sentence-BERT [Reimers and Gurevychl [2019] to
calculate the representations or embeddings. After the representations are computed, DPP
algorithm works by calculating a Kernel K;; = k(x;, x;) where kernel function k can be any
similarity or distance metric between 2 points. Based on this, we select a subset Y € A, the
probability selection of Y is given by.

p(y) - _detKy)

" det(K +1) G-D

Here Ky is the subset of the matrix K and consists of K;; for 7, j € Y. I'is the identity matrix
and det(-) represents the determinant of a matrix. Under these conditions, the selection of the

best subset can be formulated as the optimization problem as follows:

Ypest = argmaxyca,|y|=kdet(Ly) (3.2)

Algorithms exist to select such subsets of size k from the superset by sampling from the
posterior distribution. For the task of selection we use the exact sampler [Gautier et al.,
2019, [Mazoyer et al. [2020] which is the part of DPPy package by [Gautier et al., 2019]
and is faster than Monte-Carlo sampler [Bardenet and Hardy, [2019]. Since the algorithm
works on sampling at the kernel level it helps in selecting data points which are diverse in the

representation space.

3.3.4 ICL Setting

We aim to compare the capabilities of different learning techniques, namely FT and ICL, and
model architectures for hyperpartisan, fake news, harmful tweet and political bias classifica-
tion. To investigate the ability of LLMs on those tasks in ICL, we used Llama-3.1-8b-Instruct,
Mistral-Nemo-Instruct-2407 and Qwen2.5-7B-Instruct by prompting them with different se-
tups: 0O-shot with General Prompt, 0-shot with Specific Prompt, Col and Few-Shot with
k-shot where k>0. In the k-shot configuration, we adopted the General Prompt along with
random examples and the respective labels of the dataset. To further test the stability of the

prompting, we used Determinantal Point Process [Gautier et al., [2019] to select a diverse set
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of data points for each of the k-shot settings. The general prompt template is: <Role> <Task
description> <Definition or Instructions> <Text to classify or examples followed by text to

classify> <Response format>. We provide examples of our different prompts for PL detection

in Table[3.13

Table 3.13: Table showing different examples of instruction for PL Detection.

Prompt Text

zero shot | ”You are an expert in political domain. You will be provided with a text, and
generic your task is to determine, to the best of your judgment, whether the text is left-,
right-wing or neutral. If you are unsure, make the most informed decision you can
based on the content. Determine the political leaning of the headline. The possible
choices are: ’left’ if the article is left-wing, ’center’ if the political leaning is from
the center, ’right’ if the article is right-wing’. Make sure to structure your answer
in the following manner:\n\nFinal Answer ==>left\n\nor \n\nFinal Answer

==>center \n\nFinal Answer ==>right\n\n Here’s the text: ”

zero shot | ”You are an expert in political domain. You will be provided with a text, and
generic your task is to determine, to the best of your judgment, whether the text is left-,
right-wing or neutral. If you are unsure, make the most informed decision you
can based on the content. Determine the political leaning of the headline. The
possible choices are: ’left’ if the article is left-wing, ’center’ if the political leaning
is from the center, ’right’ if the article is right-wing’. Left-wing ideologies and moral
values often include support for social equality, environmentalism, social justice,
labor rights, and progressive taxation. Center ideologies and moral values often
focus on a balance between market and social justice, pragmatism, and incremental
reform. Right-wing ideologies and moral values often emphasize tradition, free
market capitalism, individualism, and a limited role of government. Detect the
political leaning of the headline. Determine the political leaning of the headline.
The possible choices are: ’left’ if the article is left-wing, ’center’ if the political
leaning is from the center, 'right’ if the article is right-wing’. Make sure to structure

your answer in the following manner: \ n \ nFinal Answer ==>left\n\nor \n\nFinal

Answer ==>center \n\nFinal Answer ==>right. \n\n Here’s the text: 7,
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Table 3.13 — continued from previous page

Prompt

Text

few shot

”You are an expert in political domain. You will be provided with a text and some
labeled examples, and your task is to determine, to the best of your judgment,
whether the text is left-, right-wing or neutral. If you are unsure, make the most
informed decision you can based on the content. Determine the political leaning of
the headline. The possible choices are: ’left’ if the article is left-wing, "center’ if the
political leaning is from the center, 'right’ if the article is right-wing’. Make sure to
structure your answer in the following manner:\n\nFinal Answer ==>left\n\nor

\n\nFinal Answer ==>center \n\nFinal Answer ==>right\n\n Here’s the text:

”
s

codebook

”You are an expert in political domain. You will be provided with a codebook to
follow and a text, and your task is to determine, to the best of your judgment, whether
the text is left-, right-wing or neutral. If you are unsure, make the most informed
decision you can based on the content. Determine the political leaning of the head-
line. *Definition: Left-wing ideologies and moral values often include support for
social equality, environmentalism, social justice, labor rights, and progressive taxa-
tion. Center ideologies and moral values often focus on a balance between market
and social justice, pragmatism, and incremental reform. Right-wing ideologies and
moral values often emphasize tradition, free market capitalism, individualism, and
a limited role of government. *Task: The possible choices are: ’left’ if the article is
left-wing, ’center’ if the political leaning is from the center, 'right’ if the article is
right-wing’. Make sure to structure your answer in the following manner: \ n\ nFinal

Answer ==>[left or center or right] \n\n Here’s the text: ”,

74




Table 3.13 — continued from previous page

Chapter 3. Methodology

Prompt

Text

cot

”You are an expert in political domain. You will be provided with a text, and your
task is to determine, to the best of your judgment, whether the text is left-, right-wing
or neutral. If you are unsure, make the most informed decision you can based on
the content. Determine the political leaning of the headline. The possible choices
are: ’left’ if the article is left-wing, ’center’ if the political leaning is from the
center, ‘right’ if the article is right-wing’. Make sure to structure your answer in
the following manner: \n\nFinal Answer ==>[left or center or right] Reason step
by step: 1. Identify key words and phrases: list of words or phrases that might
indicate political bias. 2. Sentiment analysis: Analyze the tone and the language to
see if there are polarizing words, or emotional language. 3. Are there any rhetorical
devices used? (e.g., hyperbole, loaded questions). 4. Look for policy implications:
Does the headline suggest support for or opposition to specific policies? Are there
any implicit assumptions about political or economic systems? 5. Identify target
audience: Who seems to be the intended audience for this headline? 6. Left-wing
hyperpartisan: Consider you are a left-wing reader. Would you consider this article
as hyperpartisan to your political stance? [Follow the instructions from 1 to 5.] 7.
Right-wing hyperpartisan: Consider you are a right-wing reader. Would you con-
sider this article as hyperpartisan to your political stance? [Follow the instructions
from 1 to 5.] 8. Consider omissions and emphasis: What information is emphasized,
and what might be omitted? How might this emphasis or omission indicate bias? 9.
Final prediction. The output will be in this format. Remember to use all reasoning
steps followed by <end>to write a coincise explanation: Example output: ** Key
words: EXPLANATION <end>** Sentiment analysis: EXPLANATION <end>**
Policy implications: EXPLANATION <end>* Target audience: EXPLANATION
<end>** Left-wing hyperpartisan: EXPLANATION <end>* Right-wing hyper-
partisan: EXPLANATION <end>** Omissions and emphasis: EXPLANATION
<end>*Final Answer ==>left\n\nor \n\nFinal Answer ==>center \n\nFinal

Answer ==>right\n\n Here’s the text: ”

In order to maintain a balanced pool of examples, for multi-class datasets, we sampled from

1 to 3 examples per label; otherwise, we extracted the same k-shot per class. Finally, for non-

English data, the corresponding roles and instructions were provided in the respective language

to ensure accuracy and contextual relevance. The types of prompts we used are the following:

General Prompt By providing the model with task-specific context (e.g., a headline, article,
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or tweet), we prompted it to classify the input text with the appropriate task label. With this
configuration, we leverage the internal knowledge of the model to predict the answer, while
being aware that it can suffer from political bias [Bang et al., 2024]. We used it in 0-shot and
Few-Shot. Specific Prompt We slightly changed the previous template, introducing in the
instruction the political definition of the phenomenon analyzed and some knowledge regarding
the biases in partisan texts and asked the model to classify the text with the correct label. These
political definitions were provided by a domain expert. Thus, we insert external knowledge
and introduce a political definition to maximize the model’s understanding capability and
improve the quality of its outputs. We tested its efficacy only in zero-shot. Codebook Based
on previous works, with the help of a Political Scientist, we crafted a specific codebook
for each task. These codebooks contain a definition of the phenomenon, a description of the
task’s characteristics considering several aspects (e.g., style, narrative) and particular linguistic
features (e.g., use of hashtags, tone, source credibility). Furthermore, the detection criteria
contain examples to help the LLM understand the specific rules for each task. Crucially, this
detailed codebook information was directly embedded within the <Definition or Instructions>
component of our prompt template, allowing the LLM to perform rule-based reasoning for
classification. This approach enables the models to leverage explicit, structured knowledge
during inference, directly addressing the complexities of the tasks. Guided CoT Prompt We
guided the model to break down its reasoning step by step before making a final classification
on the specified context, ensuring it produced explanations for all the steps before the final
prediction. Specifically, we divided the hyperpartisan classification task into different sub-
tasks: sentiment analysis, rhetorical bias, framing bias, and ideology detection [Maggini and
Gamallo Otero, 2024]]. Moreover, by asking the model to identify itself with a specific political
leaning, we are introducing recursive thinking [Duan et al., 2024]]. This method encourages
the model to consider multiple factors and clearly articulate its reasoning, potentially leading
to more robust and explainable classifications. Lastly, our approach allows us to consider the
multidimensionality of each misinformation phenomenon analyzed. By guiding the model
through this structured reasoning process, we aimed to reduce misclassification and promote
a more nuanced analysis. This approach also enabled us to observe how the model weighs
different textual elements in its decision-making process, which helps in identifying any
inherent biases or limitations within the model’s reasoning. We conducted preliminary tests
with various prompts and configurations to refine the ones used in this experiment, ultimately

selecting the configurations that yielded the best results on the training set. The optimization

76



Chapter 3. Methodology

of these prompts was done manually rather than through automated methods. As a result, our
prompts vary in terms of length, complexity, task specificity, and domain relevance, providing
a comprehensive range of settings for evaluation. This structured and manually optimized
approach not only enhances the model’s classification performance but also provides deeper
insights into the model’s interpretability and decision-making process across different political

contexts.

Benchmark Experiments: Setup

With this pool of datasets, we tested both Encoder-only and Decoder-only architectures in a
multilingual setting for different detection tasks related to mis-/dis-information. This work
serves as a methodological backbone for model selection in the following experiments involved
in the thesis project. In other words, this work allows us to understand what methods and
configurations are the best approach for our research purposes, but also to highlight the

limitations (e.g. languages, tasks) of the current tested systems.

3.4 PartisanLens: A Multilingual Dataset of Hyperpartisan and
Conspiratorial Immigration Narratives in European Media

Design Principle

FartisanLens constitutes the first multilingual resource developed within this thesis and reflects
its broader objective of creating European-centered datasets for the study of polarized and
potentially harmful online narratives on immigration. The dataset was designed to support
the investigation of anti-immigration discourse across Southern Europe, with a particular
focus on Spain, Portugal, and Italy. These countries represent a relevant case study due to
their geographical position as major entry points for migratory flows into Europe and their
consequent exposure to political narratives that exploit immigration as a source of social and
ideological polarization [Hallin and Mancini, [2004b| |Briiggemann et al., [2014]].

The creation of this resource is motivated by two of the central themes of the thesis. First,
it addresses the lack of multilingual datasets tailored to European socio-political contexts,
reducing the dependence on English-centric resources that may inadequately represent local
manifestations of polarization. Second, it adopts a linguistically informed approach to the study

of hyperpartisan discourse by moving beyond simple classification labels and incorporating
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additional semantic and rhetorical dimensions that contribute to the construction of polarized

narratives.

To achieve these objectives, the dataset focuses on two interconnected constructs: Popula-
tion Replacement Conspiracy Theory (PRCT) and hyperpartisanship. The former represents
a specific ideological narrative frequently employed in anti-immigration discourse, while the
latter captures the broader communicative style characterized by extreme political polarization
and rhetorical bias. The simultaneous annotation of these constructs enables the investigation
of both the ideological content of headlines and the linguistic strategies through which such
content is communicated.

The choice of headlines as the unit of analysis is primarily motivated by the data collection
process. The corpus was gathered through MediaCloud, which provides large-scale access to
news metadata but does not systematically preserve the full content of articles across sources.
Nevertheless, headlines constitute a particularly valuable object of study. As the first point
of contact between readers and news content, headlines play a crucial role in framing events,
attracting attention, and shaping interpretations before the article itself is read. In hyperpartisan
and conspiratorial communication, headline writing often concentrates rhetorical strategies
into highly compressed linguistic forms, making it possible to observe salient manifestations

of polarization even within limited textual contexts.

Beyond the primary labels, the dataset incorporates three rhetorical bias dimensions. These
additional annotations provide a richer semantic characterization of the data and allow for a
more detailed examination of how hyperpartisan and conspiratorial narratives are linguistically
realized across different languages and national contexts. This design choice is consistent with
the broader methodological philosophy of the thesis, which seeks to complement predictive
models with interpretable linguistic information capable of explaining why particular instances

are perceived as hyperpartisan.

A further objective of PartisanLens concerns the role of LLMs in annotation workflows.
Indeed, we investigate whether these models can reproduce human judgments when evaluating
complex socio-political and subjective constructs. To this end, we employ persona prompt-
ing strategies that incorporate annotators’ sociodemographic characteristics (see Tables [3.16]
and into the prompting process. This experimental setting allows us to explore the
extent to which LLMSs can approximate human annotation behavior and whether demographic
information influences their decisions.

More specifically, we compare LLM-generated annotations against human agreement lev-
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els across the three target dimensions (HP, PRCT, and Stance) in all three languages. Rather
than treating LLM outputs as inherently reliable, the study evaluates their performance against
the reference standard established by human annotators. The central research question is
therefore whether contemporary LLMs can approach human agreement levels when annotat-
ing nuanced political and ideological phenomena across multilingual and culturally diverse
contexts.

In summary, PartisanLens serves multiple purposes within the broader research agenda
of this thesis. It provides a multilingual resource grounded in European political realities,
supports the investigation of the relationship between hyperpartisanship and anti-immigration
conspiracy narratives, enriches the analysis through rhetorical bias annotations, and offers an
empirical assessment of the potential and limitations of LLMs as annotation assistants. As the
first resource developed in this research program, it establishes several of the methodological
principles that are subsequently expanded in the sentence-level and paragraph-level datasets

presented in the following sections.

3.4.1 Data collection and preparation

We focused on collecting immigration-related headlines in three underrepresented Romance
languages: Spanish, Portuguese and Italian. These represent major linguistic areas along the
Mediterranean migration routes into Europe [Aragall, 2018], and yet remain largely absent
from resources for misinformation detection. Our data collection followed a hybrid strategy
that combined keyword-based retrieval with LLM-assisted filtering. Using the Media Cloud
platfor we extracted headlines from national and regional outlets in Spain, Italy, and Por-
tugal. For each language, we used targeted keyword queries (e.g., equivalents of migration or
immigration policy, population replacement) to capture a broad range of immigration narra-
tive@ After removing duplicate URLs and headlines, this process resulted in approximately
400.000 unique entries. Given this scale, we employed L1ama 3.1 8B to perform an initial
classification along two dimensions: hyperpartisan and PRCT. This automatic step ensured
coverage of low-frequency but socially important categories. In particular, PRCT-related con-
tent represented less than 1% of the initial corpus. Guided by this filtering, we selected a
balanced and diverse sample of 1617 headlines published between 2020 and 2024 from 329

distinct sources.

nttps://www.mediacloud.org/
38Full keyword lists are available in our repository.
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The custom platform allows annotators to annotate one headline at a time using the labels
introduced in[3.4.1] The output file is a csv file.

News Headline Annotator

[Scegiifile | MC_ITA_r2json m m | undo H save

Current Index: 108 Total Headlines: 123

ID: 9129da1a6ef00e66056980d7f35c6dad715657217cc365f399895e167c2c74ff
Immigrazione, una EIERSHISELE che Necessita di un Piano Abitativo Nazionale
Selected text: Bomba Sociale

Tag the selected text as:

Hyperpartisanship

PRCT

Neutral (0) Contains PRCT (1)

Loaded Language

Neutral (0) Contains Loaded Language (1)

Appeal to Fear

Neutral (0) Contains Appeal to Fear (1)

Name Calling

Conan e Cang )

Stance Detection
e ] e

Figure 3.6: Example of the custom HTML platform used for the annotation process.

Annotation protocol

The annotation protocol was designed to capture both ideological content and rhetorical
framing in immigration-related headlines. Each item was annotated along six complementary
dimensions that reflect the stance, narrative strategy, and emotional tone of the texllﬂ At the
content level, we considered: (i) Hyperpartisan, indicating whether the headline expressed
a one-sided or ideologically extreme view; (ii) PRCT, marking conspiratorial framings such
as references to population replacement or coordinated demographic change; and (iii) Stance

39Full annotation guidelines are available in our repository.
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(categorical), capturing the overall attitude toward immigration as pro, neutral, or against. In
addition, three rhetorical strategies were annotated at the span level: (iv) Loaded language,
where emotionally charged wording was used to provoke reaction; (v) Appeal to fear, framing
immigration as a threat or danger; and (vi) Name calling, involving derogatory or stereotyping
expressions. These rhetorical cues are known to polarise debate by appealing to emotion rather
than reasoned argumentation [Maggini et al., 2025a]. Annotation was conducted through a
custom Web interface that masked outlet names to avoid source bias. Nine native speakers,
3 males and 6 females (three per language, all with at least a master’s degree) carried out
the task over four iterative rounds, beginning with pilot annotations and guideline refinement,
followed by progressively larger batches. In total, the process required approximately 66
hours. The final dataset includes both individual annotations and majority labels, enabling not
only supervised training but also future research on annotator disagreement and uncertainty.
To assess the annotation reliability, inter-annotator agreement was computed using Fleiss’ «
across the three main annotation tasks (Hyperpartisan, PRCT, Stance). Rhetorical strategies
were not evaluated for agreement as they were annotated at the span level and primarily served
to guide annotators by highlighting cues associated with hyperpartisan phenomena.

Dataset statistics

PartisaNLENs includes 527 headlines in Portuguese (PT), 565 in Italian (ITA), and 525
in Spanish (SPA). Table summarises the majority voting distribution across all labels.
Hyperpartisan headlines are prevalent in every language (range of 59-70%), while PRCT
cases remain relatively rare (under 10% in PT and SPA, but higher in ITA at 28%). Stance
distribution varies considerably: anti-immigration headlines dominate in Italian (59%) and
Portuguese (40%), whereas Spanish headlines are mostly neutral (80%). Pro-immigration

stances are scarce across the three languages.

3.4.2 Benchmark Experiments: Setup

PartisaANLENs has been created to be used as a benchmarking resource for HP and PRCT
detection. Additionally, we compare state-of-the-art multilingual models under increasing
supervision levels, from zero-shot prompting to supervised fine-tuning. Our goals are: (i) to
establish baselines for the three target tasks (Hyperpartisan, PRCT, Stance) across Spanish,
Italian and Portuguese (SPA, ITA, PT), and (ii) to quantify how supervision type and rationale-

augmented learning affect accuracy and robustness.
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Category Label SPA ITA PT
Hyperpartisan True 336 337 367
yperp False 189 228 160
True 46 160 9

PRCT False 479 405 518
Pro 4 78 130

Stance Neutral 419 156 185

Against 102 331 212

Present 346 234 213
None 179 331 314

Present 107 168 35
None 418 397 492

Present 35 44 33
None 490 521 494

Loaded lang.

Appeal to fear

Name calling

Table 3.14: Dataset label distribution.

Models

We evaluate multilingual transformers covering encoder and generative architectures. As a
strong non-generative baseline, we include mBERT [Devlin et al., 2019]] (110M parameters),
widely used for cross-lingual classification. To compare against more recent instruction-
tuned systems, we explore three generative LLMs of increasing scale: Llama 3.1{8B,
Mistral{Nemo{Base {2407 (12B) [Mistral Al team,[2025] and L1ama 3.3{70B [Dubey
et al., [2024].

Classification strategies

We design four complementary strategies to study supervision effects over the three target
tasks (hyperpartisan, PRCT and stance):

Zero-shot prompting. Models receive a concise task description defining the three task
categories. We set temperature = 0 for deterministic decoding and instruct models to
output only a valid label Table [3.17]

Few-shot prompting. To provide minimal task-specific context, we include ten balanced
demonstrations (=2 per label) selected via a Determinantal Point Process (DPP) [Kulesza,

2012] to maximise diversity and reduce redundancy. We interleave one positive instance and

82



Chapter 3. Methodology

Trump suggests creating a UFC-style fighting
league made up of “violent migrants”

Hyperpartisan: True PRCT: False Stance: against

Rationale: The headline suggests that Trump is
proposing an idea for a fighting league consisting of
‘violent migrants”, which implies a negative and
discriminatory tone towards immigrants. The use of
the term “violent migrants” is emotionally charged
and frames immigrants in a bad light, indicating
strong ideological bias.

Figure 3.7: Example of a rationale-enhanced annotation.

one negative in our few-shot. Prompts match the zero-shot setup except for the in-context

examples.

Supervised fine-tuning (labels). LLMs are fine-tuned for two epochs with learning rate
2¢7%, linear decay, warm-up ratio 0.03, batch size 12, and adamw_8bit; inputs are truncated
at 4096 tokens. These hyperparameters follow common practice in instruction-tuning and
were selected after small validation sweeps to balance stability and avoid overfitting. For
mBERT, we train for 5 epochs with learning rate 3e~*, batch size 16, and dropout 0.23.

Supervised fine-tuning (labels + rationales). In this variant, models are fine-tuned
not only on classification labels but also on rationales, which are short, natural-language
explanations derived from the rhetorical bias spans annotated during corpus creation. These
rationales express how a headline carries persuasion, such as “The headline appeals to fear
by suggesting a national threat”. We generate fluent, context-aware rationales from annotated
templates using Llama-3.3-70B-Instruct, and concatenate them to the input text
during fine-tuning. This encourages interpretable learning and alignment between evidence
and prediction [Zhang et al., 2024, |Piot and Parapar, 2025]. An example of a rationale-

enhanced instance is shown in Figure[3.7]
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Text characteristics

The dataset is composed of news headlines on European Immigration collected from a

wide range of media outlets covering the whole political leaning spectrum. For this reason,

the texts are short. Due to the nature of the task and the topic, some headlines may refer to

immigration using racist and toxic language, spreading xenophobic messages, which could

result in the adoption of a conspiracist tone with specific linguistic and topic patterns (PRCT).

The primary goal of the dataset is the detection of extremely polarized news to understand

how they address these themes.

Sociodemographic Data

Table [3.16]illustrates the sociodemographic data we collected for each annotator. All of those

dimensions have been used to craft the Persona Prompts.

Attribute Value

Gender: Male

Education: Doctorate

Background: Humanities

Age: 28

COMPASS Economic: -5.25

COMPASS Social: -6.21

PRISM Government: 100 Technocracy

PRISM Economy: 84 Mixed Markets,
16 Ordoliberalism

PRISM Society: 100 Freedom

Native Language: Italian

Native or Migrant: Migrant

Ethnicity: Italian

Employment Status: Student

Marital Status: Partnered

Religion: Atheist

Disability Status: No

Table 3.15: Example of sociodemographic data. COMPASS Economic ranges from negative to
positive values, where lower scores indicate a left-leaning economic stance, and
higher scores indicate a right-leaning stance. COMPASS Social follows the same logic,
with lower values reflecting a libertarian orientation and higher values an authoritar-

ian one.
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Annotator demographic

Table [3.16] presents the demographics of the annotators who participated in the curation

of this dataset.

Age Gender Race/Ethnicity = Native Socioeconomic  Training
language status

SPA 1 27  Male Hispanic Spanish employed STEM (PhD)

SPA2 28 Female  Caucasian Spanish PhD student STEM (MSc)

SPA3 28  Female  White Galician employed Humanities
(MA)

ITA 1 28  Male Italian Italian PhD student Humanities
(PhD)

ITA 2 27  Male Caucasian Italian PhD student Humanities
(PhD)

ITA3 26  Female  White Italian unemployed Humanities
MA)

PT1 55 Female Caucasian Portuguese employed, mar- Humanities

ried MA)

PT2 26  Female Caucasian Portuguese  Student Humanities
(BA)

PT 3 24  Female  White Portuguese employed STEM (MSc)

Table 3.16: Participant demographic overview

Evaluation metrics

We report macro-averaged precision, recall, and F1 across the three tasks and all our proposed
models. These metrics are robust to class imbalance and ensure that minority classes con-
tribute equally to the overall score. This follows standard practice in hyperpartisan detection,
misinformation classification, and abusive-language research, where label distributions are
typically skewed [Liu et al., 2025| |[Essahli et al., 2025} |/Assenmacher et al., 2025].

Setup

To answer this research question, we measure mean pairwise Cohen’s k for human—-human
(H-H) and LLM-human pairs using two models: (i) Llama 3.3--70B fine-tuned with
labels + rationales (L-H), and (if) gpt —5-mini in inference mode (G-H). We chose the 70B

model with rationales due to its robustness across tasks and include gpt -5-mini to study
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whether a recent inference model narrows the human gap. The agreement results for all the

annotation pairs (human pairs and LLM-human pairs) are summarized in Table @

3.4.3 Persona prompt

We build structured persona prompts representing each annotator’s political and demographic
background. To do so, each human annotator completed two anonymous instruments: the Po-
litical Compass testﬂ which places respondents on Left—Right and Authoritarian—Libertarian
axes, and the PRISM quiz@ which captures social and economic orientations. We standardise
test scores within each dimension and combine them with self-reported sociodemographics
(e.g., age range, gender) to construct concise, non-identifying textual profiles. Personas are
generated from predefined templates that map score ranges to qualitative descriptors (e.g.,
“economically left-leaning, socially moderate, libertarian-leaning”). Full sociodemographic
summaries and persona templates are included in the Tables [3.15]and [3.18]
Tables and Table [3.18]show the prompts used in the experiments.

You are a strict JSON generator. Analyze the following news headline
and output a JSON object with this exact format:

1 {

2 "hyperpartisan": "<Boolean>",

3 "prct": "<Boolean>",

4 "stance": "<prol|against|neutral>",
5

}

Hyperpartisan: Does it show strong ideological bias or use emotionally
charged language? (True/False)

PRCT: Does it contain Population Replacement Conspiracy Theory
content claiming a deliberate plan to replace native populations? (True/-
False)

Stance: What is its stance toward immigration policies? (pro/again-
st/neutral).

DO NOT include any commentary or explanation. Only return valid
JSON.

Headline: jheadline;

Table 3.17: Zero-shot and few-shot prompt.

We implement persona prompting with twomodels: Llama 3.1--70Bandgpt5-mini.

For both, we extend the zero-shot classification prompt with the same user-persona context,

40Each H-H value averages across all human pairs. L-H and G-H average the corresponding LLM vs. each
human.

https://www.politicalcompass.org/

https://prismquiz.github.io/
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You are a <gender> individual with a < age > years old, holding a
master’s degree in <subject>. Your COMPASS test values indicate you
are leaning towards <political leaning>.

You advocate for <PRISM_Government>, support
<PRISM _Economic> matters, and align with <PRISM _Society>.
Your native language is <language>, and you identify as <religion>.
You are a strict JSON generator. Analyze the following news headline
and output a JSON object with this exact format:

1 {

2 "hyperpartisan": "<Boolean>",

3 "prct": "<Boolean>",

4 "stance": "<prol|against|neutral>",
5

}

Hyperpartisan: Does it show strong ideological bias or use emotionally
charged language? (True/False)

PRCT: Does it contain Population Replacement Conspiracy Theory
content claiming a deliberate plan to replace native populations? (True/-
False)

Stance: What is its stance toward immigration policies? (pro/again-
st/neutral).

DO NOT include any commentary or explanation. Only return valid
JSON.

Headline: <headline>

Table 3.18: Zero-shot Persona prompts.

with all other prompt components remaining identical. The persona context states the anno-
tator’s traits (gender, age range, and economic/social/authority—liberty positions derived from
Compass/PRISM) before the task instructions. For evaluation, we compare each persona-
LLM to: (i) its matched human counterpart (the annotator whose profile it simulates) and
(i) non-matched annotators in the same language. We also contrast these results with the

human-human agreement baseline (Table £.6).

3.5 Detecting Hyperpartisanship and Rhetorical Bias in Climate
Journalism: A Sentence-Level ltalian Dataset

Design Principle

The primary objective of this study is to investigate the linguistic realization of hyperpartisan
discourse in Italian and, more specifically, the rhetorical strategies employed to construct and
convey polarized narratives in climate change reporting. Climate change represents a par-
ticularly relevant domain for this analysis, as it remains affected by forms of denialism and

ideological polarization despite the overwhelming scientific consensus regarding its anthro-
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pogenic origins and consequences.

To this end, we selected nicolaporro.it as the source of analysis. While focusing on a
single news outlet inevitably raises concerns regarding source bias, the goal of this study
is not to characterize the ideological position of a specific publisher. The selection of this
source was further supported by the findings of [Potthast et al.|[2018b], who demonstrated that
extremist outlets from opposite sides of the political spectrum tend to share common stylistic
characteristics associated with hyperpartisan communication. Consequently, the study focuses
on the linguistic realization of hyperpartisanship rather than on ideological orientation itself.
However, the chore of this work is to examine the linguistic realization of hyperpartisan
communication and to identify the textual mechanisms through which polarized meanings
are constructed. This focus aligns with the broader objective of the thesis, namely, the
development of linguistically informed and interpretable models of hyperpartisan language

within a European context.

Following the definition proposed by Maggini et al.|[2025¢]], hyperpartisan news detection
is understood as the task of identifying news content that exhibits extreme one-sidedness
through a pronounced use of bias. In this work, the task is formulated as a binary classification
problem at the sentence level. This methodological choice is motivated by both theoretical

and practical considerations.

From a theoretical perspective, the thesis adopts a progressive and scalable research de-
sign. The sentence-level dataset represents the first step toward the modelling of hyperpartisan
language, focusing on its micro-structural realization. By analyzing individual sentences,
we aim to isolate the linguistic and rhetorical features that contribute to the expression of
hyperpartisan viewpoints, independently of broader discourse structures. This fine-grained
perspective allows for a detailed examination of the linguistic mechanisms underlying hyper-
partisan communication and provides the empirical foundation for the larger units of analysis
explored in the subsequent studies presented in this thesis.

Furthermore, this preliminary investigation facilitated a deeper understanding of the stylis-
tic and rhetorical patterns that characterize hyperpartisan discourse. Through the analysis of
articles published by nicolaporro.it, we observed recurring linguistic strategies across topics
that are particularly relevant to the HYBRIDS project, including climate change and immigra-
tion.

From a practical perspective, the sentence-level approach was also motivated by annotation

constraints. The taxonomy adopted in this work includes a rich set of rhetorical and linguistic

88



Chapter 3. Methodology

categories, making the annotation process particularly demanding in terms of time, effort,
and expert supervision. Restricting the unit of analysis to individual sentences allowed for a
more reliable and consistent annotation procedure while preserving the level of granularity
necessary to capture the targeted linguistic phenomena.

Finally, the sentence-level formulation enabled a quantitative analysis of the internal com-
position of news articles. Beyond article-level classification, it became possible to estimate
the degree of hyperpartisan contamination within individual texts and to examine how hy-
perpartisan content is distributed throughout an article. This perspective provided valuable
insights into the structural organization of hyperpartisan narratives and informed the design

of the subsequent datasets developed in this thesis.

Article selection

We collected articles in Italian from https://www.nicolaporro.it/articoli/
ambiente-sostenibilita/} anindependent libertarian media outlet. The articles were
manually collected from the page on ”Green policies”, assuring homogeneous topics. They
were published in 2024, revolving around various globally discussed topics, including climate
change, green policies and Euroscepticism. We considered this “alternative” media source

that could potentially spread misinformation about climate change.

Annotation Process

The articles have been split into sentences, following the HTML <p> tags. Then, texts were
annotated for hyperpartisanship and rhetorical bias using the taxonomy described above. Both
hyperpartisanship and the persuasion techniques were annotated at the sentence level, ensuring
a fine-grained analysis of manipulative strategies. The goal of this multi-layer annotation was
to capture various complementary aspects of rhetorical manipulation and to investigate the
correlation between hyperpartisan sentences and rhetorical biases.

The annotation was conducted by two native Italian speakers with expertise in political
discourse analysis. Both annotators are Ph.D. students in applied NLP for disinformation, with
academic backgrounds in Philology, Data Science, Anthropology, and Psychology. They have
prior experience in linguistic annotation of news content and rhetorical technique identification.

We divided the annotation process into three phases: Training phase: annotators studied
detailed guidelines, participated in interactive training sessions, and completed structured on-

line training with multiple-choice assessments, and performed pilot annotations; Annotation
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Translation: Murky Green: What Lies Behind the Drug That Stops Cows

from Farting

Hyperpartisan; Smear/Doubt, Loaded Language

Translation: {To all this, |[[add the utterly |[senseless|

traffic restrictions, |absurd|| speed limits, the lexorbitant]|
ownership tax (straight out of _), the |[[prohibitivel]
cost of insurance, maintenance, fuel—and anything else [J they can

think of to pile on}.

Hyperpartisan; [ETCHOEENg , Smear/Doubt, [oaded

Language, Repetition, Exaggeration/ Minimisation. {} and [] indicate
overlapping techniques.

Figure 3.8: Example of the annotation scheme for one paragraph for the sentence-level dataset
on climate change.

Phase: Each document was independtently annotated by both annotators; Curation Phase:
Discrepancies between annotations were discussed and resolved with a senior annotator, who

acted as an adjudicator to ensure final label consistency. An example of an annotated entry is
shown in Fig. 3.8}

Rhetorical Biases

Given a news article, we identify the presence of specific rhetorical biases or logical fallacies
used to influence readers’ opinions. We employ a comprehensive taxonomy of 17 rhetorical
techniques (see Table [3.19), which builds upon and extends previous work in propaganda de-
tection and rhetorical analysis [Da San Martino et al.| 2019} [Piskorski et al.,[2023¢] [Sprenkamp]
2023]]. These techniques are characterized by specific linguistic patterns and argumen-
tative strategies designed to manipulate readers’ perceptions. Our rhetorical bias taxonomy

encompasses the following categories:
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Attack on reputation: The argument does not address the topic, but rather targets the
participant (personality, experience, deeds) in order to question and/or to undermine their
credibility. The object of the argumentation can also refer to a group of individuals, an
organization, an object, or an activity. Justification: The argument is made of two parts, a
statement and an explanation or an appeal, where the latter is used to justify and/or to support the
statement. Simplification: The argument excessively simplifies a problem, usually regarding
the cause, the consequence, or the existence of choices. Manipulative wording: the text is not
an argument per se, but uses specific language, which contains words or phrases that are either
non-neutral, confusing, exaggerating, loaded, etc., in order to impact the reader emotionally.
These six types are further subdivided into 17 fine-grained techniques, i.e., one less than in
Da San Martino et al.|[2019]] and three more than Sprenkamp et al.|[2023]].

Dataset Annotation

We featured only the Italian language, since the recent enhancements in NLP for disinformation
detection mostly covered over-represented languages like English [Maggini et al.,2025¢]]. We
slightly modified the annotations from|Da San Martino et al.|[2019]] and|Piskorski et al.|[2023c]],
to match the guidelines of this work, as hyperpartisan detection was not present. The dataset
comprised 1,010 sentences from 48 articles, annotated for both hyperpartisan classification

and rhetorical bias detection.
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Bias Type Definition Distribution

Hyperpartisan Classification

Hyperpartisan Lan- Text that displays extreme bias favoring one particular political side, often employing HP 304
guage pronounced use of rhetorical biases
N 706

Rhetorical Biases

Slogan/Conversation Using catchphrases or dismissive statements to shut down further discussion or debate 64
Killer

Appeal to Time Manipulating temporal perspectives or deadlines to create urgency or dismiss concerns 9

Appeal to Values/ Exploiting patriotic feelings or moral values to justify positions or actions 59

Flag Waving

Appeal to Authority Using the reputation of an expert or institution to support arguments without proper 53
context

Appeal to Popularity Justifying a belief by citing its widespread adoption or acceptance 11

Appeal to Fear Manipulating audience’s fears to promote specific viewpoints or actions 99

Straw Man/Red Herring Misrepresenting opponent’s argument or diverting attention to unrelated issues 43

Whataboutism/ Deflecting criticism by pointing to the opponent’s alleged hypocrisy or similar actions 42

Tu Quoque

Loaded Language Using words with strong emotional implications to influence the audience 330

Repetition Repeating phrases or ideas multiple times for emphasis or to establish them as truth 23

Intentional Confusion/ Using deliberately unclear or ambiguous language to avoid commitment or scrutiny 55
Vagueness
Exaggeration/Minimisatidresenting facts in a distorted way by either magnifying or downplaying their importance 244

Name Calling Using labels or derogatory terms to discredit without substantive argument 159
Reductio ad Hitlerum  Drawing inappropriate comparisons to Nazism, Hitler, or fascism 13
Smear/Doubt Attempting to damage reputation or create doubt through indirect attacks or insinuations 355
Causal/Consequential ~ Presenting complex situations with oversimplified cause-eftect relationships 165
Oversimplification

False Dilemma/ Presenting limited options while ignoring alternatives or middle ground 66
No Choice

Table 3.19: Taoxonomy of rhetorical biases and hyperpartisan language detection used in our an-
notation scheme. The rhetorical biases represent fine-grained categories of manipu-
lative language techniques commonly found in politically charged discourse.

3.6 IHPP: A Paragraph-Level Dataset for Investigating the Prag-
matics of Hyperpartisan ltalian News

Design Principle

Building upon the sentence-level analysis introduced in the previous study, IHPP: A Paragraph-
Level Dataset for Investigating the Pragmatics of Hyperpartisan Italian News extends the
investigation of hyperpartisan language to the discourse level. The primary objective of this
work is twofold: first, to release a new Italian dataset for hyperpartisan news detection covering
heterogeneous and socially relevant topics, such as the war in Ukraine and climate change,

which are particularly susceptible to partisan framing [Falkenberg et al., [2022]; second, to
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advance the modeling of hyperpartisanship by incorporating linguistic features grounded in

pragmatics and discourse analysis.

This work reflects one of the central motivations of the thesis: moving beyond purely
predictive approaches to hyperpartisan news detection and toward a linguistically informed
and interpretable framework. While the sentence-level dataset allowed us to investigate the
micro-structure of hyperpartisan language, many rhetorical phenomena require a broader
contextual window to be adequately interpreted. Pragmatic mechanisms emerge through the
interaction of multiple propositions and cannot always be captured within isolated sentences.
For this reason, the unit of analysis was extended to short paragraphs composed of one to three
sentences, enabling the examination of how hyperpartisan discourse develops within coherent

segments of text while preserving a level of granularity suitable for detailed annotation.

To operationalize this perspective, the dataset introduces span-level annotations for six
Linguistic Traits (LTs): figurative speech, irony/sarcasm, epithet, hyperbole, loaded language,
and argumentative fallacies. These phenomena were selected because they represent explicit
linguistic realizations through which hyperpartisan discourse reshapes the interpretation of
political and social events. Rather than treating hyperpartisanship as a purely stylistic or
lexical phenomenon, the proposed framework models it as a semantic-pragmatic process in

which rhetorical devices actively influence the construction of meaning.

This interpretation is rooted in pragmatic theory and, in particular, in Grice’s Cooperative
Principle [Grice} |1975]]. According to Grice, successful communication relies on the assump-
tion that speakers cooperate by adhering to the conversational maxims of quantity, quality,
relation, and manner. Hyperpartisan communication operates differently. Since hyperpartisan
news often addresses audiences that already hold polarized views [Barkho, [2021]], rhetorical
devices are employed to reinforce existing beliefs through shared assumptions, emotionally
charged language, and ideologically aligned interpretations [Waltinger, 2009]]. As a result,

discourse may shift from an informative function toward a persuasive one.

At the discourse level, the introduction of LTs can alter not only the communicative
function of a paragraph, but also, with a downstream effect, the whole article. A news
segment that begins with factual reporting but subsequently incorporates epithets, hyperbolic
comparisons, or ironic framings undergoes a functional transformation, where rhetorical
persuasion becomes more salient than information transmission. Such shifts can be interpreted
as violations of Grice’s maxim of relation [|Gricel [1975]], insofar as the inserted content serves

persuasive objectives rather than contributing directly to the informative purpose of journalistic
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communication.

At the semantic level, LTs contribute to the reconstruction of meaning itself. Traditional
journalistic discourse generally relies on a relatively denotative relationship between linguistic
expressions and their referents [Ogden and Richards| [1930]. Hyperpartisan rhetoric, however,
frequently modifies this relationship through figurative and evaluative language. In particular,
figurative speech and loaded language introduce conceptual associations that extend beyond
the literal meaning of events. For example, describing a political statement as “dropping
a bomb” (see Figure [3.9) invokes a conceptual metaphor [Lakoff and Johnson, 2008] that
transfers notions of violence, disruption, and urgency onto an otherwise neutral event. Through
these mechanisms, rhetorical devices influence how readers conceptualize political reality and

interpret the information presented to them.

From this perspective, LTs are not peripheral characteristics of hyperpartisan discourse but
constitute one of its primary linguistic mechanisms. This distinction is particularly important
when differentiating hyperpartisan language from generic bias. Biased language may emerge
from structural journalistic choices, including source selection, framing, or agenda-setting,
and can occur without explicit persuasive intentions [Blodgett et al., [2020]. Hyperpartisan
language, by contrast, strategically employs rhetorical and linguistic devices in politically
polarized contexts with the explicit objective of reinforcing pre-existing beliefs and identi-
ties [Maggini et al., [2025¢e, |Walker et al., |2025]. The intentional manipulation of semantic
and pragmatic interpretations therefore represents a defining characteristic of hyperpartisan

communication and motivates the use of LTs as computational proxies for its detection.

The paragraph-level design also serves a methodological purpose within the broader re-
search trajectory of this thesis. By moving from sentences to short discourse units, it becomes
possible to investigate the internal composition of news articles and to analyze how neutral
and hyperpartisan content coexist and interact within the same text. At the same time, re-
stricting the context to relatively short paragraphs preserves annotation reliability and remains
compatible with the context-window limitations of the neural architectures employed in this

study.

Finally, consistent with the thesis-wide emphasis on transparency and interpretability,
this work combines computational linguistic resources with Explainable Artificial Intelli-
gence (XAI) techniques. The annotated Linguistic Traits are incorporated into BERT-based
classifiers through embedding-fusion strategies, and their contribution is evaluated through

systematic ablation studies. Furthermore, SHAP and Integrated Gradients are employed to

94



Chapter 3. Methodology

examine whether the models rely on the annotated linguistic phenomena in a manner consistent
with their measured predictive contribution. This approach allows us not only to assess model
performance but also to investigate the extent to which computational systems capture the

semantic-pragmatic mechanisms that characterize hyperpartisan discourse.

Source Selection

To investigate HP language in Italian, we combined data from different sources. We re-
annotated Italian data points from SemEval 2023 |Piskorski et al. [2023a]’s and [De Mattei
et al.| [2020]’s datasets, which cover different topics such as the Ukraine war and Italian/Eu-
ropean politics from mainstream and “alternative” media sources. After removing duplicates,
we strategically sampled articles to balance dataset composition: given the typically lower
frequency of hyperpartisan content in mainstream sources, we included a higher proportion of
articles from nicolaporro.i to achieve sufficient coverage of HP instances for robust analysis.
This yielded 192 articles from Piskorski et al.[[2023a]], 45 from De Mattei et al.| [2020], and
119 from nicolaporro.it. We acknowledge that with this decision we are introducing source

bias and that other Italian sources should be studied to generalize our findings.

Data Preparation

SemEval 2023 data required no additional processing, being already paragraph-segmented. In
contrast, De Mattei et al.[[2020]’s dataset needed paragraph splitting. Textual segments with
partial sentences or verbless clauses (j20 tokens) were merged to ensure discourse coherence
and adequate analytical context for LT detection. Remaining texts were then segmented into

paragraphs using the HTML paragraph tags.

Annotation Process

Our annotation framework addresses two core constructs: hyperpartisanship at the paragraph
level, and LT at the span level (see Figure|3.9).

Hyperpartisanship is characterized as extremely one-sided content marked by strong bias
[Maggini et al. 2025¢]]. We model it as a binary paragraph-level classification to track
the distribution of HP content throughout paragraphs (see Table [3.14). LT are grounded in
pragmatics theory, which is the study of language in context [Scott, 2022]] and they potentially

Bhttps://www.nicolaporro.it/articoli/ambiente-sostenibilita/
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L’ex ministro sgancia la bomba: “I1 mondo tutto elettrico? Sciocchezza.

S =

The ex minister drops the bomb: “The whole world electric? Idiocy.

Figure 3.9: Example of the annotation scheme for one paragraph for the HIPP dataset. FS: Figu-
rafive Speech, LL: Loaded Language, HL: Hyperbolic Language.

undermine the Gricean maxims of quality, relevance, quantity, and manner [1975]. We
compiled a list of 10 LT and conducted a pilot annotation on 15% of our data. This exploratory
phase allowed us to homogenize LT names and unify those with similar definitions under
the same label (e.g., Irony and Sarcasm — Irony/Sarcasm, Metaphors and Similarities —
Figurative Speech), leading to a total of 6 LT types. Table[3.20]presents our taxonomy and the
LT’s distribution.

Bias Type Definition Distribution

Hyperpartisan Classification

Hyperpartisan Language Text that displays extreme bias favoring one particular political side, often employing HP 1594

pronounced use of rhetorical biases.
N 3267

Linguistic Traits

Loaded Language (LL) Parts of speech that are emotionally loaded depending on the context, slurs, attacks against 3578
ideologies/parties/institutions.

Figurative Speech (FS) Usage of metaphors, similes, analogies to depict something or someone with other semantic 1331
fields.

Irony/Sarcasm (IS) Concealment of one’s thoughts behind words that have an opposite or different meaning 721
from the literal one. Sarcasm is insincere speech aiming to hurt.

Hyperbolic Language (HL) Adoption of hyperboles and exaggerated comparisons. 1243

Epithet (EP) Adjectives or phrases expressing a quality or attribute regarded as characteristic of the 1091
person or thing mentioned.

Neologism (NEO) Newly coined words or expressions. 108

Table 3.20: Taxonomy of LT and HP language detection used in our annotation scheme.

Two native Italian Ph.D. students with expertise in NLP and disinformation analysis an-
notated the dataset using a custom web interface that masked outlet names to prevent source-
related bias. The annotation process consisted of three phases: (1) Training Phase: annota-
tors studied guidelines, conducted pilot annotations, and participated in interactive sessions
to clarify edge cases; (2) Annotation Phase: each paragraph was independently annotated
for hyperpartisanship (paragraph-level) and LT (word/span-level). Although annotators had
access to full articles, paragraphs were annotated consecutively to preserve local narrative

flow and discursive coherence; (3) Curation Phase: all disagreements were collaboratively
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resolved through discussion and review of previous annotations. Inter-annotator reliability
(IAR) was high, with Krippendorff’s @ of 0.937 for HP detection, and an average Jaccard

Similarity of 0.814 for LT, indicating strong agreement across all dimensions.

3.6.1 Experimental Setup
Models

For our experiments, we selected: 1) monolingual and multilingual encoders with different
sizes and training strategies: bert-base-italian-uncased (ita-uncased), bert-base-italian-
xxl-uncased (ita-xxl-uncased), sentence-bert-base-italian-uncased (sent-ita) and sentence-
bert-base-italian-xxl-uncased (sent-ita-xxl), and bert-base-multilingual-uncased (multi-

uncased).

Fine-tuning and Ablation study

Firstly, we fine-tuned (FT) the selected models for HP detection. Then, we vectorized the
linguistic labels using one-hot encoding and concatenated the resulting embeddings with the
text (FT+Embeddings). To demonstrate the effectiveness of introducing LT, we FT the BERT
models for HP classification using the enriched representations.

To achieve this, we customized the model architecture to process text and linguistic traits as
distinct segments. We encoded both the text and the linguistic traits tokens using the tokenizer,
separating them with token_type_ids (segment O for text and segment 1 for traits). The
custom model extracts hidden states from the encoder and applies average pooling separately
over the text segment and traits segment, explicitly masking out special tokens like CLS, SEP,
and PAD.

After extracting the text and traits features independently via pooling, they are concatenated
and passed through a fusion linear layer followed by a sigmoid activation to produce a gating
weight. This gating mechanism allows the model to dynamically blend the representations:
the fused output is computed as a weighted sum of the text features and the traits features,
controlled by the gate. The fused representation is then fed into a classification head, consisting
of a linear layer (hidden size of 256), a ReLU activation, 20% dropout, and a final linear layer
for binary hyperpartisan classification. Lastly, we performed an ablation study to investigate

the most contributive features and compared this setting against FT+Embeddings.
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Integrated Gradient and SHAP

To understand the LT token-level contributions to our classification task, we employed two post-
hoc explanation methods for local attribution: Integrated Gradient (IG), and SHAP [Lundberg
and Lee, 2017]]. Unlike simpler methods such as saliency maps, IG computes the integral of
gradients along a linear path from a baseline input to the actual input. Following|Sundararajan
et al.|[2017]], we computed LT and non-LT token’s importance by integrating gradients along
this path from a zero-embedding baseline to the input embedding. We respectively calculated

the attribution ratio of LT and non-trait tokens as:

median({di |ie span})
attribution ratio =

(3.3)
median({d j | j € all valid tokens})

Thus, values of 1 mean the trait span’s importance is average (similar to the text’s median);
>1: the trait span is more important than average (i.e. model attributes higher scores to it);
<1: the trait span is less important than average. Then, we applied SHAP to show feature
contribution directionality. It calculates the contribution of each feature to a specific prediction
by considering all possible combinations of features, assigning a unique value to each feature
that represents its fair share of the prediction output. This makes it particularly effective at
identifying how features, both individually and in combination, push the prediction from the
baseline value. Both SHAP and Integrated Gradients, however, directly explain the original
model’s behavior without the need for an intermediate surrogate. SHAP uses game theory to
divide the contribution, while Integrated Gradients uses the model’s own gradients. We first
mapped token span positions, removing special tokens and computed Integrated Gradients and
SHAP for tokens annotated with linguistic traits. Their attribution scores were then compared
against those of other tokens in the same text. This method allows us to identify which tokens

most significantly influence HP classification.
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3.7 Par-ITA: Benchmarking Seg2Seq and LLMs on a Human-Supervised
Parallel Corpus for Italian Hyperpartisan Neutralization

Stage 1: Preliminary Stage 2: Generations Stage 3: Post-hoc
Scope Select best LLM Scope Eval of Qwen and Scope Model Validation
Models Qwen, Llama, Mis- human editing Models All FT and ICL

tral Models Qwen Metrics 1-5 points
Metrics SE, SY, Task Acc., >| Metrics Task Acc., Bias, > validation scale

Error Taxonomy Editing Sample 50 samples
Sample 150 para x 4 tasks Sample  Entire dataset per model

X n models

Figure 3.10: The three-stage annotation and evaluation pipeline of Par-ITA.

3.7.1 Design Principle

Par-ITA: Benchmarking Seq2Seq and LLMs on a Human-Supervised Parallel Corpus for Ital-
ian Hyperpartisan Neutralization represents the final stage of the research trajectory developed
throughout this thesis. While the previous studies focused on identifying and characterizing
hyperpartisan language through increasingly complex linguistic units—from sentences to para-
graphs—this work addresses a complementary challenge: the transformation of hyperpartisan
content into neutral journalistic discourse. The objective is not merely to detect hyperpartisan
language, but to investigate whether computational models can learn to remove or mitigate
the rhetorical and pragmatic mechanisms that contribute to polarization while preserving the
informational content of the original text.

This shift from detection to neutralization is motivated by one of the broader goals of the
HYBRIDS project and of this thesis: developing computational tools that not only identify
disinformation-related phenomena but also contribute to mitigating their effects. In this con-
text, neutralization provides a controlled framework for studying hyperpartisan language, as
it requires the explicit identification and modification of the linguistic elements responsible
for partisan framing. Consequently, the task offers a complementary perspective to classifica-

tion, enabling a deeper understanding of the relationship between linguistic form, rhetorical
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strategies, and perceived neutrality.

To support this investigation, we introduce PArR-ITA, the first parallel corpus for Italian
hyperpartisan neutralization, consisting of 2.475 paragraph pairs manually curated through
a human-supervised annotation process. The choice of paragraphs as the unit of analysis
follows directly from the findings of the previous studies. As demonstrated in /HPP, many
of the rhetorical and pragmatic phenomena that characterize hyperpartisan discourse emerge
through interactions between multiple sentences and therefore require a discourse-level context
to be properly interpreted. At the same time, paragraph-sized units remain manageable for
annotation and revision, ensuring high-quality human supervision throughout the dataset

creation process.

The corpus was developed through a rigorous three-stage pipeline (Figure[3.10). The first
stage, Preliminary Selection, evaluated several open-source Large Language Models (LLMs)
with respect to both syntactic preservation and semantic fidelity in order to identify the
most reliable generator for the subsequent annotation phases. The second stage, Supervised
Generation, employed the selected model to produce neutralized and hyperpartisan variants,
which were then carefully revised and corrected by human annotators. This human-in-the-
loop strategy was adopted to ensure that the resulting transformations accurately reflected
the intended neutralization process while maintaining the informational content of the source
paragraphs. The third stage, Post-hoc Validation, consisted of expert evaluation aimed at
assessing the effectiveness and reliability of the generated neutralizations. Across all stages,
we additionally investigated the potential role of GPT-40-mini as an automated judge capable

of supporting annotation and evaluation procedures.

From a methodological perspective, the design of PAr-ITA reflects the thesis-wide em-
phasis on transparency, interpretability, and resource quality. Rather than relying exclusively
on automatically generated parallel data, the corpus was constructed through extensive human
supervision, ensuring that the linguistic transformations remained consistent with journalistic
neutrality and with the semantic content of the original texts. This decision is particularly
important in the context of hyperpartisan language, where subtle rhetorical devices, pragmatic
implications, and ideological framing may not be adequately captured through fully automatic
generation processes.

The resulting corpus enables a systematic evaluation of different approaches to hyperparti-
san neutralization. Specifically, we benchmark both sequence-to-sequence architectures, such

as IT5 and BART, and contemporary LLMs under multiple adaptation paradigms, including
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standard Fine-Tuning (FT), Direct Preference Optimization (DPO) [Rafailov et al.,[2024]], and
In-Context Learning (ICL). In addition to automatic metrics, we employ a human evaluation
protocol that assesses linguistic quality, semantic preservation, and perceived neutrality, while
also examining the degree of alignment between automated evaluation measures and expert
judgments.

The main contributions of this work are therefore threefold. First, it introduces PAr-ITA,
the first parallel corpus specifically designed for Italian hyperpartisan neutralization. Second,
it proposes a comprehensive annotation methodology that integrates model selection, human-
supervised generation, and expert validation into a unified framework. Third, it provides a
systematic benchmark of contemporary training and adaptation strategies, offering insights into
the strengths and limitations of different architectures for the neutralization of hyperpartisan
discourse. More broadly, the dataset extends the research agenda of this thesis from the analysis
and detection of hyperpartisan language toward the development of practical methods for
reducing its influence, thereby contributing to the creation of more transparent and trustworthy

information ecosystems.

3.7.2 Dataset Construction
Data Collection and Preparation

In order to build a hyperpartisan parallel corpus, we selected SemEval 2023 task 3 dataset
[Piskorski et al.l [2023b]] tailored for detecting the category, the framing, and the persuasion

techniques in online news in a multilingual setup.

Type Task Text ITA Text ENG

HP (0} L'Italia si barcamena con Di Maio. .. Italy is muddling through with Di Maio. . .

HP Rep I’Italia cammina sul filo del rasoio con Di  [Italy is walking on the razor’s edge with Di
Maio. . . Maio...

HP Per I’Italia naviga a vista con Di Maio. .. Italy is navigating by sight with Di Maio. . .

N Rew  Lltalia fatica a gestire la situazione con Di  [Italy is struggling to manage the situation
Maio. with Di Maio.

Table 3.21: Examples of model-generated and human-supervised neutral rewrites for hyperparti-
san input phrases. O: original text, Rep: Rephrased, Per: Perturbed, Rew: Rewritten.
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Annotation Protocol

After having filtered Italian data from the corpus ( 2.5k entries), two native speakers—a Ph.D.
student in Disinformation and an expert journalist—annotated paragraphs as hyperpartisan
or neutral. Hyperpartisanship indicates one-sided or ideologically extreme views expressed
through irony, sarcasm, framing bias, or cherry-picking [de Leoén et al., [2024]. The anno-
tation process involved training on guidelines, pilot annotations, and interactive sessions to
refine edge cases. Independent annotation achieved 0.85 Cohen’s «, with disagreements re-
solved through discussion and third-party mediation, yielding perfect final agreement on 825
hyperpartisan paragraphs. The entire process required 300 hours across three custom web

interfaces.

3.7.3 Three-Stage Annotation Pipeline

Our three-stage approach involves: (1) preliminary LLM selection, (2) full dataset generation
with human supervision, and (3) post-hoc model validation.

Stage 1: Preliminary LLM Selection

To select the optimal model for data augmentation, we evaluated three LLMs: Mistral-
Nemo-2407 [Mistral, 2024], Llama-3.1-8b-Instruct [Touvron et al., |2023a]], and Qwen?2.5-
14B-Instruct [[Yang et al.l [2025]], chosen for their open availability and balanced efficiency.
These models generated three variants per paragraph via backtranslation (ita — eng — ita): one
neutralized (Rewritten) and two hyperpartisan versions (Rephrased with synonym substitution,

Perturbed focusing on changing only loaded language and rhetoric).

Evaluation Protocol

Annotators independently assessed 150 sampled paragraphs on 3-point scales for SY
(1: Major Errors, 2: Minor Errors, 3: Correct) and SE (1: Poor Preservation, 2: Partial
Preservation, 3: Full Preservation), plus binary neutrality classification. We applied a multi-
dimensional error taxonomy categorizing failures in neutralization, factuality, fluency, and
structure. Additionally, GPT-40-mini served as an automated judge, being prompted with the

guidelines and the taxonomy.
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Justification for LLM-Based Data Generation

While comprehensive benchmarking reveals seq2seq models achieve superior perfor-
mance, we selected Qwen-2.5-14B-Instruct for data generation based on Stage 1 evaluation
comparing only LLMs. This decision reflects three considerations: (1) Stage 1 established
Qwen as best among LLMs for generation quality and human alignment; (2) High editing rates
mean final quality depends on expert supervision rather than raw model output—Levenshtein
distances of 25-32% confirm substantial human refinement; (3) At experimentation time, we
prioritized selecting a versatile model capable of both neutralization and bias amplification
tasks.

Stage 2: Full Dataset Generation with Human Supervision

Based on Stage 1 results, we selected Qwen-2.5-14B-Instruct to generate variants for all 825
hyperpartisan paragraphs. At the time of experimentation, we wanted to assess the capabilities
of the selected model to accomplish the task and use it as a tool to speed up the writing
process for the data augmentation. Annotators evaluated each output using a 3-level task
accomplishment scale (No/Partially/Yes) and performed necessary editing. Failed generations

were collaboratively rewritten to ensure corpus quality.

Final Corpus Specifications

The final corpus comprises 2,475 training pairs and 489 test pairs (see Table[3.22)), ensuring

high-quality parallel data for neutralization tasks.

Metric Train  Test  Total
# Pairs 1,986 489 2,475
# Unique Originals 662 163 825
Avg. input chars 365.7 3775 368.0
Avg. input words 553 572 55.6

Avg. output chars 3529 402.0 3626
Avg. output words 51.3 59.2 52.9

Vocabulary size 15,639 6,760 18,032

Table 3.22: Statistics of the human-curated Par-ITA corpus.
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Stage 3: Post-hoc Model Validation

Following model training, we conducted human evaluation to assess generation quality beyond
automated metrics. Two expert annotators independently rated 50 randomly sampled outputs
per model on a 5-point scale, evaluating both neutralization success and semantic preserva-
tion. GPT-40-mini provided parallel judgments while being prompted with the task and the

taxonomy.

GPT-40-mini as a Judge Prompts

In this section, we report the prompts used for data augmentation with LLMs. The prompt
instructs the model to perform three parallel tasks on each hyperpartisan paragraph: surface-
level rephrasing (preserving bias), unperturbed back-translation (preserving placeholders), and
perturbed back-translation (amplifying bias by replacing placeholders with synonymous loaded
expressions). The structured JSON output facilitates automatic extraction and subsequent

human supervision.

3.7.4 Benchmark Experiments: Setup

Models

Our experimental setup combines various seq2seq models in both base and large sizes: BART
[Lewis et al., 2020], ITS [Sarti and Nissim, |2024]], FLAN-TS, [[Chung et al.,[2024]], and mT5
[Xue et al., [2021]]; and instructed LLMs loaded through unsloth library: Gemma-3-4b-it
[Team et al.}|2025]], Phi-3.5-mini-instruct [Abdin et al., 2024], Qwen2.5-3b-instruct, Mistral-
7b-it-v0.3, Llama-3.2-3b-instruct/-3.1-8b-instruct, and with v11m: Apertus-70B-2509 [Aper-
tus et al.,|2025]], Gemma-3-27b-Instruct/-2.5-72B-Instruct, Qwen-3-30B-Instruct.

Guided SFT Classifier

In this approach, we augment standard maximum likelihood estimation (MLE) with an auxil-
iary loss derived from a fine-tuned binary neutrality classifier for italian hyperpartisan para-
graph detection on Maggini et al.|[2025b]’s dataset, consisting of 1,010 paragraphs. During
training, the seq2seq model generates outputs via standard teacher forcing, which are then

periodically (every n steps) decoded to text and scored by the frozen classifier. The classifier
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produces neutrality probabilities ppeutral for each generated sequence, which we convert into a

guidance loss term:

-Lguide = A - max(0, 7 — Preutral) 34

where 7 is a target neutrality rate and A is a weighting coefficient. The total training objective

then becomes:
Ltotal = -[«MLE + Lguide~ (35)

DPO

With our current setup, we crafted a DPO dataset. Indeed, for each task we had a preferred and
optimal variant, the direct and valid output of Qwen, or the human-rewritten version, and an
underoptimal one, namely the failed generation or a corrupted version of it. We prioritized the
human-edited texts as the preferred version. While when we kept the Qwen’s generated text
as the preferred option, we corrupted it to generate the suboptimal choice with the following
methods: () swapping the order of the words, (i7) inserting loaded adverbs like ”ovviamente”,
“incredibilmente”, (iii) random truncation, (iv) word repetition, (v) random masking and (vi)

random word deletion.
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Component

Prompt Content

User Prompt

You are an expert Italian rewriter and back-translator for hyper-partisan text.

- CONTEXT -
1. Original Italian paragraph:
{original}

2. Masked Italian paragraph:
{masked}

3. Span mapping:
{span_table}

The placeholders have this structure: [linguistic_trait-n], where the
linguistic traits are:

LOADED_LANGUAGE, EPITHET, IRONY/SARCASM,
HYPERBOLIC._LANGUAGE, FIGURATIVE_SPEECH, NEOLOGISM and
the n indicates the occurrence of each linguistic trait.

- TASK 1: REPHRASE -

Rephrase the original Italian paragraph in natural, fluent Italian while pre-
serving the exact meaning.

Avoid changing tone or bias. Output should be different in wording but identical
in semantics.

- TASK 2: BACK-TRANSLATION (UNPERTURBED) -

o Translate masked Italian to English (keep placeholders)

o Translate that English back to Italian (keep placeholders)

e The placeholders MUST remain in unperturbed outputs both in Italian and
English outputs. Keep them in bold text as in the original text.

This is an example of the output for TASK 2: BACK-TRANSLATION (UN-
PERTURBED):
“Text Text Text [LOADED_LANGUAGE_n] Text Text [EPITHET _n] Text”

- TASK 3: BACK-TRANSLATION (PERTURBED) -

e Replace each placeholder with a synonymous, bias-amplifying Italian ex-
pression

o Translate the full replaced Italian to English

o Translate that English back to Italian

¢ NO placeholder may remain in perturbed outputs

This is an example of the output for TASK 3: BACK-TRANSLATION (PER-
TURBED):

“Text Text Text Text Text Text Text Text”

Return ONLY this JSON (no markdown, no extra text):

‘‘rephrased’’ : ‘‘rephrased Italian’’,
‘‘it_unperturbed’’ : ‘‘Italian with placeholders’’,
‘‘it_perturbed’’: ‘‘Italian with replaced

expressions’’
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Component

Prompt Content

Judge Prompt (Italian)

Sei un esperto di analisi del linguaggio giornalistico italiano. Esegui
il seguente compito seguendo la definizione di hyperpartisan adottata
nelle guidelines: 1-Etichetta il testo come hyperpartisan o neutrale.

{guidelines}

Testo da valutare:

{text}

Rispondi SOLO con un JSON in questo formato (nessun testo aggiun-
tivo):

“label”: <hyperpartisan, neutrale>,

}

Table 3.23: Prompt used for LLM-as-a-judge evaluation with GPT-4o-mini.

Component

Prompt Content

System Instruction

Sei un giornalista esperto. Riscrivi il seguente paragrafo in modo com-
pletamente neutrale, rimuovendo ogni tono hyperpartisan, sarcastico,
caricaturale. Mantieni tutti i fatti e il significato originale, usando un
linguaggio oggettivo e imparziale. Ti verranno forniti degli esempi di
neutralizzazione di paragrafi hyperpartisan nel seguente formato: ES-
EMPIO: Hyperpartisan:“text”, Neutrale: “text”.

Few-Shot Examples

Esempio 1:
Hyperpartisan: “{text}”

Esempio 2:
Hyperpartisan: “{text}”

Esempio 3:
Hyperpartisan: “{text}”

User Instruction

Questo ¢ il paragrafo che devi neutralizzare: Paragrafo: {input_text}
Rispondi esclusivamente con la versione neutralizzata, senza aggiunte,
spiegazioni o commenti.

Table 3.24: Prompt used for zero-shot neutralization with big size LLMs (> 70B parameters). The
system instruction defines the role and task, three high-quality few-shot examples illus-
frate the expected neutralization style (preserving facts while removing hyperpartisan
tone, sarcasm, and loaded language), and the user instruction provides the target
paragraph with a strict requirement to output only the neutralized version.
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Component

Prompt Content

Judge Prompt (Italian)

Sei un esperto di analisi del linguaggio giornalistico italiano. Esegui
i seguenti giudizi: 1-Etichetta il testo come hyperpartisan o neutrale.
2-Assegna un valore (int) in una scala da 1 a 3 per la semantica del testo
prodotto e per la correttezza sintattica seguendo le guidelines.

{guidelines}

Testo da valutare:
{text}

Rispondi SOLO con un JSON in questo formato (nessun testo aggiun-
tivo):

“label”: <hyperpartisan, neutrale>,
“semantic_score”: [1,2,3],
“syntax_score”: [1,2,3],

}

Table 3.25:

tab:1lm-judge-LLMs ,reliminary — generation — prompt
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Component Prompt Content
Judge Prompt (Italian) | JUDGE_PROMPT = Sei un esperto di analisi del linguaggio giornalis-
tico italiano. Valuta quanto il seguente testo sia neutrale e imparziale.

Scala di valutazione (1-5):

1 = Molto di parte, linguaggio fortemente emotivo o carico. Oppure
generazione fallita: presenza di errori gravi, testo incomprensibile, out-
put ripetuto.

2 = Parzialmente di parte, diverse espressioni cariche. Generazione con
errori ed incoerenze semantiche come 1’aggiunta di contesto inesistente
o troncamento del contesto fornito.

3 = Moderatamente neutrale, ma alcune tracce di bias. Generazione
generalmente corretta ma con alcune imprecisioni grammaticali e se-
mantiche. Il testo pud contenere lievi allucinazioni e del contesto ag-
giunto con correttezza referenziale.

4 = Principalmente neutrale, linguaggio equilibrato. Generazione
sostanzialmente corretta con lievi imperfezioni grammaticale (concor-
danza, piccoli refusi). Non viene aggiunto alcun tipo di contesto, tutte le
informazioni nel testo originale vengono preservate, ma neutralizzate.
5 = Completamente neutrale, oggettivo e imparziale. Linguaggio chiaro
e professionale. Generazione priva di errori grammaticali o semantici.

Testo originale NON da valutare:
{input}

Testo generato da un LLM:
{generated}

Rispondi SOLO con un JSON in questo formato (nessun testo aggiun-
tivo): neutrality_score: [1-5]

Table 3.26: Prompt used for LLM-as-a-judge evaluation with GPT-4o-mini. The prompt instructs the
model to rate the neutrality of a given text on a 1-5 Likert scale. The strict JSON-only
output format ensures structured, parseable responses for automated analysis and
comparison with human judgments.
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3.8 Summary of Methodology

This section presented the methodologies underlying the studies included in this thesis, or-
ganized around the selected articles for discussion. The step-by-step description of each
experimental pipeline reflects the rigor applied in designing, organizing, and conducting this
work, from the mathematical formulation of the algorithms to the specification of prompts and

annotation protocols. The next section presents the results in the same order, covering:
* LLMs for hyperpartisan and related tasks using fine-tuning and in-context learning;
* new resources for hyperpartisan detection in low-resource languages;
* persona-prompting strategies;
* hyperpartisanship, PRCT, and stance on multilingual headlines;
* hyperpartisanship through rhetorical bias;
* explainable Al techniques to pragmatic linguistic features in hyperpartisan detection;
* fine-tuning Transformers using embeddings of pragmatic linguistic features;
* LLMs as judges;
* LLMs as annotators;
* synthetic data with LLMs;

* neutralizing hyperpartisan language.
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RESULTS AND DISCUSSION

This section presents the results of the doctoral research, organized around two complementary
pillars: (i) a systematic review of the state-of-the-art in automated hyperpartisan news detec-
tion, and (ii) the original contributions developed during the doctoral studies. The systematic
review provides essential context on the research landscape, including publication trends, an-
notation methodologies, available resources and methodological approaches. Subsequently,
we present five research contributions that progressively address challenges in hyperparti-
san detection, dataset creation across multiple languages and domains, and explainability
techniques applied to the pragmatical characteristics of hyperpartisan languages as well as
neutralization techniques. Each subsection details the key findings and implications of the

respective contribution.

4.1 Are LLMs Enough for Hyperpartisan, Fake, Polarized and Harm-
ful Content Detection? Evaluating In-Context Learning vs.
Fine-Tuning

Content moderation at scale requires robust detection systems for diverse harmful content
categories spanning multiple languages. The emergence of LLMs with ICL capabilities
has prompted widespread speculation that gradient-free inference could replace traditional
fine-tuning pipelines. This paper systematically benchmarks encoder-only and decoder-only
transformer architectures across 10 diverse datasets covering hyperpartisan content, fake news,

polarized speech, and hateful language detection in English, Spanish, Portuguese, Arabic, and
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Bulgarian. We evaluate both fine-tuning and multiple in-context learning strategies (zero-
shot, few-shot with curriculum learning, chain-of-thought prompting, and codebook-based
prompting) to provide empirical guidance for practitioners selecting approaches for production

moderation systems.

Model HV [ SH | Macro Avg, HP || FNN | SFN | FB | Macro Avg. FN || CIA | CIB | CIE | Macro Avg. HF | QB | C3A | Macro Avg, PL,
Acc | 822 | 865 3453 30 - | - B B . T - 622 | 659
RoBERTa-base Fl | 818 | 865 841 880 | - | - - - |- |ors - 604 | 660 632
Acc | 852 | 865 858 I — B N R - 683 | 663 673
RoBERTa-large F1 | 850 | 865 857 83| - | - - - - | e - 674 | 660 667
Acc | 827 | 801 314 842 | 623 | 957 807 917 | 917 | 917 917 582 | 632 607
XLM-RoBERTa FI | 825 | 798 811 844 | 577 | 957 793 883 | 884 | 885 884 553 | 629 591
Acc | 831 | 854 392 %67 - | - B - [ 96 - 682 | 679 680
POLITICS FI | 826 | 854 840 868 | - | - - - | - |oeu - 673 | 678 675
Acc | 819 | 776 797 I — B I T - 539 [ 590 564
mDeBERTaV3 FlL | 816 | 772 794 841 - | - - - - | s - 534 | 570 552
ModomBERT Acc | 829 | 854 839 858 | 863 | 941 853 815 | 965 | 835 72 658 | 654 653
ocernBERTarge Fl | 824 | 853 839 846 | 863 | 941 815 815 | 949 | 803 - 649 | 657 667
ModomBERT Acc | 764 | 780 767 852 | 782 | 942 854 830 | 966 | 830 375 584|617 592
odernBERT-base FlL | 755 | 779 767 840 | 781 | 942 854 792 | 966 | 774 844 571 612 592
T Acc | 830 | 810 820 945 | 812 | 975 911 864 | 869 | 021 884 788 | 762 775
ama-3. FI | .830 | 801 815 945 | 801 | 975 907 858 | 832 | 920 870 786 | 763 774
FET— Acc | 784 | 820 801 875 | 823 | 976 890 878 | 915 | 862 885 786 | 796 701
ama-3. -eb-Instrue FI | 782 | 820 801 869 | 823 | 976 889 867 | 928 | 829 875 781 | 802 792
Mistal Nomo-matact2407 | A<e | 834 | 736 783 867 [ 725 | 976 851 850 | 943 | 838 877 790 | 846 319
istra-emo-instruct- FI | 833|733 783 855 | 722 | 976 851 859 | 946 | 825 877 787 | 789 849
Quen2.5-75-nstruet Acc | 810 | 686 745 864 | 685 | 074 835 856 | 913 | 824 364 735 | 698 711
en=.o-B-nstrue FI | 812 | 677 745 855 | 675 | 974 835 863 | 928 | 806 866 728 | 693 711

Table 4.1: Performance of models in the FT setfing. The reported weighted Accuracy and
weighted F1 scores are the averages obtained by running each model five times on
the same dataset, reporting standard deviation.

4.1.1 Fine-Tuning

Tabled. T|presents the results for fine-tuning. On average across datasets, decoder-based models
tend to outperform encoder-based models on tasks that require factual world knowledge, such
as fake news detection and political bias identification. For instance, in fake news detection
(Macro Avg. FN F1 score), the Llama-3.1-8b achieves .907, while the best-performing encoder
with a directly comparable macro average, ModernBERT-base, scores .854. Similarly, for
political leaning detection (Macro Avg. PL F1 score), the Mistral-Nemo-Instruct reaches
.849, significantly surpassing the top encoder, POLITICS, which scores .675. Conversely,
encoders achieve better results on linguistically oriented tasks, specifically harmful tweet
detection and hyperpartisan language identification. RoOBERTa-large (encoder) records an F1
score of .850 on HV, compared to the best decoder, Mistral-Nemo-Instruct, at .833. For SH,
RoBERTa-large again leads with an F1 score of .865, while the best-performing decoder on
this task, Llama-3.1-8b-Instruct, achieves .820. We hypothesize that this difference arises
because the bidirectional attention mechanism of encoders may be better at capturing nuanced

linguistic features, whereas decoders might excel at tasks more reliant on content or semantic
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understanding. Surprisingly, continuous pretraining of RoBERTa-base aimed at adapting it
to either the political domain (POLITICS) or multilingual contexts (XLM-RoBERTa) has, in
several instances, not led to improved performance over the original RoOBERTa-base model
and sometimes resulted in a reduction. For example, on the Macro Avg. HP (Hyperpartisan)
task, RoBERTa-base achieves an F1 score of .841, whereas POLITICS scores .840 and XLM-
RoBERTa scores .811. Regarding decoder models, we observe that a larger parameter count or
expanded training corpus does not necessarily equate to superior results. This is demonstrated
by LlaMA 3.1-8B outperforming Mistral Nemo-Instruct-2407 in hyperpartisan detection (SH
F1 score of .801 for LlaMA 3.1-8b versus .733 for Mistral Nemo). Meanwhile, the decoder
models exhibit relatively comparable high performance in harmful text detection (Macro
Avg. HF F1 scores): Llama-3.1-8b (.870), Llama-3.1-8b-Instruct (.875), and Mistral-Nemo-
Instruct-2407 (.877). During the FT experiment, we reached the SOTA in HV, FNN, SFN,
and FB.

4.1.2 In-Context Learning

For the results discussed in this section, please refer to Figures {.1) and .2 for the zero-shot
configurations and CoT; and [4.3]for FS. Detailed results are reported in Table 4.2

Llama-3.1-8B-Instruct Qwen2.5-7B-Instruct Mistral-Nemo-Instruct-2407
HV SFN HV SFN HV SFN
SH A\ FNN SH A FNN SH \ FNN
o \ W >\
i \ / \Y >
) \__ ~ / \‘ L} % 27
J . N i /
ClA 4 & FBC ClA ¢ : FBC Cl1A : FBC
\ copoor % o olo oo b o oo oowr
NAD o 0 . Mo o I ND O 0
AN ’/" w_ ; * PO
C1B QB C1B N4 QB C1B > QB
C1E C3A C1E C3A C1E C3A

zero_shot_generic =-zero_shot_specific - codebook + cot

Figure 4.1: Results for zero-shot and CoT grouped by models.

HP

zero-shot-general vs zero-shot-specific In the hyperpartisan (HP) task, moving from generic

to specific zero-shot prompting results in moderate improvements across all three models,
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zero_shot_generic zero_shot_specific codebook cot
HV SFN HV SFN HV SFN HV SFN
SH FNN SH FNN SH FNN
C1A ¢ FBCC1A o FBCC1A od FBCC1A BC
40.40.60.8 1 40.40.60.8 1 20.40.60.8 1
c1B QB c1B QB c1B QB ciB
C1lE C3A C1lE C3A C1lE C3A C1lE C3A

Llama-3.1-8B-Instruct ~Qwen2.5-7B-Instruct + Mistral-Nemo-Instruct-2407

Figure 4.2: Results zero-shot and CoT grouped by configuration.

especially for LLaMA 3.1-8B Instruct and Mistral-Nemo-Instruct, whose F1 scores increase
from 0.678 and 0.686 to 0.738 and 0.740, respectively. This performance gap indicates that
these models have learned robust representations of hyperpartisan content during pre-training,
and that providing more detailed task descriptions helps further refine their predictions. Lastly,
SH predictions are generally stronger, largely because this dataset includes full articles rather
than just headlines, as in HV. The richer contextual information in SH provides models
with more linguistic and semantic cues, enabling a deeper understanding of the content and
improving their ability to detect hyperpartisan narratives. In contrast, the limited context in
headlines offers fewer signals for accurate classification.

Codebook The codebook approach yields improvements for SH, where Llama and Qwen
demonstrate the most significant gains, particularly on the SH dataset, where their performance
approaches F1 .810 and .748 respectively. This suggests that providing explicit criteria
for identifying partisan language can help address edge cases where the models depend
solely on their internal task representations. The performance gap between models narrows
with codebook prompting, indicating that structured guidance can help equalize performance
differences stemming from models’ architecture, which may rely on different definitions of the

phenomenon investigated.

FN

zero-shot-general vs zero-shot-specific Fake news detection tasks show variable performance
under zero-shot conditions. The FNN task proves more challenging for the multilingual

datasets: SFN and FBC. The transition from generic to specific prompting yields minimal
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gains, with Mistral-Nemo-Instruct-2407 maintaining the highest performance on 2 out of 3
fake news (FN) datasets. We observed a 0.275-point drop in F1 score for Qwen on the
Spanish dataset, which may be attributed to a misalignment between the fake news defini-
tions—specifically, the model’s internally assumed definition in the zero-shot generic prompt
versus the expert-crafted definition used in the zero-shot specific prompt. This limited im-
provement suggests that, beyond clear definitions, models need additional contextual or world

knowledge to effectively differentiate factual from fabricated content.

Codebook The codebook approach yields minimal improvements for FNN and SFN. indi-
cates that providing explicit criteria for evaluating factual claims, source credibility markers,
and stylistic indicators of fabricated content may help models overcome the inherent complex-
ity of fact verification. The codebook’s little effectiveness in this domain suggests that FN
does not completely benefit from structured evaluation frameworks. Regarding FN, with the
different prompt strategies tested in ICL, we found out that the small LLMs are not effectively
capable of detecting this kind of disinformation because they can not rely properly on the
ontological structures encoded in their world-knowledge. Thus, employing these models as

out-of-the-box tools with an ICL setup proves to be inefficient for this task.

PL

zero-shot-general vs zero-shot-specific Political leaning (PL) classification tasks exhibit low
performance across all models under zero-shot conditions. It is important to note that this is a
multiclass classification task, which adds complexity. Generally, specific prompting produces
a slight decrease for this task. Llama maintains consistently higher performance (on average
F1 .416) than the other models. The limited effectiveness with a specific definition of the
political wings suggests that PL requires more than definitional refinement to overcome the

inherent subjectivity involved.

Codebook Providing more detailed and specific knowledge through the codebook generally
resulted in decreased performance across all models. This highlights the complexity of the
task and suggests that, despite offering explicit rules to interpret the U.S. political context
and agendas, the cultural nuances and linguistic factors involved are insufficient for effectively

addressing the task. This result reveals the complexity underlying political bias detection.

115



MicHELE JosHUA MAGGINT

HF

zero-shot-general vs zero-shot-specific HF covered three languages and Qwen reached the
best results in C1A with zero-shot-generic prompts (F1 .851). However, when prompted with
zero-shot-specific prompts, its performance decreased. On the other hand, Llama particularly
benefited from the introduction of the specific knowledge for C1B (from F1 .507 to .676) and
CIE (from F1 .730 to .764).

Codebook With the introduction of specific dimensions to frame the task, all the models
across the HF datasets (except for Qwen in C1A) improved their performance. Specifically,
Mistral reached F1 .864 in C1B. This marked improvement highlights the value of explicit harm
taxonomies and classification criteria for this sensitive domain. The codebook’s effectiveness
for harmful content detection suggests that these tasks require clearly articulated boundaries

and examples to overcome potential ambiguities in what constitutes harmful material.

4.1.3 Summary for Zero-shot configurations

Across all classification domains, the transition from generic to specific zero-shot prompting
led only to marginal improvements. This pattern suggests that merely elaborating on task
definitions provides insufficient guidance for these models to significantly alter their classi-
fication behavior. The codebook approach demonstrates modest effectiveness across all task
categories, with particular improvements for HF and FN classification. This pattern indicates
that providing structured classification criteria helps models overcome the inherent complexi-
ties of these judgment tasks. The codebook’s effectiveness stems from its ability to bridge the
gap between abstract classification concepts and concrete textual indicators, providing models
with clearer decision boundaries for ambiguous cases. Lastly, we noticed that more subjective
and nuanced tasks like HF and PL, which require extensive knowledge of the facts and their
truthfulness, show improvement with advanced prompting strategies than more stylistic-based
tasks (e.g. HP detection), suggesting that prompt optimization benefits may correlate with
task complexity. Indeed, the rule-based approach is the best ICL configuration for 3 out of 10
datasets: SH, C1B, and FBC.
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4.1.4 FS: DPP-selected vs Random examples
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Figure 4.3: FS DPP vs Random resullts.
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To test the Few-Shot capacity of the model, we decided to compare the performance using
random data points against a representative set of examples, maintaining the dataset diversity
using DPP. Table 3| reports the results for this comparison. Random selection risks subsets
that lack diversity or fail to represent edge cases, while DPP ensures prompt stability by
challenging the model with dissimilar patterns. In Few-Shot Learning, where models rely
on limited examples to generalize, diverse subsets prevent overfitting to specific features
and improve generalization. DPP-selected examples enhance prompt informativeness by
showcasing varied cases, enabling the model to better understand nuanced relationships. This
diversity reduces classification errors and improves accuracy by covering a broader range of
inputs. A key observation across both FS Random and FS DPP is that increasing the number of
shots does not consistently or monotonically improve performance for all models and datasets.
Generally, performance often peaks at an intermediate number of shots (e.g., 1-shot, 5-shot, 6-
shot) and can then plateau, fluctuate, or even decline as more shots are added (e.g., in the range
7-10 shots). This implies that simply providing more examples is not always the best strategy,
regardless of the representativeness of the selected examples. There is no ideal threshold for
the n-shots, since the performances vary across models and datasets. For instance, while using
FS Random examples in Hyperpartisan Detection on the SH dataset, Llama-3.1-8b-Instruct’s
F1 score varies from .751 (1-shot) down to .623 (4-shot) and then to .587 (10-shot). However,
the results do not indicate a clear best method across all scenarios. Peak performance for a
given model and dataset can be achieved by either method, often at different n-shot values. For
example, with Llama-3.1-8B-Instruct on the HV dataset, Random 9-shot yields an F1 of .811,
while DPP 10-shot gives .801. Conversely, Mistral-Nemo-Instruct-2407 on C1B achieves its
highest few-shot F1 of .851 with DPP 10-shot. FS Random can achieve high scores, possibly
when the random selection happens to include particularly effective examples. However, its
performance can be inherently more variable. FS DPP, by design, selects for diversity, which
might be expected to lead to more robust or consistent improvements. While it achieves strong
results in some cases, it also exhibits fluctuations and doesn’t always outperform Random FS.

4.1.5 Chain of Thought

This setting provided reasoning steps with increasing levels of abstraction modeled as succes-
sive sub-task steps. Llama-3.1-8B-Instruct shows good performance with CoT on HP tasks,
achieving the best F1/Accuracy in its section for both SH (F1 .792, Acc .795) and HV (F1
157, Acc .764) datasets. It also performs well on PL Detection for C3A (F1 .465, Acc .459)
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and QB (F1 .416, Acc .405), again leading in its section. Mistral with CoT achieves the overall
best scores for FN Detection across all models and configurations on the FNN dataset (F1
.623, Acc .680) and across sections in the FBC dataset (F1 .315, Acc .397), and SEN (F1 .167,
Acc .168). This suggests Col might be particularly beneficial for this model on these specific
complex tasks. Regarding Qwen, CoT helps it in achieving strong results on C1A (F1 .804,
Acc .783), but only F1 .646 in C1B and F1 .575 in C1E, leading this section for these datasets.
Nevertheless, in most cases, it proved to be suboptimal. The CoT prompting proved largely
suboptimal across our experiments, showing significant improvement only for the FNN task.
Our analysis suggests this underperformance stems primarily from language representation
issues in the model’s training data. When prompted in underrepresented languages with in-
sufficient training tokens, the models struggled to process the unfamiliar linguistic patterns.
Rather than aiding reasoning, these novel tokens appeared to confuse the models, disrupting
their inference capabilities. Additionally, we observed that even in zero-shot-specific, code-
book, and few-shot configurations, the models sometimes generated explanations unprompted,
suggesting they were trained to occasionally provide reasoning alongside their answers. This
built-in explanatory behavior likely accounts for why explicit Col prompting offered minimal

additional benefits despite its theoretical advantages and added complexity.

4.1.6 Insights from Fine-Tuning vs. In-Context Learning in LLMs

Across all the configurations tested in our experiments, FT emerged as the most effective
method to apply models to the political domain, and, in particular, the disinformation subdo-
main. Specifically, for LLMs, the FT configuration demonstrated its efficacy in 28 out of 33
cases. Notably, Qwen particularly benefited from ICL, achieving its best performance with
the following configurations: few-shot random for C1E (F1: 0.833) and SFN (F1: 0.678), and
zero-shot codebook for SH (F1: 0.810). These results suggest that updating model parame-
ters through FT is generally the most reliable way to optimize performance for downstream
tasks in this domain. However, ICL remains a valid and convenient strategy for probing
a model’s task-specific knowledge without parameter updates. Despite our efforts to opti-
mize prompts—by incorporating external domain-specific knowledge, employing rule-based
approaches, and eliciting reasoning capabilities—ICL configurations still showed more lim-
ited effectiveness compared to FT. Lastly, both model architectures benefited from FT, with
encoder-based models achieving superior performance on 6 out of 10 datasets, and smaller

LLMs performing better on the remaining 4—particularly in tasks such as fake news and

119



MicHELE JosHUA MAGGINT

political leaning detection, which require deeper world knowledge. It is important to note,
however, that FT —especially when applied to LLMs—demands significant computational

resources, making it a considerably resource-intensive approach.

4.1.7 Final Remarks

This work provides a comprehensive empirical benchmark comparing fine-tuning (FT) and
in-context learning (ICL) across encoder-only and decoder-only transformer architectures
on 10 diverse misinformation detection tasks spanning five languages (English, Spanish,
Portuguese, Arabic, Bulgarian). Our extensive evaluation across 9 models and multiple
prompting strategies reveals critical insights for practitioners selecting approaches for content
moderation systems.

First, fine-tuning consistently outperforms in-context learning across nearly all settings.
Despite ICL’s appeal for rapid deployment without gradient updates, the performance gap is
substantial: few-shot prompting with up to 10 examples still underperforms FT by significant
margins on most datasets. Even chain-of-thought reasoning with decoders (CoT) fails to close
this gap, challenging recent claims about LLMs’ reasoning capabilities for classification. This
finding justifies continued investment in FT infrastructure for production systems handling
diverse moderation tasks.

Second, architectural choices interact meaningfully with task types. In FT, decoders
(Llama-3.1-8B, Mistral-Nemo, Qwen2.5-7B) substantially outperform encoders on polariza-
tion and fake news detection (PB, FN), achieving F1 scores 15-20% higher. Conversely,
encoders (RoOBERTa, XLLM-RoBERTa) dominate on hyperpartisan and hateful content de-
tection (HP, HF), suggesting that encoder inductive biases better capture stylistic markers
of extremism. This encoder-decoder task affinity should inform model selection based on
deployment objectives.

Third, our analysis of ICL techniques reveals that prompt engineering rarely recovers FT-
level performance. Determinantal point processes (DPP) for shot selection provide marginal
improvements over random sampling but inconsistently—effectiveness depends on both the
model and the task. Codebook-based prompting (listing classes and descriptions) emerges as
the most reliable ICL strategy for classification, outperforming few-shot and chain-of-thought
except on fake news tasks. However, even optimal ICL configurations achieve F1 scores
8—18% below FT baselines, reinforcing that ICL should be reserved for scenarios with strict

latency requirements or where annotation budget prohibits FT.
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Fourth, multilingual generalization shows both structured patterns and task variance. Mod-
els fine-tuned on English transfer surprisingly well to Arabic and Bulgarian (F1 drop < 8%), but
Romance languages (Spanish, Portuguese) exhibit greater variance depending on the task. This
suggests that linguistic distance alone does not determine cross-lingual transfer; task-specific

linguistic phenomena (e.g., sarcasm, cultural references) significantly impact generalization.

Finally, our work underscores that the rapid evolution of LLMs should not obscure the
fundamentals: for production content moderation systems, FT remains the gold standard.
While ICL offers benefits for development and exploration, practitioners should recognize its
inherent performance ceiling and invest in curated training data and FT pipelines for domains

where moderation accuracy directly impacts user safety and platform trust.

4.2 PartisanLens: A Multilingual Dataset of Hyperpartisan and
Conspiratorial Immigration Narratives in European Media

While the previous section benchmarked fine-tuning and in-context learning approaches across
various architectures and datasets, we now apply these findings to PArTisaNLENs, a novel mul-
tilingual dataset designed specifically for detecting hyperpartisan and conspiratorial narratives
in immigration-related European media. This dataset addresses an important gap in resources
for underrepresented Romance languages (Spanish, Italian, Portuguese) and enables us to
evaluate how our selected models perform on domain-specific content with real annotator

disagreement and explicit rhetorical reasoning.

4.2.1 Annotation Process Results and Dataset Statistics

The IAA results are presented in Table[#.3]and indicate substantial to almost perfect agreement
across all languages [Landis and Koch| [1977]]. Hyperpartisan labels were most consistent in
Portuguese and Spanish, while PRCT achieved slightly higher agreement in Italian. Stance

annotations were somewhat lower than the other tasks but still showed substantial reliability.
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SPA ITA PT

Hyperpartisan 0.876  0.706  0.770
PRCT 0.880 0.774 0.721
Stance 0.837 0.744  0.737

Table 4.3: Infer-Annotator Agreement (Fleiss’ «) across annotation tasks. Agreement ranges from
substantial to almost perfect across all languages.

Stance-conditioned patterns. Figure [4.4] shows how PRCT and hyperpartisan content
correlate with stance. The strongest signal comes from anti-immigration headlines: 81%
contain PRCT claims and 56% are hyperpartisan. Neutral headlines are minor (14% PRCT,
27% hyperpartisan), while pro-immigration headlines are the least polemical (3% PRCT, 12%
hyperpartisan). These results confirm that conspiratorial narratives cluster much more around
negative stances than hyperpartisan style, which is more broadly distributed.

Language-level variation Figure [£.5] highlights how the two labels distribute across the
languages’ headlines. Italian outlets display the strongest conspiratorial signal: 27% of their
immigration headlines contain PRCT language, roughly three times the Spanish rate (8§%) and
nine times the Portuguese rate (3%). Hyperpartisan style shows a different trend: it peaks
in Portuguese (70%) and remains consistently high in Spanish and Italian (#60%). Taken
together, these findings suggest that while hyperpartisan framing is common across languages,

conspiratorial narratives concentrate more on Italian media.

40%

80% PRCT =1 PRCT =1
0% N Hyperpartisan = 1 35% Bl Hyperpartisan = 1
(]
60% 30%
50% 25%
40% 20%
30% 15%
20%
0,
oo 5%
neutral against pro 0%
Stance °  SPA ITA PT

Figure 4.4: Hyperpartisan and PRCT stance Figure 4.5: Hyperpartisan and PRCT content
proportions. by language.

123



MicHELE JosHUA MAGGINT

4.2.2 Classification Results

Table 4.4| reports macro-averaged precision (P), recall (R), and F1 across the three tasks and

all our proposed models.

Model Setting Hyperpartisan PRCT Stance
P R Fl p R Fi p R Fi
mBERT fine-tuned 0.6896 0.6312 0.6299 0.8589 0.8148 0.8345 0.6142 0.6047 0.5974

zero-shot  0.6483 0.6483 0.6483 0.7419 0.6056 0.6306 0.5795 0.4569 0.4264
few-shot  0.7117 0.7165 0.7129 0.7274 0.8041 0.7540 0.6227 0.5768 0.5761
fine-tuned 0.6863 0.6662 0.6689 0.7751 0.6980 0.7263 0.6121 0.4846 0.4639
rationales  0.6973 0.6680 0.6706 0.7513 0.6762 0.7028 0.6491 0.4674 0.4320

zero-shot  0.6806 0.6885 0.6654 0.7814 0.8537 0.8090 0.6273 0.6042 0.5945
few-shot ~ 0.7054 0.6903 0.6938 0.8281 0.8175 0.8226 0.6457 0.6112 0.5964
fine-tuned  0.7047 0.7085 0.6911 0.7607 0.8654 0.7943 0.6413 0.6086 0.6062
rationales  0.7179 0.7246 0.7118 0.7295 0.8471 0.7598 0.6709 0.6051 0.6068

zero-shot  0.6818 0.6839 0.6827 0.9275 0.7111 0.7668 0.5580 0.4750 0.4433
few-shot ~ 0.7039 0.7056 0.6851 0.9325 0.7237 0.7814 0.6717 0.5995 0.6138
fine-tuned 0.7061 0.7109 0.7073 0.8875 0.7004 0.7512 0.5977 0.4849 0.4625
rationales  0.6843 0.6474 0.6475 0.8117 0.6735 0.7126 0.6877 0.4642 0.4232

Llama 8B

Llama 70B

Nemo

Table 4.4: Macro-averaged precision (P), recall (R), and F1 across tasks and all our considered
models. Best metrics per task are marked in bold.

Hyperpartisan. Performance is solid but not the easiest task (F1~0.62-0.71). Top
scores come from L1lama 8B (few-shot), Llama 70B (rationales), and Nemo (fine-tuned),
all around 0.71 with balanced precision and recall. Scale helps, but real demonstrations
let small models match larger ones. Rationale inputs benefit Llama 70B, suggesting that
style-sensitive evidence can be exploited at large capacity, but the other architectures do not
share this pattern. Overall, hyperpartisan detection benefits most from light supervision, with
few-shot prompts often matching, or even replacing, the need for large-scale fine-tuning.

PRCT. Detecting PRCT is easier than hyperpartisan related content. The best F1 is 0.82
(Llama 70Bfew-shot), and even zero-shot L1ama 70Bisstrong (F1=0.81). Nemo achieves
the highest precision (0.93) at the cost of recall (=0.71-0.72), pointing to a conservative
detector that captures clear conspiracy markers but misses subtler instantiations. Notably,
mBERT fine-tuned also reaches F1=0.82. Rationale augmentation does not help here, aligning
with the fact that our rationales encode rhetorical style rather than conspiracy semantics. The
limiting factor is recall, not interpretability alignment.

Stance. Stance is the hardest task (best F1=0.61), with L1ama 70B (fine-tuned / ratio-
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nales) and Nemo (few-shot) tying at the top. Gains mostly come from modest recall (0.61),
while smaller models stay below (F1=0.58). The pronounced difficulty likely reflects both
class distributions (e.g., very rare pro stance in Spanish) and the need for contextual inferences
beyond surface style, since rationale inputs can even hurt (with Nemo obtaining a F1=0.42).
The overall difficulty suggests that stance requires finer-grained semantic understanding than
hyperpartisan or PRCT, and remains an open challenge even for very large models.

Three main insights emerge from these results. (i) Supervision matters: few-shot and
fine-tuning typically add 4-7 F1 points over zero-shot. (ii) Scale helps but is not enough:
Llama 70B is most consistent, yet Llama 8B few-shot matches top hyperpartisan scores.
(iii) Task complexity varies: PRCT > hyperpartisan > stance. PRCT benefits from distinctive
lexical/conceptual signatures, hyperpartisan is stylistic and diffuse, and stance seems to demand
finer pragmatic cues. A detailed per-language analysis, including Flymacro, P/R, and error
profiles, is provided in subsection |4.2.2

Per-language Analysis of Classification Results

Hyperpartisan PRCT Stance
P R Fl P R Fl P R Fl

SPA 075 075 0.75 068 064 0.66 0.65 0.71 0.53
Llama 8B  ITA 0.72 063 0.62 084 073 075 057 044 045
PT 066 065 065 059 073 063 057 047 042

SPA  0.67 0.68 0.65 0.67 0.82 0.71 046 0.53 043
Llama 70B ITA 0.78 077 0.77 085 088 0.86 054 0.50 0.50
PT 0.72 066 0.60 057 072 0.59 0.65 0.62 0.62

SPA 0.75 076 0.75 097 079 0.85 043 047 0.34
Nemo ITA 081 075 0.75 0.83 0.68 0.70 0.60 0.44 044
PT 0.61 061 0.60 099 075 0.83 053 045 041

Model Lang.

Table 4.5: Fine-tuning with rationales results by language (macro-averaged).

Table [4.5] presents the performance by language across Spanish (SPA), Italian (ITA),
and Portuguese (PT) under the fine-tuning with rationales setting. Looking at the results,
hyperpartisan is robust in all three languages, with the best scores in Italian (F1pacro= 0.77,
Llama 3 70B)and a tie at the top in Spanish (Flyacro= 0.75, L1lama 3 8B and Nemo).
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Spanish Italian Portuguese
H-H L-H G-H H-H L-H G-H H-H L-H G-H

Hyperpartisan 0.864 0.424 0.594 0.698 0.524 0.452 0.666 0.228 0.219
PRCT 0.893 0.483 0.549 0.743 0.632 0.541 1.000 0.124 0.662
Stance 0.858 0.364 0.633 0.598 0.377 0.567 0.682 0.392 0.480

Label

Table 4.6: Mean Cohen’s « by language and label. The agreement pairs are: H-H (human vs.
human), L-H (L1ama 3.3--70B vs. human), G-H (gpt-5-mini vs. human).

Portuguese is lower overall (best 0.65, L1ama 3 8B). PRCT shows more extreme language
effects depending on the model: Italian peaks (Flyacro= 0.86,L1ama 3 70B), while Nemo
is strongest in Spanish (0.85) and Portuguese (0.83), but with lower recall (R~0.79/0.75),
indicating conservative detection that favours salient conspiracy markers.

Stance remains the most challenging and language-sensitive task: Portuguese sees the best
result (Flyacro= 0.62, L1lama 70B), Italian is moderate (0.50, L1ama 70B), and Spanish
lags (best Flpacro= 0.53, Llama 8B). Overall, Italian headlines favour higher PRCT and
hyperpartisan detectability (consistent with a stronger signal), whereas the Spanish stance is
notably difficult, likely reflecting a skew toward neutral headlines and subtler polarity cues.

Regarding Portuguese, it benefits most for stance from large-scale fine-tuning.

4.2.3 LLMs as Potential Data Annotators

To evaluate whether LLMs can serve as reliable annotators, we compare their agreement
against the reference level of human agreement across languages. The core question is:
does an LLM approach human agreement levels on our three targets (Hyperpartisan, PRCT,
Stance) in the three languages? We measure mean pairwise Cohen’s « for human—human
(H-H) and LLM-human pairs using two models: (i) Llama 3.3--70B fine-tuned with
labels and rationales (L-H), and (if) gpt —5-min1i in inference mode (G-H), comparing their

performance across the three target languagesﬂ
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Results
Human agreements (H-H)

Among the three tasks, human agreement is overall higher for Spanish headlines (x
0.86-0.88), followed by Italian (v = 0.59-0.74), with more variability in Portuguese (x
0.66-1.00). We attribute the perfect agreement for PCRT in Portuguese to extreme class

Q

Q

sparsity (only n=9 positives). The Spanish annotators’ higher agreement may be related to the
country’s generally higher level of immigration integration and a more informed understanding
of immigration issues, as reported by the|(OECD) [2023]]’s Indicators of Immigrant Integration
2023. This pattern suggests that both linguistic factors and local media influence how easy it

is to judge a headline.

LLM vs. human agreements (L-H / G-H)

Models remain below H-H across languages, but gpt-5-mini (G—H) is closer to hu-
man agreement than Llama 3.3--70B (L-H). In Spanish, gpt-5-mini improves over
Llama 3.3--70B on all tasks, especially on the Stance category (0.633 vs. 0.364). In
Italian, however, Llama 3.3--70B obtains better results in Hyperpartisan and PRCT than
gpt—-5-mini,but gpt-5-mini still obtains way better performance on Stance, being close
to human agreement (0.567 vs. 0.598). In Portuguese, gpt —5-mini yields the large PRCT
difference in comparison to Llama 3.3--70B (0.662 vs. L-H 0.124), but, in this case, for
the three labels, the LLMs are still way below human agreement. In sum, although we eval-
uated two large and competitive LLMs, their limited agreement with experts shows that fully
unsupervised annotation remains out of reach for these nuanced categories. Human super-
vision is therefore still indispensable, making resources in this domain crucial for advancing

robust detection methods.

4.24

User-Persona LLMs

Persona-based prompting was used to condition LLM outputs to reflect specific personas,

enabling simulation of human annotators’ socio-demographic and ideological perspectives.

"Each H-H value averages across all human pairs. L-H and G-H average the corresponding LLM vs. each
human.
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Hyperpartisan PRCT Stance

Persona
L70B gpt5S-m L70B gpt5S-m gpt5-m gpt5-m

SPA_1  0.5331 0.6334 0.5531 0.6252 0.3441 0.7672
SPA2 04151 0.6351 0.5889 0.7540 0.2162 0.6192
SPA.3  0.4276 0.5255 0.6550 0.7540 0.1969 0.6020

ITA_1  0.4908 0.5068 0.7409 0.7274 0.3758 0.6316
ITA2 05024 0.5278 0.6217 0.7060 0.3049 0.5374
ITA3  0.4658 0.4567 0.7392 0.6320 0.3629 0.5882

PT_1 0.2822 0.2143 0.3151 0.6622 0.4367 0.4284
PT 2 0.2435 0.1397 0.3151 0.6622 0.4313 0.3989
PT3 0.2136 0.1806 0.2268 0.6622 0.4860 0.5599

Table 4.7: Cohen’s « for each user-persona vs. its corresponding human annotator, comparing
Llama 3.1-70B (L70B) and gpt5-mini (gpt5-m) inference.

We examined whether persona-conditioned LLMs can better emulate patterns of human anno-
tation behaviour when grounded in realistic user profiles—that is, whether an LLM simulating
aparticular profile aligns more closely with annotators sharing that same profile. Personas were
constructed from real socio-demographic and political data (Political Compass and PRISM
quiz responses) combined with annotator demographics.

footnoteFurther details on persona construction and experimental setup are provided in the

Methodology section.

4.2.5 Results
Agreement user-persona vs. corresponding human

Table reports Cohen’s « between each persona-conditioned LLM and the human it
simulates, using Llama--70B and gpt5-mini. If we compare the overall results to the
generic L-H baselines in Table .6 LLM persona conditioning helps in several settings,
and gpt5-mini often amplifies these gains, especially for PRCT and Stance. Regarding
Spanish annotators, L1 ama—-70B personas improves PRCT over the generic baseline (0.599
vs. 0.483) and slightly Hyperpartisan (0.459 vs. 0.424), but lower Stance (0.252 vs. 0.364).

This suggests that persona conditioning may help capture content focus and priorities rather
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Original Language

English Translation

Migranti, il M5s: “Lollobrigida parla di sosti-
tuzione etnica? E’ ignorante, mica razzista”

Migrants: MS5s: “is Lollobrigida talking about
etnic replacement? He is ignorant, not racist”

El PP prepara toda su artilleria contra la “inde-
pendencia fiscal” de Catalufia

PP is preparing the artillery against the “financial
independence” of Catalonia

Immigrazione, Trump: “Avvelena il sangue del
nostro Paese”

“Immigration, Trump: It poisons our Country’s
blood”

Table 4.8: Selected headlines with human and user-personas disagreements.

than polarity judgments. With gpt 5-mini, agreement rises across all three: Hyperpartisan
(0.598 vs. 0.635), PRCT (0.711 vs. 0.754), and Stance (0.663 vs. 0.767).

For Italian annotators, L1ama—-70B personas show the same trend, with clear gains on
PRCT (0.701 vs. 0.632), are near parity for Stance (0.348 vs. 0.377), and are slightly below for
Hyperpartisan (0.486 vs. 0.524). This pattern reinforces the idea that persona conditioning is
most effective for tasks involving content relevance (PRCT), while stylistic or bias judgments
are less influenced by the persona information. gpt 5-mini keeps PRCT competitive (0.689
vs 0.727) and even delivers gains in Stance (0.586), clearly above both the baseline (0.377).
Hyperpartisanship remains a bit below baseline. Overall, Italian sees the strongest persona-

driven PRCT alignment and a notable stance improvement with gpt 5-mini.

Finally, if we analyse the Portuguese results, despite extreme PRCT sparsity, L1ama——70B
personas improve the generic baseline on all tasks. gpt5-mini produces a large PRCT
increase (0.662), a modest Stance performance (0.462), and a decrease for Hyperpartisan
(0.178). This pattern suggests persona cues align well with distinctive conspiratorial markers

even under sparsity, while stylistic judgments remain fragile in PT.

Looking at the overall results, persona conditioning increases LLM-human PRCT agree-
ment in all languages (largest gains in ITA and PT). Using gpt 5-mini, it clearly improves
Stance in SPA/ITA. Hyperpartisan performance remains mixed (SPA gains, ITA near parity,
and PT drops). Overall levels are still way down compared to the H-H reference (Table 4.6)),
but grounding in real profiles recovers meaningful human-like variability for PRCT and, with

stronger inference, also for stance.
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4.2.6 Error analysis

We explore LLMs’ deficiencies and attribute them to several factors. One important issue
is the limited understanding of sarcastic and metaphorical sentences. In Table we can
see some examples of headlines with disagreements among annotators and user personas. A
second limitation concerns the model’s insufficient understanding of semantics and context.
For example, the Portuguese term Imigrantes can denote both “immigrants” and the name of
a Brazilian highway. The model struggled to disambiguate the meaning based on context.
Similarly, the word “invading” carries different connotations across Portuguese, Italian, and
Spanish, and the LLM’s rigid interpretation suggests a lack of sensitivity to cultural context.
Another illustrative shortcoming is the model’s failure to interpret irony, sarcasm, or implicit
critique. Such use of rhetorical devices is a subtle but powerful tool in political discourse,
where it frequently conveys unstated or indirect opinions. As a matter of fact, LLMs struggle
when elaborating on data that is scarcely represented in their training set, given the limited
token distribution for languages like Spanish, Italian, and, especially, Portuguese [Roxas|
2024]. Aware of the hurdles that underrepresented languages pose, it is necessary to take
action to develop tailored resources. Thus, in the next chapter, we are going to discuss the

creation of ad-hoc solutions (i.e. datasets) focusing on the Italian Language.

4.2.7 Classification Errors

Across models and prompting strategies, we observe consistent disparities in how negative and
positive instances are classified. All systems show a strong bias toward predicting the negative
class, achieving high true-negative rates but struggling to detect positives reliably. Zero-
shot Llama 8B exemplifies this imbalance, with very few positive predictions despite strong
performance on negatives. Few-shot prompting generally improves recall for the positive
class, though often at the cost of misclassifying more negatives. Fine-tuning mitigates this
trade-off for some models, particularly Llama 70B, leading to more balanced predictions
and a notable increase in positive recall without severe degradation of negative precision.
Rationales provide mixed results: while they can improve reasoning transparency, their effect
on classification accuracy is unstable and model-dependent. Nemo models remain highly
conservative, showing the strongest skew toward negative predictions in all configurations.
Overall, the results highlight the difficulty of achieving balanced detection in low-resource or

imbalanced settings, emphasising the importance of both fine-tuning and prompting strategies
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to counteract default negative bias.

4.2.8 Final Remarks

ParTisANLENs addresses a critical gap in multilingual resources for detecting hyperparti-
sanship and conspiratorial narratives in immigration-related European media, covering three
underrepresented Romance languages (Spanish, Italian, Portuguese). Our dataset and com-
prehensive evaluation reveal how LLMs and fine-tuned architectures perform on nuanced
multilingual content with annotator disagreement and explicit rhetorical reasoning.

First, our inter-annotator agreement analysis reveals robust dataset quality: hyperpartisan
and PRCT labels achieved substantial-to-almost-perfect agreement across languages (Fleiss’
« 0.706-0.880), validating that our taxonomy captures consistent linguistic phenomena. The
strong stance-conditioned signal (81% PRCT in anti-immigration headlines) confirms that
conspiratorial narratives cluster around negative political positions, while hyperpartisan style
distributes more broadly across stance dimensions.

Second, language-level analysis uncovers distinct rhetorical patterns. Italian media display
the strongest conspiratorial signal (27% PRCT vs. 8% Spanish, 3% Portuguese), suggesting
cultural and institutional factors shape how conspiracy narratives manifest in different polit-
ical environments. Conversely, all languages maintain high hyperpartisan rates (60%—70%),
indicating that extreme framing transcends linguistic boundaries. These findings underscore
that computational approaches must account for language-specific discourse patterns rather
than assuming monolithic global misinformation phenomena.

Third, our extensive LLM evaluation across zero-shot, few-shot, fine-tuning, and rationale-
enhanced prompting strategies reveals that LLMs struggle with understudied languages and
rhetorical subtlety. Llama 70B with fine-tuning and rationales achieves the best performance
on Italian (F1 0.77 hyperpartisan, 0.86 PRCT), yet fine-tuning remains essential—zero-shot
LLMs heavily underperform despite near-perfect neutrality classifications, exposed through
human evaluation. This dependency on expensive annotation contradicts the zero-shot LLM
narrative and justifies continued dataset creation for low-resource and underrepresented lan-
guage communities.

Fourth, our error analysis identifies systematic LLM limitations in Romance languages: (1)
sarcasm and metaphorical reasoning elude current models; (2) context-dependent polysemy
(e.g., Portuguese Imigrantes as a highway name) confuses token-based reasoning; (3) cultural

specificity of rhetorical devices requires language-community expertise that general-purpose
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models lack. These findings suggest that future advances require language-specific fine-tuning
and culturally grounded annotation frameworks, not just larger multilingual models trained on
web-scale data.

Finally, PartisanLens establishes a foundation for investigating how hyperpartisan framing
and conspiratorial narratives localize across political systems and media landscapes. By com-
bining high-quality human annotation, extensive LLM evaluation, and granular multilingual
analysis, we demonstrate that bias detection is fundamentally contextual and language-specific.
Our work advocates for targeted resource creation in underrepresented languages and cultural
contexts, recognizing that one-size-fits-all misinformation detection approaches inevitably fail
underrepresented communities.

4.3 Detecting Hyperpartisanship and Rhetorical Bias in Climate
Journalism: A Sentence-Level Italian Dataset

The contributions of this paper are threefold. Firstly, we developed resources for a low-
represented language like Italian in the landscape of misinformation detection, covering the
most recent and polarizing events like climate change, green policies and Euroscepticism. For
this reason, we employed a complex fine-grained taxonomy of 17 rhetorical biases, mutuated
and adapted from |Piskorski et al.| [2023c|]. The final dataset contains 48 articles and 1,010
sentences manually annotated. Secondly, the annotation methodology employed allowed us
to study the composition of the articles from the selected libertarian-right media source,
providing informative insights on how hyperpartisanship spreads and evolves across the news’
structure as well as how it is systematized through the usage of rhetorical devices. Lastly, the
crafted dataset was used for benchmarking and evaluating a small set of models (GPT-4-mini
and BERTbase), architectures and learning strategies (ICL, FT).

4.3.1 Dataset

The key general statistics are represented in Table[d.9] On average, each article is composed
of 21.12 sentences of 40.26 words and contains 2.12 instances of rhetorical bias. Thus, the
document with which we are working are short texts that are slightly unbalanced: hyperpartisan
(304) and neutral (706). Considering the ratio of rhetorical biases, this distribution stresses the

high frequency with which these dialogic techniques are adopted by the selected bias source.
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Topic Distribution

As mentioned before, the topics are related to climate change and Euroscepticism, which
were selected for their polarizing attributes. To inspect further their granularity providing a
better understanding on how they fork, we applied the BERTopic framework [Grootendorst,
2022] with parameters optimized to preserve local structurcﬂ Thanks to human inspection,
strict keywords were selected to detect three main topics: science, institutions and Other and
their further subdivision into subtopics like institutions.Italy, science.cars, etc. Table
presents the topic distribution. It emerges that the data covers adjacent actual topics like
electric cars, specific countries (China, Italy) as main actors, and politically correct, enriching

the variety of the content hypothesized at the beginning.

Metric Value
Number of Documents 48
Number of Sentences 1010
Avg. Sentences per Article 21.12
Avg. Words per Text 40.26
Avg. Characters per Text 264.37

Avg. Techniques per Document 2.12

Table 4.9: Dataset Statistics

4.3.2 Hyperpartisan-Rhetorical Bias Relation

Although theoretically the relationship between rhetorical biases and hyperpartisanship is
taken for granted in the literature [[Potthast et al.,|2018b, |Kiesel et al., [2019c], by calculating
the correlation patterns amongst them, it is possible to determine their granular and intertwined
properties (see Figure .6). By looking at this correlation matrix, evident patterns emerge
suggesting that there is a correlation between the usage of rhetorical biases and hyperpartisan
sentences. In other words, these devices appear to polarize the meaning. Particularly, Appeal
to Values/Flag Waving is correlated with Appeal to Fear (.40), implying that patriotic feelings
or moral values justifying positions or actions are relevant while stimulating responses in the
audience towards specific viewpoints or actions. Additionally, Consequential Oversimplifica-

Zumap-model = UMAP(n-neighbors=10,  n-components=3,  metric="cosine’) hdbscan-model =

HDBSCAN(min-cluster-size=10, min-samples=10, metric="euclidean’, prediction-data=True) ctfidf-model =
ClassTfidfTransformer(bm25-weighting=False, reduce-frequent-words=True) representation-model = Maximal-
MarginalRelevance(diversity=0.5)
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Topic Count
Other.climate 241
Other.other 122
science.climate_change 109
science.other 82
institutions.Europe 70
Other.politics 68
science.energy-transition 54
science.environment 44
science.cars 38
institutions.Other 35
institutions.OMS 33
institutions.China 30
institutions.Italy 26
science.green_policies 23
institutions.BlackRock 16
science.medicine 14
Other.politically_correct 4
Other.politics 1

Table 4.10: Topic Distribution.

tion is a good strategy to manipulate the readers’ fears. In other words, the oversimplification
of events serves as a means to carry and stimulate anxiety, touching only sensitive topics,
triggering certain behaviours that are picked by supporting an argument superficially and
with a frame to select the most emotional information to be framed in a way to create a
semantic and logical short circuit, eliciting (illogical) fears promoted by a given ideology.
On top of that, in hyperpartisan sentences, Loaded Language and Exaggeration/Minimisation
(hyperbolic language) appear together (.34 correlation), maximizing their overstating power.
Furthermore, Reductio ad Hitlerum, a technique aiming at discrediting someone, usually a
political opponent, by attributing nazist traits, is combined with Name Calling (.25 correla-
tion). This result is quite expected, since it highlights the common ground between these two
devices, resulting in addressing someone. In addition to this, Reductio ad Hitlerum shows a
.27 correlation with Appeal to Values, too. This points out how, after presenting an actor in a
bad light, the authors put this character in contrast with the promotion of politicized values.
Lastly, it is important to notice that the fearing rhetoric is stressed with hyperbolic language

(Exaggeration/Minimisation) co-occurring together (.21).
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Correlation Between Rhetorical Techniques and Hyperpartisan Sentences
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Figure 4.6: Correlation between Hyperpartisan sentences and techniques.

After that, the measure of Log Ratio with regard to the label gives information on
the discriminative magnitude of the rhetorical bias. Log Ratio (LR) is calculated as the
logarithm base 2 of the ratio of the frequencies between the two groups. A value of 0
signifies equal frequency in both groups, positive values indicate a higher frequency in
the hyperpartisan group, and negative values indicate a higher frequency in the neutral
group. As a result, Figure [.7] depicts which rhetorical biases are most determinant in dis-
tinguishing between hyperpartisan and neutral sentences, showing how these two distinct
types of utterances differ in the involvement of rhetorical biases. Thus, neutral sentences

are usually characterized by no rhetorical biases (’no_technique_detected”), whereas “Re-
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duction_ad_Hitlerum”, ”Name_Calling”, ”Tu_Quoque/Whataboutism”, Loaded_Language”,
”Smear/Doubt”, ”Straw_Man/Red_Harring” and “Exaggeration_Minimisation” are highly sig-
nificant (p — value < 0.001) to discern hyperpartisan sentences. Those findings validate
Maggini et al.| [2025¢]’s definition of hyperpartisanship as well as the previous definitions

used in the literature by Kiesel et al.[[2019b], Lyu et al.[[2023].

Name_Calling . p <0.001
Loaded_Language . p <001
Smear/Doubt = = z :ggz
Exaggeration_Minimisation I
Tu_Quogue/Whataboutism I
Reductio_ad_Hitlerum
° Straw_Man/Red_Herring _
g Repetition [
£ Appeal_to_values/Flag_Waving —
£ Appeal_to_Fear -
Appeal_to_Authority -
Causal_O ion/C 0 ion -
Appeal_to_Time _
slogan/Conversation_Killer ]
Intentional_Confusion Vagueness B
False_Dilemma_No_Choice ]
Appeal_to_Popularity !
—6 —4 -2 0 2 4

Log Ratio

Figure 4.7: Log Ratio of the Rhetorical Techniques with regards to Hyperpartisan/Neutral Label.

Lastly, the y? test comparing the frequency of each rhetorical technique across the binary
labels demonstrates that in most of the cases a relationhip between independent variables exist
with statistical evidence. This evidence is described in Table {111
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Technique Chi-Square  Significance LR FR
no technique detected 674.279 HAE -6.638  0.010
Name Calling 101.887 ok 1.863  3.638
Loaded Language 85.824 oAk 1.096  2.137
Smear/Doubt 47.685 woHk 0.772  1.707
Exaggeration Minimisation 36.795 ok 0.822  1.768
Tu Quoque/Whataboutism 29.762 wAE 2.021  4.059
Reductio ad Hitlerum 22.154 ok 4.755  27.000
Straw Man/Red Herring 11.907 otk 1.176  2.259
Repetition 8.696 wE 1.429  2.692
Appeal to Values/Flag Waving 6.644 woE 0.737  1.667
Appeal to Fear 6.545 * 0.555 1.469
Appeal to Authority 5.434 * -0.709  0.612
Causal/Consequential Oversimplifica- 4.848 * 0.367  1.290
tion

Appeal to Time 3.556 -1.585 0.333
Slogan/Conversation Killer 0.781 0.267  1.203
Intentional Confusion Vagueness 0.582 -0.258  0.836
False Dilemma No Choice 0.030 0.086  1.062
Appeal to Popularity 0.000 -0.241  0.846

Table 4.11: Rhetorical Techniques Chi-Square analysis for p-values: 0.05 *, 0.01 **, 0.001 ***, Fre-
quency Ratio (FR). Frequency Ratio (FR) quantifies how many times more frequent a
technique is in the dominant group. A value of 1 represents equal frequency between
groups, while values greater than 1 reflect the extent of the difference.
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4.3.3 Topological Distribution of Rhetorical Biases
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Figure 4.9: Distribution of Rhetorical Techniques across article quartiles

Fig. shows the average of hyperpartisan sentences across the articles’ structure, while
Fig. [£.9]illustrates the concentration of bias in the articles’ structure. This provides us with
a better understanding of how much and in which parts the articles are contaminated by
hyperpartisanship and rhetorical biases.
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To analyze the Hyperpartisan Contamination Level (HCL), firstly, we grouped the sentences
by article ID and got the sentence positions. Then, we created normalized positions for each
sentence and created 10 position bins. Lastly, we computed the average hyperpartisan score for
each position bin. Fig. shows that hyperpartisan sentences appear in 50% of cases within
the first 10% of the articles and around 40% in the following 10% (i.e., between 10% and
20% of the article’s beginning). This evidence aligns with what other researchers analyzed
in previous work, stating that titles usually are determinant to distinguish between fake or
hyperpartisan and mainstream news [Horne and Adali, 2017, |Shrestha and Spezzanol 2021].
Then, the average HCL drops in the central part (20-60%) to increase again up to around 30%
in the second half of the articles (60-100%).

Then, we decided to investigate how rhetorical techniques are adopted to convey and shape
the message (Fig. 4.9 and Fig. [4.T1). Firstly, we normalized the position of the techniques
within each article, creating position quartiles. After that, we counted the occurrences of
each technique in each quartile and then pivoted the data for visualization. Successively, we
calculated the raw totals for each technique and then normalized by technique, namely, we

computed the percentage across quartiles for each technique.

Our annotation of sentences with rhetorical fallacies revealed that certain techniques are
more prominent than others, offering valuable insights into how these strategies are distributed
across the structure of the articles. For example, while Reductio ad Hitlerum is relatively
rare (13 occurrences with high statistical significance), it appears predominantly in the first
quartile (Q1) at 53.8%, indicating its use in setting a strong, biased tone early in the article.
Similarly, Name Calling is concentrated in Q1, with 49% of its occurrences in this section, and
both techniques are highly significant for identifying hyperpartisan sentences. These strategies
allow reporters to directly express their stance on a topic, often leveraging emotionally charged

language to engage the reader from the outset.

However, Repetition (statistically significant) is mostly frequent in the second quartile
(Q2), with 56.5% of its cases appearing here. This suggests its role in reinforcing the ideas
introduced eatlier, contributing to the redundancy of concepts to solidify the intended message.
Lastly, Slogan/Conversation Killer usage peaks in the final quartile (Q4), accounting for 43.8%
of its total appearances. This aligns with the tendency of journalists to use catchy phrases
or mottos at the end of articles to leave a lasting impression and emphasize their message.
These findings align with the existing literature, which highlights how clickbait headlines

often employ rhetorical techniques to manipulate reader engagement and frame narratives
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Distribution of Hyperpartisan Content Across Article Positions
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Figure 4.10: Hyperpartisan Contamination Level per sentence position (deciles). n represents the
number of sentences. Because of articles have dissimilar number of sentences, we
normalize their length.

Model Classification | Method | Accuracy | Precision | Recall | F1 Score
HP 0-Shot 0.959 0.942 0.924 0.933
GPT-do-mini RB 0-Shot 0.892 0.285 0.486 0.319
FT 0.905 0.326 0.465 0.362
HP 0-Shot 0.969 0.980 0.907 0.942
GPT-40 RB 0-Shot 0.906 0.387 0.434 0.385
FT 0.908 0.378 0.559 0410
bert-base-italian-xxl-uncased HP FT 0.861 0.858 0.861 0.859
RB FT 0.354 0.699 0.354 0.470
sentence-bert-base-italian-xxl-uncased HP FT 0.851 0.846 0.851 0.845
RB FT 0.321 0.683 0.320 0.436

Table 4.12: Comparison of Hyperpartisan and Rhetorical Bias Classification Models

persuasively [Blom and Hansen| 2015, Munger, 2020]]. Such strategies are not only common
in sensationalist media but are also key tools for amplifying bias and promoting specific
agendas [Chakraborty et al.l 2016|]. This finding also strengthens the relationship between

clickbait and hyperpartisan content.

4.3.4 Computational Baselines

The aim of our experiments is to provide baselines and to explore the impact of different
architectures on two classification tasks: hyperpartisan and logical fallacies. Both tasks were
annotated at the sentence level. While HP classification is a binary classification task, RB
classification is a multi-class classification task.

The hyperparameters employed and the results of the evaluation on the detection of hy-
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Figure 4.11: Distribution of Rhetorical Techniques across articles’ bodies normalized.
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Hyperparameter Value

Learning rate 1x107*
Epochs 2

Runs 5
Weight decay 0.001

Max grad norm 0.3

Warmup ratio 0.1

Table 4.13: Hyperparameters for Fine-Tuning experiments with encoder-only models.

perpartisan and rhetorical bias are shown in Tables and The results demonstrate
significant variability in the metric scores between different models and methodologies.

GPT: GPT-40-mini and GPT-40 both perform well on the HP classification task in a 0-shot
setting. GPT-40 achieves an accuracy of 0.969 with an F1 score of 0.942, outperforming GPT-
4o0-mini, which attains an accuracy of 0.959 and an F1 score of 0.933. The results indicate
that GPT-40 is more effective in recognizing hyperpartisanship in Italian news articles. Those
results can be explained by the architectural and dimensional differences between the two
models.

For RB classification, GPT-40-mini performs reasonably well in 0-shot mode (accuracy:
0.892, F1: 0.319), and its fine-tuned performance increases slightly (accuracy: 0.905, F1:
0.362). GPT-40 exhibits similar behavior, with 0-shot performance (accuracy: 0.906, F1:
0.385) being substantially better than FT (accuracy: 0.908, F1: 0.410). The low precision
scores for both models in RB classification indicate challenges in correctly identifying rhetori-
cal bias. The highly unbalanced distribution between techniques explains these results. Indeed,
the other metrics we reported are macro-averaged metrics, which offer a fair comparison.

Encoders: For HP classification, bert-base—-italian—-xxl-uncased achieves an
accuracy of 0.861 and an F1 score of 0.859, showing strong performance but slightly lagging
behind GPT-40. However, in RB classification, the model performs poorly, with a precision
of 0.354 and an F1 score of 0.470, indicating that it struggles to effectively identify rhetorical
bias. The difficulty in classifying RB stems from the extreme class imbalance, where certain
rhetorical categories are underrepresented, leading to biased model predictions that favor more
frequent classes. The macro-averaged F1 score provides a clearer picture of this imbalance,
as models perform well on majority classes but fail on rare ones. Similar trends are observed

for sentence-bert-base-italian-xxl-uncased, which achieves competitive HP
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classification results (accuracy: 0.851, F1: 0.845) but performs poorly on RB classification
(accuracy: 0.321, F1: 0.436). This suggests that sentence embeddings are effective for
hyperpartisan classification but less suited for rhetorical bias detection. The model’s struggle
with RB is further exacerbated by the highly skewed class distribution, making it difficult to
learn meaningful representations for rare rhetorical bias categories. The macro-averaged F1
scores reinforce that underrepresented classes are poorly classified, reducing overall model

effectiveness.

4.3.5 Final Remarks

In this work, we introduced a novel Italian news dataset focused on climate change and
Euroscepticism, specifically designed for hyperpartisan and rhetorical bias detection. Our
dataset emphasizes the critical need to collect news in underrepresented languages to gain
a deeper understanding of hyperpartisanship across European countries. Spanning diverse
and polarizing public topics, the dataset consists of 48 articles divided into 1,010 sentences,
annotated for hyperpartisanship (binary labels) and enriched with over 1.5K rhetorical fallacy
labels using a fine-grained taxonomy.

Our study underscores the significance of analyzing hyperpartisanship in conjunction with
rhetorical biases, as these biases can profoundly influence the objectivity of storytelling in news
articles. Through detailed corpus analysis, we contributed to the field by offering nuanced
insights into how specific rhetorical techniques align with hyperpartisan content, enhancing
our understanding of manipulation strategies in media.

We also established strong baselines using state-of-the-art architectures and learning
paradigms, such as FT and 0-shot, demonstrating the versatility and applicability of our dataset.
By sharing the full pipeline to recreate the dataset, we aim to facilitate the development of new

methods and tools to critically analyze online media content.

4.4 |HPP: A Paragraph-Level Dataset for Investigating the Prag-
matics of Hyperpartisan ltalian News

With the previous work, we have validated the intertwined logical and linguistic relationship
between the political construct of hyperpartisanship and a taxonomy of rhetorical biases, in-
vestigating how a specific Italian source utilizes these devices to shape the communication

process. With IHPP: A Paragraph-Level Dataset for Investigating the Pragmatics of Hyper-
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partisan Italian News the intent is to expand that previous work with the introduction of more
Italian data points and testing the assumption that HP language breaks Gricean’s maxims,
exploiting non-literal language at the semantic and pragmatic levels. Namely, by leveraging
some rhetorical figures (e.g. Figurative Speech, Hyperbolic Language) hyperpartisan content
creates vivid imagery emphasizing points, or describing something in a charming way, de-
parting from standard definitions to convey deeper meaning. Thus, we have shifted the focus
from rhetorical biases to non-literal figures. The chapter is structured as follows, presenting
the results for the dataset we have created in[4.4.1]and the experiments on the explainability in
4.4.3

4.4.1 Dataset

In the Chapter [3.6| we already provided superficial information about the Annotation Process.
Here we are going to discuss it in more detail.

Annotation Framework

Our annotation framework addresses three core constructs: hyperpartisanship at the paragraph
level and LT, which has been applied at the span level. For hyperpartisanship, we adopted
the definition from [Maggini et al.| [2025¢], characterizing HP news as extremely one-sided
content marked by strong bias. We implemented this as a binary paragraph-level classification
to track the distribution of HP content throughout paragraphs (see Figure #.12). LT are
grounded in pragmatics theory, which is the study of language in context [Scott, 2022]] and in
the hyperpartisan language, they could be used to undermine the Gricean’s maxims of quality,
relevance, quantity, and manner. We compiled a list of 10 LT and conducted a pilot annotation
on 15% of our data. This exploratory phase allowed us to homogenize LT names and unify
those with similar definitions under the same label (e.g., Irony, Sarcasm — Irony/Sarcasm,
Metaphors and Similarities — Figurative Speech), leading to a total of 6 LT types|3.20

Source selection

To investigate hyperpartisan language in Italian, we combined data from different sources. We
re-annotated the Italian data points from SemEval 2023 [Piskorski et al., 2023a]] and De Mattei
et al.| [2020]’s datasets because they cover different topics, such as the Ukraine war, Italian

and European politics (see Table i.14)) from mainstream and “alternative” media sources that
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could potentially spread mis/disinformation. Given this scale, we prompted L1lama 3.1
8B with our annotation guidelines to perform an initial classification along the hyperpartisan
dimension. Guided by this filtering, we selected a batch of articles whose prediction score
was above 0.7. Then we inspected, read and manually selected 192 articles from Piskorski
et al.|[2023a] and 45 from De Mattei et al.| [[2020]. This human-in-the-loop approach ensured
coverage of low-frequency classes. Subsequently, to cover different topics like climate change,

we selected 119 articles from an independent outlet, "Green Policies” section: nicolaporro.iﬂ

Data Preparation

The data from SemEval 2023 required no additional processing, as they were already divided
at the paragraph level. In contrast, the dataset from De Mattei et al.| [2020] needed to be
split into paragraphs. Some of these textual segments consisted only of partial sentences
or verbless clauses, undermining natural discourse units and the logical coherence of the
discourse. Consequently, we merged consecutive segments containing fewer than 20 tokens.
This procedure provided a broader analytical context and produced more coherent paragraphs,
since very short segments were unlikely to contain LT. Regarding the data collected from
Porro’s news outlet, duplicate articles were first removed. The remaining texts were then

segmented into paragraphs using the HTML paragraph tags.

Annotation Process

Annotations were performed by two native Italian Ph.D. students with expertise in NLP
and disinformation analysis. After a training phase involving guideline review and pilot
annotations, each paragraph was independently annotated for hyperpartisanship, and LT, using
a custom web interface that masked outlet names to prevent source-related bias. Annotations
were performed at the paragraph level for the HP label and at the word/span level for LT.
Although annotators had access to the full article, the dataset was annotated paragraph by
paragraph in consecutive order. This choice aimed to preserve the local narrative flow and
discursive coherence within each article. We then conducted a thorough curation phase to
resolve disagreements through collaborative review that consisted of analyzing this type of
data while discussing the previous annotations. With this method, all the annotations were

solved.

3https://www.nicolaporro.it/articoli/ambiente-sostenibilita/

146


https://www.nicolaporro.it/articoli/ambiente-sostenibilita/

Chapter 4. Results and Discussion

Training Phase: Annotators studied the guidelines, conducted pilot annotations, and
participated in interactive sessions to clarify edge cases and resolve initial disagreements.
Annotation Phase: Each sentence was independently annotated by both annotators for hyper-
partisanship and LT. Curation Phase: Disagreements were reviewed and resolved collabora-
tively to finalize the dataset. All annotators gave informed consent, were fully briefed on the
study’s objectives, and retained the right to withdraw at any time. Inter-annotator reliability
was high, with both Cohen’s and Krippendorf’sa of 0.937 for HP detection, and an average
Jaccard Similarity of 0.814 for LT, indicating high agreement across all dimensions.

The final dataset’s label distribution is shown in Table

Statistic Train Test
Articles in COVID 253 68
Articles in EU_institutions 801 214
Articles in climate change 1254 318
Articles in immigration 503 123
Articles in war.UR 1077 250
Avg words per paragraph 47.54 48.0
Avg words per article 520.62 | 154.65
Total words 184819 | 46705

Table 4.14: |HPP topic-wise statistics for train and test splits.

IAA Error Analysis

Analysis of the Jaccard’s similarity for LT reveals a clear hierarchy of annotation reliability.
Neologism exhibits near-perfect agreement with a score of 0.949, annotators successfully
detected newly coined words belonging to an in-group dictionary. Similarly, Epithet (0.88),
Irony/Sarcasm (0.847), and Figurative Language (0.801) show high agreement on more abstract
aspects of pragmatics. For example, they adopt metaphors, similarities, adjectives used
critically to express someone’s quality and the paradoxical alteration of reality via Irony and
Sarcasm. Only Loaded and Hyperbolic Language scored a consistent agreement of 0.709 and

0.701 due to their similar confounding nature.

Data statistics and analysis

Italian HyperPartisan and Pragmatics in News is, to our knowledge, the largest dataset on

Italian HP news detection focused on the following main topics: Ukraine War (16.7%), climate
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Figure 4.12: Distribution of HP paragraphs across article deciles.

change (13.6%), Immigration (12.9%) and European Institution (11.4%) and is annotated
considering pragmatic layers. The remaining topics are subtopics of the corresponding macro-
families. The final dataset comprises 356 articles containing 4,861 paragraphs, with 8,104
annotated LT spans divided into train and test with 80-20 proportions after randomly shuffling
them. We applied a stratified split to maintain consistent proportions of HP and neutral
paragraphs across training and test sets. The dataset contains paragraphs with the following
labels: hyperpartisanship and LT. This enables multifaceted analysis of how partisan language
operates in polarizing topics discourse across mainstream and independent media. Table
[3.20] presents our taxonomy of LT together with their distributions in the data set. The
dataset is slightly imbalanced, with more neutral paragraphs (3,267) than hyperpartisan ones
(1,594). This distribution is expected and, in our view, representative: even strongly biased
articles must include neutral and functional paragraphs to ensure clarity and coherence in
communication, rather than consisting solely of hyperpartisan content. By looking at Figure
|12 HP paragraphs are concentrated in the first decile at 46.8 %. In the second decile,
they occur about one-third of the time—a proportion that is also observed at the end of the
articles. In all other positions, which correspond to the main body, the presence consistently
remains below the average of HP paragraphs (32.8%) in the total dataset. The analysis of
LT reveals a dual strategy in HP content. All LT categories peak sharply in the articles’
first decile, which often corresponds to titles and leads. This initial surge directly connects
our findings to the use of clickbait and persuasive language to influence reader engagement

and shape initial narratives [Chakraborty et al., [2016], a tactic common in sensationalist
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Irony/Sarcasm
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Loaded_Language
Neologism
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Figure 4.13: We measured the effect sizes using Log Ratio (LR), that is calculated as the logarithm
base 2 of the ratio of the frequencies between the two groups. LR = 0: equal fre-
quency in both groups; LR>0: higher frequency in the hyperpartisan group, and LR;0:
higher frequency in the neutral group.

media [Munger} [2020, [Blom and Hansen} [2015]]. However, while the overall frequency of HP

paragraphs decreases after the opening, the core persuasive function is sustained internally.

Specifically, Hyperbolic Language, Irony/Sarcasm, and Figurative Speech maintain a stable
frequency across the remainder of the article. This sustained presence suggests that these traits
are crucial not just for attracting the reader but for continuously reinforcing bias and pushing
particular agendas within the main body of the text. Quantitatively, all identified LT categories
demonstrate their value in distinguishing HP content, as evidenced by their positive Log Ratio
(LR) (Fig. @.13). This positive LR indicates that every LT is more frequent in the HP group
compared to the neutral group. We confirmed the statistical significance of this distinction
using a chi-squared test; however, only Neologism shows a non-significant p-value, likely due

to its comparatively low frequency within the corpus.

4.4.2 Fine-Tuning and Ablation Study

Fine-Tuning: For FT, we selected the optimal hyperparameters for each model using Optunaﬂ
running the models for 5 runs each and 2 epochs to avoid overfitting, given the limited
size of the dataset. The FT models achieved F1 scores ranging from .673 (multi-uncased)
to .729 (sent-ita-xxl). In this setting, the models pretrained on NLI datasets and with a
larger vocabulary outperformed those pre-trained on full-text corpora (bert-base-ita and its xxlI

variant). This difference stems from their objectives: sentence-based models like sentence-

4https://github.com/optuna/optuna?tab=readme-ov-file
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Model FT FT+Embeddings

Acc. Prec. Rec. F1 Acc. Prec. Rec. F1
ita-uncased 808 +.017 .677+.024 749 +.022 .711+.018  .863+.003 .863+.002  .864+.003  .863+.002
ita-xxl-uncased  .818 £.012 .731+.022 .706 +.024  .718+.033 .863+.007 .862+.006  .863+.007  .862+.006
sent-ita 790+ .009  .654+.008  .765+.008 705+ .014  .859+.006 .859+.010  .859+.006  .858+.008
sent-ita-xx1 .828+.014 753+ .012  .706+.009 .729 +.012  .867+.008 .866+.009  .867+.008  .867+.009

multi-uncased 739 £ .011 571 +.024 819+ .086  .673+.041  .854 +.002 .852+.003 .854+.002 .853 +.002

Table 4.15: Performance comparison of Italian language models on HP detection task. Best
scores within the FT configuration are underlined, while overall best scores (all from
FT+Embeddings) are bolded.

BERT optimize for sentence-level semantics, whereas traditional masked language models
focus on word-level predictions. In particular, sent-ita-xx1 achieved the highest F1 (.867),
precision (.866) and accuracy (.867). These results suggest sentence-BERT’s architecture is
particularly suited for document classification tasks like HP detection. The XXL variants,
with larger vocabularies and more parameters, offer better precision-recall trade-offs. For
both model families, upgrading to XXL versions increased precision at a slight recall cost,
ultimately improving F1 scores. Thus, their predictions are more confident, but miss more
true positives. Lastly, although being trained on Italian, the multi-uncased model performed
poorly (F1 .673) compared to the other models, likely because its cross-lingual generalization

capability compromises performance in specialized domains.

Error Analysis: Ita-xxl-uncased predicted on the test set 220 true positives and 605 true
negatives, one less than sent-ita-xxl, which, in contrast, predicted 591 true negatives. The
multilingual-uncased labeled 126 false-positive cases. Across all the models, the paragraphs
containing Loaded Language were the most frequently classified as false negatives and false
positives, but they were also more frequent than the others. However, the pattern stays the
same across the models, highlighting a hierarchy of task complexity which also follows the
distribution of the LT: False Negative: LL > HL> FS> IS> EP> NEO; False Positive: LL>
FS> EP> HL> IS> NEO.

Fine-Tuning with Embeddings: All the models benefitted from FT+EMB configuration.
Particularly, the multilingual variant’s F1 performance increased by 18 points, and its Precision
by 28. This enhancement indicated that the introduction of LT embeddings improved the
detection of positive instances while incorporating this kind of information during FT and
confirmed the utility of linguistic cues. Particularly, the multi-uncased showed that the task

input helped compensate for the lack of strong dataset-specific representations in its pretrained
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Figure 4.14: LT average drop by model in ablation.
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Figure 4.15: Attribution Ratios: Models x LT x Variants

embeddings. Error Analysis: This setting confirms that the trend for the misclassification

is the same as before, with a declared hierarchy. There is the exception of NEO, which now

appears only in paragraphs annotated as false positives.

Ablation Study: Ablating LT categories revealed different impacts (Figure 4.14) and
an average F1 drop 1.42%. Removing LL caused the largest drop (7.17%), while FS, IS,
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and HL had minimal negative effects (0.39%, 0.54%, 0.82%). Paragraphs containing LL
are the most frequent amongst the ones containing LT and account for 94% of all errors,
confirming the difficulty of the task and the positive contribution of embedding this specific
LT. Instead, removing EP and NEO slightly improved F1 by 0.35% and 0.08%. Despite
their negative ablation impact, they do not introduce confusion since their error rates are
low. This behavior suggests they may suffer from redundancy with co-occurring LT like
LL, and they are insufficient as standalone predictive features in current model architectures.
To investigate this redundancy, we analyzed co-occurrence patterns between LT categories
(Table .16). The high conditional probabilities reveal that most LT tokens co-occur with
LL: 82.5% of EP instances and 76.5% of NEO instances appear alongside LL. However,
their Pearson correlations with LL differ substantially (0.41 for EP vs. 0.11 for NEO). This
discrepancy reflects their different distribution patterns: EP appears frequently throughout
HP paragraphs (18.8% coverage) with moderate correlation to LL, while NEO is rare (1.8%
coverage) but highly clustered in LL-heavy contexts when it does appear. The combination
of (1) proportional error rates, (2) high P(LL—LT), and (3) negative ablation impact suggests
EP and NEO function as LL proxies rather than independent discriminative features. When
LL is present (in their typical context), these features provide redundant information; when
ablated, models rely more heavily on LL’s robust signal, improving performance. Only in
the 23% of cases where EP/NEO appear without LL do they provide a weak independent
signal—insufficient to justify their inclusion given the overfitting risk on rare patterns. The
ablation impact was not clearly tied to vocabulary size or language, as IS affected all models
negatively, but bert-ita-xx1 reduced its impact compared to bert-ita, while sentence models
showed the opposite trend. Learning polarized vocabulary (e.g., NEO expressing slurs, violent
expressions) via FT+EMB aided HP detection, and its ablation increased false positives for

this LT, underscoring LTs’ role as hyperpartisanship proxies.

LT Occur. Errors Err% FP FP% FN FN%

LL 225 165 733 101 449 129 573
FS 195 113 580 88 451 58 29.7
HL 180 890 494 66 367 58 322
IS 165 72 43,6 52 315 34 206
EP 165 72 436 70 424 17 103
NEO 70 19 271 19 27.1 0 00

No LT 270 40 14.8 0 00 40 148

Table 4.16: LT FT+EMB error statistics. Coverage: % of corpus containing LT. Error Share: % of total
errors involving the specific LT. Error Rate: % of LT-containing paragraphs misclassified.
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Figure 4.16: Comparison of SHAP values across learning strategies ordered by magnitude. The
plot is split by predicted label. Samples predicted as HP SHAP contributions toward
label HR viceversa for the labelled ones as Neutral.

4.4.3 Integrated Gradient and SHAP Analysis

Integrated Gradient Figure £.15] shows IG attribution ratios for LTs, with non-trait tokens
averaging 1 as a baseline (per Formula 3.3). Comparing pre-trained, FT, and FT+EMB
models, LT embeddings generally reduced attribution importance, with FT outperforming in
17 of 35 model-variant-LT combinations. A consistent hierarchy of attribution was observed
across the LT categories: FS led in FT except for multi-uncased, followed by IS, LL, and EP,
indicating model-agnostic prioritization of certain LT. Pre-trained multi-uncased highlighted
HL (ratio 1.08), but ignored NEO, which rose to 1.12 in FT+EMB, possibly due to Italian
vocabulary and task optimization. NEO gains were: FT vs. pre-trained +5.1%, FT+EMB vs.
pre-trained +31.2%, FT+EMB vs. FT +24.9%. Except for multi-uncased, LTs were under-
scored, but NEO exceeded non-trait averages in FT+EMB (e.g., 1.04 XXL, 1.15 non-XXL,
0.98 ita-xxl-uncased), suggesting a hyperpartisan cue. However, ablation data tempers this:
NEO removal improved F1 by 0.08%, EP by 0.35%, versus LL’s 7.17% drop, hinting at NEO’s
over-optimization on rare instances (96/4681 paragraphs) and LL co-occurrence (correlation
0.11 vs. 0.41 for EP-LL). This consistently higher attribution for NEO relative to non-trait
tokens suggests its potential role as a hyperpartisan cue. While IG scores highlight NEO as
a primary contributor, the ablation study provided further context. To resolve the IG-ablation
discrepancy and disentangle the possible effects of co-occurring LT, we conducted conditional
attribution analysis comparing NEO and EP against LL, the most important. We defined the

boosting factor as:

median attribution with LL — median attribution isolated

4.1
|median attribution isolated| 1)

153



MicHELE JosHUA MAGGINT

Conditional IG scores in (computed across isolated, without LL, and with LL conditions)
showed NEO’s context dependency boosting factors ranging from +81.4% to +100% in ita-
xxl-uncased and sent-ita-xxl, and -41.2% to -100% in others, yet § F1 < 0.08% (p > 0.05)
across models. Models with larger vocabularies (ita-xxl, sent-ita-xx1) may have dedicated
embeddings for NEO terms, amplifying their attribution when LL co-occurs. In contrast,
smaller vocabulary models may merge NEO into subword tokens, reducing their distinct signal.
However, the consistent near-zero F1 impact (6F1 < 0.08%, p>0.05) across all architectures
confirms that this variability reflects architectural artifacts rather than genuine predictive value.
Sent-ita-uncased’s NEO hit 1.0 attribution when isolated, but §F1. EP showed significant
O0F1 (+1.1%, p < 0.05) only in ita-xxl, likely due to its larger vocabulary disentangling LL
(P(LL—EP) = 0.825, P(LL—NEO) = 0.765). Other models’ EP boosting (67.7%—-97.1%)
lacked impact, indicating LL dependency. Given the high attribution on NEO, the model
currently relies on it when making predictions, but its negative ablation effect forces the model
to use more reliable features. The model might have overweighted rare, co-occurring features
during training, similar to shortcut learning phenomena [Geirhos et al.,|2020]]. Those results
provide cues about the limited discriminative power of the NEO and EP. IG reveals what models
do learn and not what they should learn. Thus, high attribution scores indicate model reliance,
but not feature utility. Lastly, two attribution mechanisms emerged: independent (high isolated
IG, minimal LL boost, significant § F1, e.g., EP in ita-xxl) and correlation-driven (low ¢ F1 <
0.01, p > 0.05, LL-sensitive, e.g., NEO, most EP cases), reflecting redundancy with LL.

SHAP analysis Figure|4. 16|represents SHAP values toward HP predictions across different
models and learning strategies. Each dot represents a paragraph, with red indicating frequent
trait presence and blue indicating infrequent occurrence. The pre-trained model shows SHAP
values concentrated near zero across both neutral and HP predictions, indicating it does not
rely on linguistic traits to distinguish between classes. This suggests the model lacks domain-
specific knowledge about which linguistic features signal hyperpartisanship, treating all LT as
approximately equal in importance regardless of their actual discriminative power. In contrast,
FT enables trait-based discrimination. Indeed, the FT model learns to identify HP language
from contextual patterns without explicit trait embeddings. LL, FS, and IS demonstrate clear
discriminative power by contributing positively to HP predictions (predominantly positive
SHAP values in the HP column) and negatively or near-zero to neutral predictions. Instances
with low trait occurrence (i.e. blue dots) in the neutral column show negative or near-zero

SHAP values, confirming that trait absence contributes to neutral classification. However,
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the relatively tight clustering suggests that their contribution is primarily determined by their
presence versus absence, with limited contextual modulation. On the other hand, the FT+EMB
model exhibits substantially increased SHAP value variability, with LL and FS spanning both
positive and negative ranges even within HP predictions. This context-dependent behavior
indicates that the same trait can reinforce HP classification in some paragraphs while con-
tributing weakly or negatively in others, depending on surrounding context (e.g., LL in quoted
speech may be interpreted differently than when used directly by the author). This contrasts
sharply with FT, where traits show consistent directionality: negative for neutral, positive for
HP. The embeddings enable the model to weigh trait importance based on broader context,
leading to more nuanced but less linearly separable feature contributions. The non-trait feature
exhibits this contextual sophistication, showing minimal spread in pre-trained and moderate
activity in FT, and exhibiting the widest SHAP value distribution in FT+EMB. This indicates
the embeddings enable richer extraction of contextual signals from surrounding text, with the
model learning complex relationships between trait-bearing and non-trait tokens rather than
treating non-annotated text as background noise. However, not all LTs prove equally discrimi-
native. Indeed, Neologism and Epithet consistently show weaker SHAP magnitudes and tighter
clustering across all models. For NEO, this stems from its rarity (96 instances, 2%) combined
with high LL co-occurrence (76.5%). For EP, despite moderate frequency (1,242 instances),
its high correlation with LL (82.5% co-occurrence) limits independent discriminative power.

4.4.4 Final Remarks

The chore of IHPP was to release a paragraph-level Italian corpus annotated for HP detection
and enriched with span-level LT across six categories. Secondly, we incorporated LT into
BERT-based classifiers via embedding fusion and conducted an ablation study to quantify
each trait’s discriminative contribution. Lastly, we apply Integrated Gradients and SHAP to
examine whether models rely on LT tokens in ways consistent with their actual predictive value.
With these experiments, our contribution pushes a little further the understanding of internal
representations of LT with regard to hyperpartisan detection for a low-resource language like
Italian. Furthermore, with this work, we also confirmed that hyperpartisan language relies on
not only rhetorical biases but also on breaking Gricean maxims and on other figurative devices

shaping the semantics of the utterances.
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4.5 Par-ITA: Seq2seq vs LLMs on neutralizing capabilities

Par-ITA is the last work we are presenting in this thesis and aims to provide insights on the
seq2seq capabilities for neutralizing a hyperpartisan text, as well as to test the support of LLMs
as a judge in the subjective annotation task. Additionally, the final scope is creating a synthetic

human-curated dataset for the neutralization task on the Italian language.

4.5.1 Data Generation and Pipeline Evaluation
Stage 1: Preliminary LLM Selection Results

Human annotators achieved high agreement on model evaluations (Table[d.17): Krippendorff’s
a of 0.890 (Syntax), 0.863 (Semantics), and 0.815 (Neutrality). Model performance varied
significantly. Llama-3.1-8b-Instruct excelled in Syntax for paraphrasing tasks (2.88 Rephrased,
2.54 Perturbed) but frequently generated English text, yielding poor semantic scores. Mistral-
Nemo-Instruct-2407 struggled with neutralization, retaining hyperpartisan cues in 70% of
outputs. Qwen-2.5-14B-Instruct demonstrated consistent quality across all tasks (Rewritten:
2.90 Syntax, 2.73 Semantics) with only 13% neutralization failures, achieving the following
human alignment (Cohen’s x = 0.801, MCC = 0.806).

a Kyy r P Ke MCC
Syntax 890  .890 .891  .902 - -
Semantics 863 863 .865 .871 - -
Neutrality 815 815 815 812 - -
Best Model - - - - 871 -
Llama Rew. - - - - 834 .840
Mistral Rew. - - - - 762 764
Qwen Rew. - - - - .801 .806

Table 4.17: Inter-annotator agreement for human experts and model-human alignment on neu-
tfrality classification in the preliminary LLM selection phase. a: Krippendorff's @, «,:
weighted Cohen’s «, r: Pearson correlation, p: Spearman correlation, «.: Cohen'’s «,
MCC: Matthews Correlation Coefficient.

GPT-40-mini as Judge in Data Generation GPT-40-mini showed moderate correlation
with human consensus on quality scores (Figure f.17), particularly diverging on Rewritten
texts where humans assigned higher ratings. Considering the agreement between humans
and GPT on the neutralization task (Figure {.18), it ranged from poor to fair (Cohen’s «:

—0.039 to 0.454), with systematic over-classification of hyperpartisanship on sensitive topics
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(COVID, immigration, climate change). This aligns with documented safety over-refusal” in
RLHF-tuned models, which rely on lexical triggers rather than nuanced framing analysis.
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Figure 4.17: Correlation between human consensus and GPT-4o-mini scores (averaged Syntax
and Semantics) during data generation.
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Figure 4.18: Cohen’s x between human experts and GPT-4o-mini on binary label for the Rewritten
task across models.

Stage 2: Full Dataset Generation Statistics

For the full dataset generation via Qwen-2.5-14B-Instruct, the model successfully generated
hyperpartisan variants in most cases (Table[4.18), but achieved only 44.4% complete success
on Rewritten. Consequently, annotators edited 32.8% of Rephrased texts, 41.9% of Perturbed
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texts, and 67.8% of Rewritten texts, with Avg. Levenshtein distances of 29%, 25%, and 32%

respectively.

Task Edited Lev. N P Y

Rephrased  32.8% 29% 12.4% 11.6% 76.0%
Perturbed 41.9%  25% 17.5% 81%  74.4%
Rewritten 67.8% 32% 27.9% 27.8% 44.4%

Table 4.18: Generation quality. Lev.: Avg. Levenshtein distance from original text. N: No, P: Par-
tially, Y: Yes.

Human-GPT Agreement on Qwen’s Rewritten Task For Rewritten texts, human an-
notators achieved substantial agreement (Cohen’s x = 0.694), while GPT-40-mini agreement
remained fair (x = 0.302-0.454), confirming its tendency to over-classify contentious topics
as hyperpartisan regardless of actual framing bias.

Common Error Patterns Rephrased: Difficulty replacing neologisms and managing
noisy elements (calls-to-action, malformed punctuation). Perturbed: While successfully
amplifying bias markers, the model occasionally introduced grammatical errors, nonsense
neologisms, or output placeholder text instead of content. Rewritten: Most failures involved
incomplete neutralization (residual loaded terms, preserved biased framing) or difficulty de-
tecting subtle irony. To preserve semantic meaning, we avoided complete context removal
except when sentences contained only insults or slurs, prioritizing reduction of loaded language

over topic elimination.

Stage 3: Post-hoc Generation Metrics Validation

Inter-Annotator Agreement on LLMs Generations Post-Hoc Human annotators achieved
substantial-to-strong agreement across models (Figure {.19), with Cohen’s « ranging from
0.459 (gemma-3-27b) to 0.763 (llama-3.2-3b). Higher agreement on models like llama-3.2-
3b and qwen-25-72b suggests these models produce more consistent, interpretable outputs.
Lower agreement on larger models indicates greater output variability.

Human vs. GPT-40-mini Rating Alignment GPT-40-mini consistently assigned higher
scores (concentrated in ratings 3-5), while human annotators distributed ratings more evenly,
particularly using lower scores (1-2) to penalize subtle neutralization failures, semantic drift, or
hallucinations. This pattern confirms GPT-40-mini’s tendency toward leniency and insufficient

sensitivity to residual bias or factual inconsistencies that humans readily detect.
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Gemma-3-27b] | 0.459

Gemma-3-4b 0.548
Apertus-70b 0.571

Qwen-3-30b

Mistral-7b
Qwen-2.5-3b
Llama-3.3-70b
Llama-3.1-8b
Qwen-2.5-72b

Llama-3.2-3b

0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80

Figure 4.19: Inter-annotator agreement (Cohen’s k) between humans across evaluated LLMs.
Higher values indicate more consistent human judgments.

Implications for Automated Evaluation These findings reinforce that while GPT-40-mini
provides a useful signal for high-level quality assessment, it cannot replace human judgment
for nuanced neutralization tasks. The divergence between high automated semantic similarity
scores and lower human ratings highlights that lexical/embedding similarity does not capture

subtle hyperpartisan cues, framing bias, or hallucinated content.

4.5.2 Seq2seq Model Results

We evaluated four seq2seq model families (ITS, mTS, FLAN-T5, BART-IT) across super-
vised fine-tuning (SFT), classifier-guided fine-tuning (SFT-CLASS), and Direct Preference
Optimization (DPO) configurations.

Training Configuration Analysis. SFT provides balanced performance with high se-
mantic preservation (SBERTc_gen > 0.83) but moderate BLEU scores (14-19). SFT-CLASS
marginally improves neutrality (+2—-5%) at a slight cost to fluency (—1-3% BLEU), confirming
that classifier-guided decoding offers modest but consistent neutrality gains. DPO achieves
the highest BLEU scores (+23% average improvement) but with variable neutrality outcomes.

DPO Performance. DPO significantly improves generation quality for seq2seq models.
BART-base DPO achieves 29.1 BLEU—the highest across all configurations—while FLAN-
T5-large DPO maintains both high quality (24.1 BLEU) and acceptable neutrality (0.73).
However, DPO shows higher variance in neutrality outcomes: while some models main-
tain high neutrality (IT5-large DPO: 0.73, mT5-base DPO: 0.72), others exhibit significant
degradation (BART-base DPO: 0.13).

Model Family Comparison. Among model families, FLAN-T5 demonstrates the most

consistent performance across all configurations, benefiting from its instruction-tuning pre-
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Model Config BLEU ROUGE-L BERTScore Neutrality SBERT c.gn SBERT g ref
IT5-base SFT 11.9 0.32 0.74 0.52 0.83 0.69
SFT-CLASS 12.2 0.32 0.74 0.53 0.83 0.69
DPO 14.0 0.39 0.35 0.57 0.62 0.64
IT5-large SFT 13.7 0.33 0.35 0.59 0.83 0.70
SFT-CLASS 13.6 0.34 0.35 0.62 0.84 0.70
DPO 43 0.15 -0.01 0.73 0.55 0.43
mT5-base SFT 14.3 0.34 0.39 0.72 0.85 0.70
SFT-CLASS 14.5 0.34 0.39 0.71 0.86 0.70
DPO 23.0 0.39 0.41 0.72 0.72 0.68
mT5-large SFT 14.9 0.35 0.41 0.67 0.88 0.72
SFT-CLASS 15.8 0.36 0.41 0.69 0.88 0.72
DPO 21.1 0.37 0.36 0.57 0.75 0.69
FLAN-T5-base ~ SFT 18.4 0.38 0.42 0.83 0.91 0.73
SFT-CLASS 17.5 0.44 0.26 0.85 0.79 0.63
DPO 22.7 0.38 0.41 0.71 0.68 0.65
FLAN-T5-large SFT 19.3 0.38 0.43 0.81 0.91 0.73
SFT-CLASS 18.8 0.38 0.43 0.79 0.90 0.74
DPO 24.1 0.43 0.47 0.73 0.69 0.73
BART-base SFT 18.1 0.37 0.73 0.33 0.80 0.62
SFT-CLASS 16.4 0.36 0.20 0.73 0.81 0.62
DPO 29.1 0.44 0.44 0.13 0.75 0.73
BART-large SFT 18.1 0.37 0.40 0.75 0.91 0.72
SFT-CLASS 18.0 0.38 0.44 0.85 0.92 0.75
DPO 24.0 0.39 0.45 0.36 0.62 0.70

Table 4.19: Seg2seq model performance on Par-ITA test set. Best values per column are bolded.
SBERTsc-gen Measures semantic preservation from source; SBERTyen.ref Measures align-
ment with neutral reference. Neutrality is measured by our fine-tuned BERT classifier.

training. BART-IT achieves the highest peak BLEU but with unstable neutrality. mT5 provides
a balanced middle ground. IT5 shows the weakest overall performance despite being Italian-
native: IT5-base achieves only 11.9-12.2 BLEU with lower neutrality (0.52-0.53). This
suggests that domain-specific pretraining does not guarantee task-specific performance, and

cross-lingual models (mTS5, FLAN-TS) may better generalize to the neutralization task.

Semantic Preservation. The SBERTc.qen metric reveals an important trade-off: SFT
models preserve source semantics best (0.83—0.91), while DPO models show moderate seman-
tic drift (0.62-0.75). This suggests that preference optimization encourages more extensive
rewriting, which increases BLEU but may alter the original meaning beyond neutralization

requirements.
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4.5.3 LLM Results

We evaluate 11 LLMs across two configurations: zero-shot prompting for large models (27B—
72B parameters) and supervised fine-tuning (FT) using LoRA for smaller models (3B—8B).
Table summarizes performance across both automatic metrics and human evaluation.

Model Config BLEU ROUGE-L BERTScore Neutr. SBERT. Human Rank
Large Models (0-shot prompting)

Gemma3-27B  0-shot 8.1 0.25 0.34 1.00 0.62 3.96+1.56 1
Qwen3-30B 0-shot 9.4 0.26 0.33 0.98 0.63 3.42+1.69 2
Qwen2.5-72B  0-shot 12.8 0.31 0.34 0.94 0.68 3.10+1.61 6
Llama3.3-70B  0-shot 6.8 0.18 0.23 0.98 0.60 2.52+1.73 9
Apertus-70B 0-shot 1.5 0.06 0.01 0.99 0.51 1.64+1.21 10
Small Models (LoRA Fine-tuned)

Mistral-7B FT 16.3 0.37 0.48 0.91 0.76 3.24+1.59 3
Llama3.1-8B FT 16.6 0.38 0.48 0.92 0.76 3.20+1.54 4
Llama3.2-3B FT 13.3 0.33 0.42 0.91 0.72 3.10x1.56 5
Gemma3-4B FT 11.0 0.26 -0.16 0.89 0.56 3.00+1.60 7
Qwen2.5-3B FT 10.8 0.29 0.39 0.92 0.70 2.84+1.43 8
Phi3.5-Mini FT 0.3 0.03 -0.33 0.03 0.25 1.00+0.00 11

Table 4.20: LLM performance on Par-ITA test set. Human column shows meanzstd ratings (1-5
scale, n=50). Rank is determined by human evaluation.

Zero-shot Performance LLMs demonstrate zero-shot neutralization capabilities, achiev-
ing near-perfect neutrality rates (0.94-1.00) with simple prompting. Qwen2.5-72B leads in
automatic metrics with 12.8 BLEU. However, human evaluation reveals a different picture:
Gemma3-27B ranks highest (3.96/5) despite lower BLEU, suggesting qualitative factors be-

yond surface-level similarity matter for perceived neutralization quality.

Fine-tuning Fine-tuning smaller models substantially improves alignment with reference
neutralizations. Llama3.1-8B FT achieves the highest BLEU (16.6) and maintains excellent
neutrality (0.92). Mistral-7B FT performs comparably and achieves the best human rating
among FT models (3.24/5).

Notable Failure Case Phi3.5-Mini FT represents a complete failure case, producing
incoherent outputs with near-zero BLEU (0.3). All 50 human-annotated samples received the
lowest possible rating (1/5).
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4.5.4 Human Evaluation and Metric Alignment

To validate automatic metrics and gain deeper insight into model behavior, we conducted

human evaluation on a stratified sample of 50 examples across all 11 LLM configurations.

Metric Pearson r p Spearman p p

SBERT geq-ref +0.84 .001 +0.61 .048
ROUGE-L +0.82 .002 +0.53 .091
SBERT c-gen +0.79 .004 +0.59 .055
BLEU +0.75 .008 +0.54 .085
BERTScore +0.75 .009 +0.57 .065
Neutrality +0.70 .016 +0.35 299

Table 4.21: Correlation between mean human ratings and automatic metrics across LLM config-
urations.

Table shows that semantic similarity best predicts human judgment: SBERTgeprer
achieves the strongest correlation (r = 0.84). Overlap metrics like ROUGE-L (r = 0.82)
and BLEU (r = 0.75) show strong linear correlation with human ratings. Conversely, the
neutrality rate is weakly aligned. Often, zero-shot models produce over-neutralized or generic

phrasing that the classifier assesses as neutral, but humans penalize.

Implications for Metric Selection

Our analysis suggests the following hierarchy for metric reliability in predicting human prefer-
ences: Best predictors: SBERT sep.rer, ROUGE-L (strong linear and rank correlation); Good
predictors: BLEU, BERTScore, SBERT c.¢en; Weak predictor: Neutrality rate alone. For
practical evaluation, we recommend using BLEU + Neutrality jointly, as high performance

on both metrics is required for human acceptance.

4.5.5 Final Remarks

Par-ITA contributes to the neutralization task in Italian by creating a human-curated synthetic
dataset and benchmarking both seq2seq and LLM approaches for text neutralization. Our find-
ings reveal critical insights into the role of training strategies and model scale in neutralization
quality.

First, our three-stage pipeline demonstrates that LLM-assisted data generation combined

with human curation is feasible for creating high-quality neutralization datasets. Qwen-2.5-
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14B-Instruct emerged as the most reliable generator with strong inter-annotator agreement
(Cohen’s xk = 0.801 on neutrality), though even the best model required substantial human
correction (67.8% on Rewritten texts). This underscores that while LLMs provide valuable
scaffolding, human judgment remains indispensable for nuanced neutralization tasks where
subtle framing and semantic preservation matter.

Second, our seq2seq benchmarking reveals that training configuration significantly im-
pacts the neutralization-quality trade-off. SFT provides balanced semantic preservation
(SBERTj;cgen > 0.83) but moderate BLEU scores. DPO substantially boosts generation qual-
ity (BART-base achieves 29.1 BLEU), yet it introduces high variance in neutrality outcomes,
suggesting that preference optimization can degrade task-specific constraints without explicit
neutrality-aware reward design. Among families, FLAN-TS demonstrates superior robustness
across configurations, benefiting from instruction-tuning pretraining, while domain-specific
models like IT5 underperform, challenging assumptions about language-specific pretraining
advantages.

Third, our extensive LLLM evaluation (11 models, both zero-shot and fine-tuned) shows
that larger zero-shot models achieve near-perfect neutrality (0.94—1.00) but produce generic
outputs ranked lower by humans. Conversely, fine-tuned smaller models (Llama3.1-8B: BLEU
16.6, ranked 4th) generate more natural neutralizations with stronger human preference. This
validates that fine-tuning on task-specific data outweighs raw model scale for neutralization
quality.

Finally, our human evaluation and metric correlation analysis reveals that SBERT seman-
tic similarity best predicts human judgments (r = 0.84), while neutrality classifiers alone are
insufficient (» = 0.70). This highlights a critical limitation of automated evaluation: lexi-
cal/embedding similarity metrics cannot capture subtle hyperpartisan cues, semantic drift, or
hallucinations that humans readily detect. Our recommended dual-metric approach (BLEU +
Neutrality jointly) provides practical guidance for practitioners balancing generation quality
and task fidelity.

These findings position Par-ITA as a foundational resource for Italian text neutralization re-
search, advancing our understanding of how to bridge the gap between LLM-aided generation,

human curation, and rigorous evaluation for bias mitigation in low-resource languages.

163






CHAPTER 5

CONCLUSIONS AND FUTURE WORK

Detecting hyperpartisan news is challenging because the phenomenon changes over time
(diachronic linguistic variation) and varies across countries, where different media outlets
reflect distinct linguistic styles.

This thesis proposes several methodologies that address the full news production and
dissemination process. It analyzes country-specific linguistic factors in Europe using a repre-
sentative sample of native-speaking annotators, with attention to gender balance. In addition,
it develops and evaluates specialized resources for both monolingual and multilingual ap-
proaches.

The work also explores practical methods for both detecting and neutralizing biased con-

tent. All proposed tools and resources have been rigorously tested and successfully validated.

5.1 Contributions

This work involves the development, deployment, and testing of models, as well as the creation
of new tools and resources. The study focuses on hyperpartisan news in Europe, specifically
in Italian, Spanish, and Portuguese contexts, as these countries are considered at higher risk
of political polarization.

Given this geographical scope, we conducted several experiments to advance empirical
understanding of how machine learning models perform in low- and mid-resource language
settings, particularly in tasks related to harmful political content.

The main contributions of this work include not only the design and implementation of

methods for automatically detecting hyperpartisan news, but also the development of new
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linguistic resources. These resources are made available to the research community to support

and encourage further studies in this domain.

1. Literature Review: The main contribution of this work is systematizing the literature
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about hyperpartisan news detection. The process gathers the methods, architectures
and resources scientists have been using, highlighting the preference for Encoder-only
models due to the time range of our study and the limited attempts in adopting LLMs as
the main tool. Firstly, after comparing the different definitions of hyperpartisan news and
their implications in terms of feature engineering, we reframed it properly, embodying
both linguistic, social and political aspects. While doing this, we clarify the scope and
the domain of this phenomenon. Then, for the first time, the literature on this topic has
been scientifically systematized following the PRISMA methodology. This allowed us
not only to collect the documents across different online databases but also to discuss
the wide range of approaches researchers crafted to tackle the detection of hyperpartisan
news. Of course, the results reported in the literature have been collected in proper
tables, analyzed and critically discussed along with the embedding approaches and the
feature-engineering. Additionally, the datasets were tracked, gathered, and inspected,
so that this investigation offers insights about their availability (e.g. open vs restricted
access), their shape, the languages taken into account and the rate of reproducibility of
these works. Lastly, the literature review served to delineate prevailing research gaps

and challenges in hyperpartisan news detection.

Benchmarking Our focus is on testing different architectures, training and learning
methods on hyperpartisan news detection and similar tasks spanning from harmful
tweets to fake news detection. Thus, we conducted several evaluations in both mono-
and multi-lingual settings, covering European and Semitic languages while testing both
a wide range of models and LLM families. Particularly, these experiments covered
the most popular ICL techniques: 0-shot, Few-shot, Chain-of-Thought, and eliciting
rule-based methods like codebooks, or employing them as human-simulating tools via
persona-prompting. Considering the Few-shot tests, the experiments involved the usage
of random data points and their selection through accurate algorithms like DPP, ensuring
that the most representative points across the datasets could be used as guiding examples
for the models. Besides, across the evaluations, we also fine-tuned the LLMSs for the

detection and neutralization tasks employing Direct Preference Optimization, and in
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other cases, distillation techniques. In comparison, we assessed the capabilities of
transformers, both encoder-only and seq2seq, customizing their architectures (e.g. gate
fusion mechanism), ablating the features used at the classification time, and through
explainability techniques (e.g. SHAPS, IG), we were able to assess how they leverage
the linguistic knowledge we annotated. As a result, the work provides a rigorous
comparison of adaptation paradigms, evaluation and learning strategies, optimization
of example selection and a framework for interpretable classification, covering most of

the recently developed methodologies.

. Resource Creation Given the scarcity of the resources available with regard to Euro-
pean languages covering divisive and urgent topics that are shaping our democracies, we
concentrated our effort on crafting several resources for Italian, Spanish and Portuguese.
In total, 4 datasets have been released, of which 3 are for Italian, and 1 is multilingual
(Italian, Spanish, and Portuguese). These resources covered the textual detection of
hyperpartisan news, but we always modeled the construct according to the definition
provided in our systematic review, trying to incorporate several dimensions. For in-
stance, A sentence level... and the PartisanLens model HP according to rhetorical biases
mutuated from |Piskorski et al.|[2023c[|; IHPP inspects how HP works at the pragmatic
and semantic level thanks to the introduction of linguistic categories like Metaphors,
Neologisms, etc.; lastly, Par-ITA is the first parallel corpus for neutralizing Italian hy-
perpartisan paragraphs. Under these circumstances, the creation of the dataset involved
data augmentation. To this end, we leveraged LLMs to augment the pre-existing data
supervised by a human-in-the-loop approach. During the validation phases and the
annotation process, GPT-40 has been used as a judge, so that we were able to evaluate
its sensitivity to biased outputs with regard to the human benchmark. Actually, in terms
of task, we provided meaningful assets to the NLP community, ensuring high-quality

datasets with high IAA covering both detection and rephrasing.

. Neutralization The thesis contributes to neutralization as a complementary task to
detection, moving from binary classification to constructive rewriting of hyperpartisan
language. Through Par-ITA, we released the first Italian parallel resource for paragraph-
level hyperpartisan neutralization, with source-target pairs curated through a three-stage
pipeline combining LLM generation and human validation. The experimental campaign
showed that the neutralization problem cannot be reduced to lexical substitution: high

automatic neutrality scores are not sufficient when semantic faithfulness and discourse
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quality degrade. In particular, seq2seq experiments highlighted the trade-off between
content preservation and style correction, while LLM experiments showed that smaller
models, when properly fine-tuned, can outperform larger zero-shot models in human
preference. This result is relevant for practical deployment because it indicates a feasible
path for low-resource languages: targeted data curation plus supervised adaptation
can provide robust neutralization systems without relying exclusively on frontier-scale

models.

5. Explainability A further contribution concerns interpretability and model diagnostics.
In IHPP, explainability techniques were not treated as post-hoc visualization only, but as
a methodological component to validate whether models rely on linguistically meaning-
ful evidence. By combining feature ablation, embedding fusion, Integrated Gradients,
and SHAP analyses, we quantified the contribution of pragmatic traits and rhetorical
devices to hyperpartisan prediction. The analysis showed that linguistic traits are not uni-
formly informative: some categories consistently improve discrimination, while others
introduce noise depending on topic and context. This evidence supports a principled use
of linguistic knowledge in model design and demonstrates that explainability can guide
architecture choices, annotation refinement, and error analysis in a cycle of continuous

dataset-model co-improvement.

5.2 Conclusion

This thesis investigated hyperpartisan news as a multilingual, multi-level, and evolving phe-
nomenon, where political framing, rhetorical style, and pragmatic devices interact differently
across languages and media ecosystems. Starting from the systematic review, we estab-
lished that the field has grown rapidly but remains methodologically fragmented, with strong
dependence on English-centric resources and frequent simplifications of the hyperpartisan
construct. This motivated our empirical agenda: benchmark existing architectures and adap-
tation paradigms, then build new resources tailored to underrepresented European languages.
Across the experimental studies, a coherent pattern emerged. Fine-tuning remains the most
reliable adaptation strategy for complex political classification tasks, while in-context learning
is useful but generally less stable in low-/mid-resource settings. At the same time, no single
architecture is universally superior: encoder-based systems retain competitive advantages in

several detection tasks, whereas decoder-based and instruction-tuned models offer flexibility
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for generation and reformulation. The evidence from PartisanLens, climate-focused sentence-
level data, and IHPP further showed that hyperpartisanship is better modeled when rhetorical
and pragmatic dimensions are explicitly represented rather than collapsed into purely topical
signals. Another central outcome is that resource creation is not a side product but a sci-
entific contribution in itself. The datasets introduced in this work provide new benchmarks,
richer annotation layers, and stronger grounding for reproducible experimentation in Italian,
Spanish, and Portuguese. They also expose language-specific and culturally situated patterns
that are often hidden in English-dominant evaluations. In this sense, the thesis contributes
both technically and epistemologically: it broadens what is measurable and, therefore, what
can be modeled. Finally, by integrating neutralization and explainability, the thesis moves be-
yond detection-only pipelines. Neutralization experiments demonstrate that effective rewriting
requires balancing semantic preservation, stylistic correction, and human acceptability; ex-
plainability analyses show how linguistic traits can be traced, validated, and operationalized
in model development. Together, these dimensions support a more actionable and responsible
NLP framework for political-content analysis: not only identifying problematic discourse, but
also understanding model decisions and enabling controlled mitigation strategies.

Overall, the work provides a cohesive contribution spanning theory, benchmarking, re-
source design, interpretability, and generation, with a specific focus on underrepresented
European languages. The resulting framework offers practical guidance for future research
and deployment in multilingual settings where data scarcity, political context, and linguistic

nuance are central constraints.

5.3 Future Work

The results of this thesis open several directions that are both scientifically relevant and
practically necessary for robust multilingual hyperpartisan analysis.

First, future work should expand cross-lingual and cross-cultural evaluation beyond the
current language set. Although Italian, Spanish, and Portuguese already reveal meaning-
ful divergence in rhetorical and pragmatic patterns, broader coverage is needed to test the
portability of our annotation frameworks and adaptation strategies. A natural continuation is
to design controlled transfer experiments where models are trained in one linguistic context
and evaluated in another, with explicit analysis of which features transfer and which remain

language-bound.
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Second, the detection pipeline should evolve toward richer prediction targets. Our findings
suggest that binary hyperpartisan labels can hide important internal structure, especially when
rhetorical devices and pragmatic traits co-occur. Future datasets and models should therefore
move toward multi-label and hierarchical formulations, integrating stance, rhetorical devices,
and pragmatic markers in a unified framework. This would better reflect the complexity

observed in real political discourse and improve model usefulness for downstream analysis.

Third, neutralization requires stronger control mechanisms. The experiments in Par-ITA
showed that high automatic scores do not guarantee acceptable rewriting from a human per-
spective. A promising direction is to develop controllable generation pipelines that explicitly
optimize three constraints jointly: neutrality, semantic fidelity, and fluency. This can be
pursued through preference-aware objectives, constraint-based decoding, and larger human-
in-the-loop evaluation protocols. In parallel, extending neutralization resources to multilingual
settings would allow testing whether rewriting strategies generalize across political and lin-

guistic contexts.

Fourth, explainability should be integrated into training and data design, not only into post-
hoc evaluation. The evidence from IHPP indicates that interpretability tools can identify both
informative and noisy linguistic traits. Future research can operationalize this signal by creating
iterative loops where attribution analyses drive guideline refinement, data re-annotation, and
architecture updates. This direction would strengthen both model transparency and annotation
quality, especially in sensitive domains where accountability is crucial.

Fifth, future work should investigate temporal robustness. Hyperpartisan language changes
over time with political events, media trends, and platform-specific styles. Building longi-
tudinal benchmarks and evaluating models under temporal shift would clarify how quickly
performance degrades and which adaptation strategies are most reliable. Continual learning
and lightweight adaptation methods could then be tested to maintain model validity without

complete retraining.

Sixth, in this field, hybrid systems can present advantages over the current architectures.
Data-driven and knowledge-driven systems can complement each other to boost their strengths
and alleviate weaknesses. A hybrid architecture could address this gap by combining the gen-
eralization capacity of neural sequence-to-sequence and decoder-only models with an explicit,
knowledge-driven layer that encodes the rhetorical and pragmatic taxonomy developed across
FartisanLens, the climate-focused Italian dataset, and /HPP. Concretely, three components

could be integrated: a symbolic detection layer, a knowledge graph for cross-lingual general-
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ization, and a constrained generation layer for neutralization. Indeed, rather than relying solely
on a classifier’s binary or scalar output, an ontology of rhetorical biases and pragmatic markers
(loaded language, hyperbole, irony, epithets, neologisms, ad hominem attacks, appeals to fear)
could be used to tag spans of text with the specific technique they instantiate. Because the
same rhetorical strategies recur across languages even when their lexical realization differs,
encoding the ontology as a knowledge graph would allow language-specific surface patterns
(e.g., Italian epithets, Spanish hyperbolic constructions) to be linked to language-agnostic
functional categories. This addresses one of the central limitations identified throughout this
thesis: that fine-tuned models trained on one language’s annotated data do not transfer cleanly
to another. A knowledge graph layer would not replace the need for multilingual training
data, but it would provide a structured prior that constrains and explains model behavior when
operating on a new language or domain, functioning as a form of distant supervision or as a
feature source that can be relations of other parts of speech, e.g. modifiers, intensifiers, and
their typical rhetorical function within the graph.

Finally, from an application perspective, the next step is to move from isolated model
benchmarking to integrated decision-support systems. Such systems should combine detec-
tion, explanation, and neutralization modules, while preserving human oversight for high-
impact decisions. In this setting, the resources and methodologies developed in this thesis can
serve as the backbone for practical tools that are linguistically grounded, culturally aware, and

methodologically transparent.
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